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Abstract
This thesis contains contributions to various fields of cryptology. On the one hand, it contributes
to the theory of cryptography by considering the hardness and the relations of cryptographic
problems in black-box models of computation. On the other hand, it presents novel results
belonging to the area of applied cryptology, namely efficient hard- and software architectures
dedicated for cryptanalytic and cryptographic applications.
Our theoretical contributions can be summarized as follows. Hardness assumptions are the
cornerstone of public-key cryptography, where the computational intractability of the integer
factorization problem (IF) and the discrete logarithm problem (DL) are the two central assumptions that are commonly believed to be true. Proving the equivalence of the IF problem
and the RSA problem with the latter being the basis of the well-known RSA encryption scheme
is a longstanding open issue of cryptographic research. In this work we give evidence for the
validity of this equivalence. We show that any efficient black-box (aka. generic) ring algorithm
over Zn , i.e., an algorithm that only uses the ring structure of Zn and no properties beyond that,
solving the low-exponent RSA problem can be converted into an efficient algorithm for factoring n. Furthermore, we consider the so-called black-box extraction problem over finite rings
of characteristic n, where n has at least two different prime factors. We present a polynomialtime reduction from factoring n to the black-box extraction problem for a large class of finite
commutative unitary rings (including Zn as a special case). This provides a partial answer to
another famous open question, namely whether breaking the Diffie-Hellman protocol, also called the DH problem, is equivalent to the DL problem. Our result implies the non-existence of
generic reductions from computing discrete logarithms to the DH problem over groups of order
n unless factoring n is easy. In addition it supports the possibility of secure ring-homomorphic
encryption over certain rings. Finally, we analyze the hardness of generalized DL and DH problems in an extended generic group model. The class of problems we consider covers numerous
cryptographic problems currently known, in particular most problems over bilinear groups, and
is also expected to include many future problems. In our setting, algorithms may perform any
operation representable by a polynomial function, but do not exploit the representation of group
elements (which is inherent for generic algorithms). We identify easily verifiable criteria, which,
if met by a generalized DL or DH problem, are sufficient for its hardness with respect to the
considered class of algorithms. Furthermore, provided that our conditions are satisfied, negligible upper bounds on the success probability of such algorithms are given. In this way, we aim at
offering a convenient tool for analyzing the rapidly growing set of cryptographic problems and
making the first steps towards automated hardness verification in the black-box group model.
The contributions of this thesis to the field of applied cryptology can be summarized as follows.
For security evaluations of crypto systems and the selection of security parameters it is of great
importance to also take into account the threat posed by special-purpose cryptanalytic hardware. These systems often allow for attacks featuring a much better cost-performance ratio than
attacks using conventional PCs. In this thesis, we demonstrate the benefits of such hardwarebased attacks. First, we design hardware for solving systems of linear equations (LSEs), a
primitive operation frequently appearing in the scope of cryptanalytic and also cryptographic
applications. More precisely, we propose and analyze highly efficient hardware architectures for
dense small and medium-sized LSEs over F2k . Using such LSE solvers as a main building block,
we develop a hardware-only attack on the A5/2 stream cipher which is used, besides the stronger A5/1 cipher, for protecting mobile communication within the GSM network. Our attack
engine requires a few ciphertext frames from the GSM speech channel to break A5/2 in about
half a second thereby consuming only a small fraction of the area of a desktop CPU. Furthermore, we analyzed and implemented time-memory tradeoff attacks on A5/1 and the well-known
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block cipher DES using the recently introduced cost-optimized FPGA cluster COPACOBANA
as implementation platform. The use of special-purpose hardware enables this type of attacks in
the first place. Using our hardware architectures, the costly precomputations required by both
attacks can be performed within days allowing the actual attack to be performed within a few
minutes for A5/1 and a few hours for DES.
Finally, we are concerned with hard- and software implementations of digital signature schemes
whose efficiency plays a crucial role in numerous real-world security applications. We present a
novel algorithmic approach that allows to significantly accelerate the ECDSA (and DSA) signature verification procedure in application scenarios with recurring signers. More precisely, our
technique speeds up multi-exponentiation being a core operation of ECDSA. As a further contribution to this field, we analyze the hardware performance of the class of small-field multivariate
signature schemes, like UOV, Rainbow, enTTS, and amTTS, which are especially attractive
due to its resistance to quantum computer attacks. In this context, we propose a highly efficient
generic signature core for this system class where our architectures for solving LSEs constitute
one of the main building blocks.

Keywords: Black-Box Models, Generic Algorithms, RSA, Discrete Logarithms, Diffie-Hellman,
Integer Factorization, Special-Purpose Hardware, LSE Solver, A5, ECDSA, Multivariate Signatures.
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Kurzfassung
Die vorliegende Dissertation beschäftigt sich mit vielfältigen Aspekten der Kryptologie. Sie
enthält sowohl Forschungsbeiträge im Bereich der theoretischen Kryptologie, genauer gesagt
zur Komplexität und Beziehung von kryptographischen Berechnungsproblemen, als auch der
angewandten Kryptologie in Form von effizienten Hard- und Software-Architekturen für kryptographische und kryptanalytische Anwendungen.
Die Forschungsbeiträge im Bereich der theoretischen Kryptologie lassen sich wie folgt zusammenfassen. Sogenannte Hardness-Annahmen, d.h. die Annahme, dass gewisse Berechnungsprobleme schwer (nur mit super-polynomiellem Aufwand) zu lösen sind, bilden die Grundpfeiler
der Sicherheit asymmetrischer Kryptoverfahren. Dabei sind die Schwierigkeit des diskreten Logarithmusproblems (DLP) und des Faktorisierungsproblems (FP) die beiden zentralen Annahmen, deren Gültigkeit weithin akzeptiert wird. Eine bedeutende offene Frage der kryptographischen Grundlagenforschung ist, ob das Brechen des bekannten RSA-Verschlüsselungssystems,
was auch als RSA-Problem bezeichnet wird, äquivalent zum Lösen des Faktorisierungsproblems
ist. Diese Dissertation liefert ein Indiz für die Richtigkeit dieser Äquivalenz: Es wird gezeigt,
dass jeder generische Ring-Algorithmus (d.h. ein Algorithmus, der nur die Ringstruktur von Zn
ausnutzt) für Zn , der die low-exponent“ Variante des RSA-Problems effizient löst in einen effi”
zient Algorithmus für das FP überführt werden kann. Als weiterer Beitrag wird das so genannte
Black-Box-Extraktionsproblem über endlichen kommutativen Ringen (mit Eins) der Charakteristik n untersucht, wobei n das Produkt mindestens zweier unterschiedlicher Primzahlen ist.
Ein wichtiges Resultat dieser Untersuchung ist, dass das Problem n zu faktorisieren auf das
Black-Box-Extraktionsproblem über solch einem Ring reduziert werden kann und diese Reduktion über nahezu jedem Ring (Zn eingeschlossen) effizient ist. Die Reduktion für Zn liefert eine
Teilantwort auf die klassische Frage nach der Äquivalenz des diskreten Logarithmusproblems
und des Diffie-Hellman Problems (DHP). Die Hardness“ des letzteren Problems bildet dabei
”
die Grundlage des berühmten Diffie-Hellman Schlüsselaustauschprotokolls. Das Resultat impliziert, dass das DLP für zyklische Gruppen, deren Ordnung n schwer zu faktorisieren ist,
nicht generisch-äquivalent zum DHP sein kann. Genauer gesagt bedeutet das, dass kein generischer Gruppenalgorithmus existiert, der das DLP mit Hilfe eines DHP-Orakels effizient lösen
kann, wenn die Faktorisierungsannahme wahr ist. Gleichzeitig ist das Ergebnis ein Indiz dafür,
dass sichere Ring-homomorphe Verschlüsselungsverfahren, die zahlreiche interessante Anwendungen in der Kryptographie hätten, möglicherweise konstruiert werden können (speziell über
allgemeineren“ Ringen als Zn ). Ein weiterer Beitrag dieser Dissertation besteht in der Un”
tersuchung der Komplexitäten verallgemeinerter DL- und DH-Probleme. Die betrachtete Problemklasse beinhaltet eine Vielzahl bekannter kryptographischer Probleme (speziell auch über
bilinearen Gruppen) und wird sicherlich aufgrund der sehr allgemein gehaltenen Definition viele Berechnungsprobleme abdecken, die im Rahmen neuer Kryptosysteme zukünftig eingeführt
werden. Die Komplexität dieser Probleme wird hinsichtlich einer erweiterten Klasse von generischen Gruppenalgorithmen untersucht, die neben den üblichen Gruppenoperationen auch
weitere frei spezifizierbare Operationen ausführen können. Dabei sind alle Operationen erlaubt,
die durch Polynomfunktionen beschreibbar sind und nicht eine konkrete Repräsentation von
Gruppenelementen ausnutzen (wobei letzteres eine inherente Eigenschaft generischer Algorithmen ist). Unter diesen Rahmenbedingungen werden leicht verifizierbare Kriterien hergeleitet,
die die Hardness“ eines gegebenen Problems bezüglich generischer Algorithmen sicherstellen.
”
Darüber hinaus werden auch konkrete oberere Schranken für die Erfolgswahrscheinlichkeit solcher Algorithmen bewiesen. Durch diese Arbeit soll ein Werkzeug zur Analyse der permanent
wachsenden Menge neuer kryptographischer Probleme bereitgestellt werden und der Weg zu
einer automatischen Hardness-Verifizierung im generischen Modell bereitet werden.

ix

Im Folgenden sind die in dieser Dissertation enthaltenen Forschungsbeiträge auf dem Gebiet
der angewandten Kryptologie zusammengefasst. Bei der Evaluierung der Sicherheit von Kryptosystemen und der Wahl entsprechender Sicherheitsparameter ist es von großer Wichtigkeit,
neben Angriffen mittels konventioneller PCs auch das Gefahrenpotenzial, das von kryptanalytischer Spezialhardware ausgeht, zu berücksichtigen. Letztere Systeme erlauben oft ein weitaus
besseres Kosten-Leistungs-Verhältnis als PC-basierte Angriffe. Im zweiten Teil dieser Dissertation wird die Leistungsfähigkeit hardwarebasierter Attacken eindrucksvoll demonstriert. Zu
diesem Zweck werden zuerst Hardware-Architekturen zur Lösung linearer Gleichungssysteme
(LGS) betrachtet, welche im Rahmen von kryptanalytischen aber auch kryptographischen Anwendungen häufig auftreten. Genauer gesagt werden mehrere Architekturen zur Lösung von
dicht besetzten LGS über F2k von kleiner bis mittlerer Dimension entworfen, analysiert und
verglichen. Basierend auf solch einem Gleichungslöser wird dann ein hardwarebasierter Angriff auf die Stromchiffre A5/2 vorgestellt. A5/2 wird neben der stärkeren Chiffre A5/1 zur
Verschlüsselung der Kommunikation im GSM-Mobilfunknetz eingesetzt. Zur Durchführung der
vorgeschlagenen Attacke sind nur wenige verschlüsselte Datenpakete aus dem GSM-Sprachkanal
nötig. Mittels dieser Daten ist die Hardware dann in der Lage den geheimen initialen Zustand
der Chriffre innerhalb von 500 ms zu bestimmen und somit die A5/2-Verschlüsselung zu brechen. Dabei benötigt die Spezialhardware nur ein Bruchteil der Fläche eines konventionellen
Desktop-Prozessors. Weiterhin werden so genannte Time-Memory Tradeoff“ (TMTO) Angriffe
”
auf A5/1 und die bekannte Blockchiffre DES untersucht und (teilweise) implementiert. Die Nutzung von Spezialhardware ist dabei zur praktischen Realisierung derartiger Angriffe unerlässlich.
Als Plattform dient der kürzlich vorgestellte FPGA-Cluster COPACOBANA. Mittels der vorgestellten Hardware-Architekturen können die teuren Vorberechnungen, die im Rahmen beider
Angriffe einmalig anfallen, innerhalb weniger Tage durchgeführt werden. Die eigentliche Angriffsphase benötigt dann nur wenige Minuten im Fall von A5/1 bzw. wenige Stunden im Fall
von DES.
Der letzte Themenkomplex, der innerhalb dieser Dissertation behandelt wird, ist die effiziente Implementierung von digitalen Signatursystemen in Hard- und Software. Solche Systeme
und deren Effizienz spielen eine entscheidende Rolle in unzähligen Sicherheitsanwendungen in
der Praxis. Als Beitrag zu diesem Forschungsgebiet wird eine neue Methode vorgeschlagen,
die zu einer wesentlichen Beschleunigung der Verifizierung einer ECDSA-Signatur (oder DSASignatur) führen kann. Es handelt sich dabei um eine algorithmische Verbesserung der MultiExponentierung, die eine primitive Operation bei der ECDSA-Verifikation darstellt. Die Methode eignet sich für Anwendungsszenarien, in denen es wahrscheinlich ist, dass ein bestimmter
Signaturerzeuger (häufig) wiederkehrt. Weiterhin wird die Effizienz der Klasse der multivariaten
Signaturverfahren, die speziell wegen ihrer Resistenz gegenüber Quantencomputer-Attacken interessant sind, im Hinblick auf eine Hardwareimplementierung untersucht. Repräsentaten dieser
Klasse sind unter anderem das UOV Verfahren, Rainbow, amTTS sowie enTTS. Für derartige
Systeme wird eine hocheffiziente, aber dennoch generische Hardware-Architektur zur Signaturerzeugung vorgeschlagen, die die hier ebenfalls präsentierten LGS-Löser als zentralen Baustein
beinhaltet.

Schlüsselworte: Black-Box Modelle, Generische Algorithmen, RSA, DL, Diffie-Hellman, Faktorisierung, Spezialhardware zur Kryptanalyse, LGS-Solver, A5, ECDSA, Multivariate Signaturverfahren.
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Chapter 1

Introduction and Outline
This thesis deals with various computational aspects in the field of cryptology. It is composed
of two parts. Generally speaking, the first part is reasoning about the efficiency of whole classes
of algorithms for solving certain cryptographic problems whereas the second part concerns itself
with the improvement of the efficiency of individual cryptanalytic and cryptographic algorithms.
More precisely, in Part I we consider the hardness and the relations of computational problems
of number-theoretic nature over black-box algebraic structures. In Part II, we accelerate specific
cryptanalytic attacks as well as cryptographic schemes (primarily) by designing special-purpose
hardware.
Due to the diversity of topics covered by this thesis, we do not aim here at giving a comprehensive
introduction starting with the basics of cryptology and relating all topics. Such an approach
would essentially amount to writing a primer on cryptology which is certainly out of scope for a
thesis. Rather, we treat topics individually and try to provide sufficient context to understand
and assess the different contributions. For exquisite introductions to theoretical and applied
cryptography please refer to [Gol01] and [MvOV97], respectively.

1.1

Part I: Cryptographic Assumptions and Black-Box Algebraic Structures

So-called hardness or intractability assumptions, i.e., assuming that certain computational problems cannot be solved efficiently, build the foundations of public key cryptography. They are the
very basis for the security of public key schemes and thus enable such schemes in the first place.
For instance, the RSA encryption scheme [RSA78] relies on the assumption that factoring large
integers, i.e., decomposing integers into their unique product of primes, is a hard problem. To
give another famous example, the security of the Diffie-Hellman key exchange protocol [DH76]
is based on the (conjectured) hardness of computing discrete logarithms, i.e., computing x ∈ Z∣G∣
given a generator g and an element g x of a cyclic group G. In fact, the majority of public key
schemes depends on these well-known assumptions.
To be precise, the computational hardness of the integer factorization (IF) or the discrete
logarithm (DL) problem is a necessary condition for the security of these crypto schemes but
for most of them this condition is not known to be sufficient. That means, coming up with
an efficient algorithm for solving the IF or DL problem would lead to a total break of the
corresponding systems. However, it is unknown if each algorithm breaking such a scheme can
be converted into an efficient algorithm for the respective computational problem. In other
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words, there might be more efficient ways to break these systems than solving the IF or the DL
problem, respectively.
As an example consider the RSA scheme: informally speaking, breaking RSA actually means to
compute e-th roots over the ring Zn , where n is the product of two large primes and e ∈ Z∗φ(n) ,
or more precisely, to find m ∈ Zn given me mod n, n, and e. This computational problem
is called the RSA problem. While it is well-known that the RSA problem can be efficiently
reduced to the factorization problem it is a longstanding open problem whether the converse is
true, i.e., if an algorithm for finding e-th roots can be utilized in order to factor n efficiently.
Similarly, breaking the security of the Diffie-Hellman key exchange actually means to solve the
computational Diffie-Hellman (DH) problem: given group elements g, g x , g y ∈ G, where g is a
generator of a cyclic group G (of known order), the challenge is to compute g xy . Clearly, an
efficient algorithm solving the DL problem can be used to solve the DH problem efficiently.
However, besides some special cases, it is unknown whether there exists an efficient (uniform)
reduction from the DL to the DH problem or not.
Why do we believe in such hardness assumptions though they are not provable in general? For
classic number-theoretic problems as the IF and the DL problem this is certainly due to the
absence of efficient algorithms in spite of intensive long-term research by many brilliant people. However, besides these well-known assumptions there frequently appear new assumptions
building the basis for novel crypto systems with nice properties. What can be done to provide
evidence for (or also against) the validity of these assumptions apart from trying to find efficient algorithms solving these problems over decades? Clearly, we can underpin the belief in
the hardness of such a problem by reducing one of the more mature problems (like the DL, IF,
DH, or RSA problem) to it; but unfortunately finding such a reduction often fails.
Another clever idea is to prove the hardness of a problem with respect to a restricted but still
meaningful class of algorithms. This is one of the main reasons for the invention of black-box
models for algebraic structures like groups, fields and rings where algorithms are limited to
perform only “common” operations. Probably, the most famous of these models is the blackbox (aka. generic) group model introduced by Shoup in his seminal paper [Sho97b] published
in 1997.1 In this model one considers algorithms — so-called black-box (aka. generic) group
algorithms — that given a group G as black-box, may only perform a set of basic operations
on the elements of G such as applying the group law, inversion of group elements and equality
testing. Since the group is treated as a black-box, the algorithms cannot exploit any special
properties of a concrete group representation. As a consequence, such algorithms are generic
in the sense that they can be applied to any concrete instantiation of a group (e.g., Z∗p or
E(Fp )) in order so solve a problem. Natural examples of this class of algorithms are the PohligHellman [PH78] and the Pollard-Rho [Pol78] algorithm for computing discrete logarithms.
A variety of cryptographic problems were proven to be computationally intractable in the
generic group model, most notably the DL problem, the computational and decisional DH
problem [Sho97b] as well as the RSA problem over groups of hidden order [DK02]. However,
note that this kind of intractability results only have limited implications in practice where
always a concrete representation for group elements is given: A generic algorithm can perform
a subset of the operations that can be performed by an algorithm that may exploit specific
properties of the given group representation. Thus, there might be non-generic algorithms for
a specific representation that are more efficient. For instance, in the case of Z∗p the existence of
prime elements is exploited by the index calculus algorithm [Adl79] for computing discrete logarithms which exhibits a subexponential running time. This stands in contrast to the exponential
lower bound for generic DL algorithms. A further warning that results in the generic model
1
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must be taken with care was given by Dent [Den02] who considered a generically intractable
(however rather artificial) problem that is easy in any concrete group. To summarize, proving a
problem to be intractable in the generic group model is a necessary, but not sufficient condition
for the problem being intractable in a specific group.
On the other side, by means of such a result we can exclude a large natural class of algorithms.
Furthermore, we know that in order to construct a more efficient algorithm for the considered
problem we need to exploit specific properties of a group representation. In this context, it is
noteworthy that for certain groups, e.g., non-supersingular elliptic curves over finite fields, no
faster algorithms than the generic ones are known for solving the DL or DH problem.
Apart from pure hardness proofs, black-box models for algebraic structures have further but related applications. For instance, the generic group model has been deployed to analyze relations
between cryptographic assumptions [MW98, SS01]. Foremost to mention is the result by Maurer and Wolf [MW98] showing that for groups whose order exhibits a large multiple prime factor
there exists no efficient generic reduction from the DL to the DH problem. This is especially interesting in the face of most reductions being generic. Furthermore, problems in black-box fields
have been considered. For example, Boneh and Lipton [BL96] showed that the so-called blackbox field extraction problem can be solved in subexponential time (over prime fields). A consequence of this result is that over prime order groups, the DL problem is generically reducible
to the DH problem in subexponential time. As further application, the generic group model
has been used for proving security properties of cryptographic schemes [SJ00, AdM04, Bro05].
However, when used beyond the analysis of assumptions the model is known to have some
pitfalls [Fis00, SPMLS02, Den02] similar to the random oracle model [BR93].
The thesis at hand is concerned with the generic group model and the analysis of novel generalized DL and DH problems in this model as well as novel uses of a black-box ring model for
showing relations between the classic problems. In the following, we summarize our contributions to this field.
Chapter 3: The Equivalence of Black-Box Low-Exponent RSA and Factorization
As already mentioned above, to support the trust in the security of the RSA crypto system and
many other schemes it would be desirable to give a positive answer to the longstanding open
question on the equivalence of the RSA and the IF problem. In this thesis we provide evidence
towards the validity of this equivalence. To this end, we generalize Shoup’s generic group model
to rings and use it in a novel way. We show that any efficient black-box algorithm using the
full ring-structure of Zn to solve the low-exponent RSA problem (here, the public exponent e
is restricted to be a “small” number) can be converted into an efficient factoring algorithm.
In other words, black-box low-exponent RSA is equivalent to the problem of factoring an RSA
modulus n. Our results generalize the work by Brown [Bro06] and stand in contrast to a result
by Boneh and Venkatesan [BV98] indicating the non-equivalence, where both are considering
weaker models of computation. Furthermore, we answer an open question about the power of
generic ring algorithms for solving RSA raised by Damgård and Koprowski in [DK02].
Chapter 4: The Relation of Black-Box Ring Extraction and Factorization
Informally speaking, the black-box extraction problem for some ring R, is the problem of extracting an element x ∈ R that is hidden in a black-box resembling the structure of R. Studying
this problem is interesting for at least two reasons: An efficient algorithm for this problem
would imply (i) the equivalence of the DL and the DH problem and (ii) the in-existence of
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secure ring-homomorphic encryption schemes. That means, the existence of such an algorithm
would answer two famous open questions in cryptography. In this work, we consider black-box
extraction over finite commutative rings with unity whose characteristic n is the product of at
least two different primes. We give an efficient reduction from finding a non-trivial factor of n
to the black-box extraction problem over virtually any ring R where computation is efficient.
Our results cover rings in polynomial and in basis representation. To this end, we extend our
techniques used for proving the equivalence of black-box LERSA and IF. Our result has two
important consequences: It implies that the DL and the DH problem are not generically equivalent over cyclic groups of order n unless factoring n is easy. This was conjectured (but not
proven) by Wolf in [Wol99, p. 247]. Furthermore, it indicates that ring-homomorphic encryption schemes which are at least as hard to break as the RSA assumption might be constructible
over certain rings. Our results complement the work by Boneh and Lipton [BL96] and Maurer
and Raub [MR07] who studied the black-box extraction problem over prime fields and finite
extension fields, respectively. They showed that this problem can be solved in subexponential
time over such fields.
Chapter 5: Sufficient Conditions for Intractability over Black-Box Groups
Frequently new cryptographic assumptions related to the DL and DH assumption are introduced. Many of these assumptions rely on more complex algebraic settings than the standard
assumptions. For instance, they involve multiple groups and operations on group elements additional to the basic ones. As a consequence, for analyzing each novel assumption the basic generic
group model needs to be adapted to the corresponding algebraic setting and a new hardness
proof must be done from scratch. In the thesis at hand, we resolve this unsatisfying situation
by formalizing comprehensive classes of computational problems and identifying properties that
ensure the hardness of these problems with respect to black-box group algorithms. More concretely, we derive conditions which, given the description of a cryptographic problem, allow to
easily check whether the problem at hand is intractable for black-box algorithms performing a
specified set of operations. Additionally, we are able to provide concrete upper bounds on the
success probability of such algorithms. To this end, we developed a novel graph-based proof
technique. As a further application, our conditions can be used to analyze the relationship of
(certain) cryptographic problems. Last but not least, in this context we explicitly relate the concepts of generic algorithms and straight-line programs which have only been used independently
in cryptography so far. Our work generalizes a result by Boneh, Boyen, and Goh introduced
in [BBG05b] in many ways. Here the authors show that decisional problems satisfying certain
conditions are hard in a (fixed) generic bilinear group setting.

1.2

Part II: Efficient Hard- and Software Architectures for
Cryptography and Cryptanalysis

The second part of the thesis is dedicated to the field of applied cryptography and cryptanalysis.
It contains manifold contributions which can roughly be assigned to the following subfields:
∎

Efficient hardware architectures for attacking symmetric ciphers.

∎

Efficient hard- and software implementations of digital signature schemes.

In the following we give a brief introduction to these topics and our contributions.
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1.2.1

Efficient Hardware Architectures for Attacking Symmetric Ciphers

Studying this topic is motivated by the fact that the cryptanalysis of (modern) ciphers usually
involves a massive amount of computations making implementations on contemporary PCs in
terms of time or monetary costs infeasible. In fact, this is the main goal when designing crypto
systems and determining corresponding key lengths. However, many cryptanalytic algorithms
spend their computations in independent operations and are thus highly parallelizable. This
parallel functionality can be realized by individual hardware blocks that operate simultaneously,
significantly improving the running time of the overall attack. Besides implementing an entire
attack in hardware, sometimes already outsourcing individual time-consuming parts can lead
to significant speedups. Such hardware implementations, especially using Field Programmable
Gate Arrays (FPGAs), often exhibit much better cost-performance ratios compared to implementations on off-the-shelf computers. In this way, the breaking of certain modern ciphers, in
particular proprietary ciphers, can come into reach even for non-government agencies. Hence,
for selecting secure crypto schemes and determining sufficient key length the study of specialpurpose hardware attacks is of great importance.
Chapter 6: Hardware Architectures for Small and Medium-Sized LSEs over F2k
Solving linear systems of equations (LSEs) is a very common computational problem appearing
in numerous research disciplines and in particular in the context of cryptographic and cryptanalytic algorithms. Clearly, from a complexity theoretical point of view, this problem can be
solved efficiently, e.g., in at most cubic time using Gaussian elimination. However, especially in
the scope of cryptanalytic attacks, software implementations of current algorithms for solving
LSEs proved to be insufficient or unsatisfying in practice. In this work, we propose very efficient hardware architectures for solving (small and medium-sized) linear systems of equations
over F2k which can be used, for example, as building blocks of attack engines targeting block
and stream ciphers. Our architectures are composed of a rectangular or triangular array of
simple processors which are interconnected. They exhibit linear running times and quadratic
space complexities in the size of an LSE and can be clocked at high frequencies. All designs
have been fully implemented for different sizes of LSEs and concrete implementation results
(FPGA and ASIC) are given. Furthermore, we provide a clear comparison of the presented
LSE solvers. Part of our work is based on and extends the systolic array architecture introduced in [HQR89, WL93].
Chapter 7: A Hardware-Assisted Realtime Attack on A5/2
The Global System for Mobile communications (GSM) is todays most widely deployed digital
cellular communication system all over the world. For protecting GSM communication two
stream ciphers are specified by the standard, namely A5/1 and a weaker variant thereof called
A5/2. Recently, some powerful attacks [BBK03, GWG99] on A5/2 have been proposed. In this
work we enhance the ciphertext-only attack by Barkan, Biham, and Keller [BBK03] by designing
special-purpose hardware for generating and solving the required systems of linear equations
involved in this attack. For realizing the LSE solver component we make use of the efficient
designs also proposed in this thesis. Our hardware-only attack engine immediately recovers the
initial secret state of A5/2 — which is sufficient for decrypting all frames of a session — using
a few ciphertext frames without any precomputations and memory. More precisely, in contrast
to [BBK03] our engine directly attacks the GSM speech channel. It requires 16 ciphertext
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frames and completes the attack in about 570 ms. With minor changes also input from other
GSM channels (e.g., SDCCH/8) can be used to mount the attack.
Chapter 8: COPACOBANA-based TMTO Attacks on A5/1 and DES
Cryptanalytic time-memory tradeoffs (TMTOs) are generic methods for inverting one-way functions, e.g., given by block ciphers or stream ciphers. The most famous examples of such methods
are the TMTO scheme by Hellmann [Hel80], Rivest’s distinguished points variant [D. 82], and
Oechslin’s rainbow tables method [Oec03]. To achieve reasonable success rates using these methods a huge amount of precomputations need to be performed. For practicability reasons this
usually prevents the use of PC clusters and thus often made TMTOs inapplicable in the past.
In order to actually perform full TMTO precomputations, the use of special-purpose hardware
with massive computational power is demanded. In this work we target the COPACOBANA
machine (Cost-Optimized Parallel Code Breaker) [KPP+ 06b] for this task which appears to be
the only reconfigurable parallel FPGA machine optimized for code breaking reported in the
open literature. We survey and analyze the theoretical and practical characteristics of the various TMTO methods with regard to an efficient implementation on COPACOBANA. To this
end, we focus on attacking two very famous ciphers, namely the block cipher DES and the GSM
stream cipher A5/1. For both ciphers, we determine suitable TMTO parameters, present full
implementations of the precomputation phase on COPACOBANA, and estimate the properties of the resulting attacks. According to our findings, the precomputation phase of our DES
TMTO attack can be finished in about 32 days using COPACOBANA and produces 2 TB of
data. By means of a cluster consisting of 5 PCs an actual attack using the precomputed data
can be completed in 3.4 hours on average with a success rate of 80%. The precomputation of
our TMTO attack on A5/1 takes about 97 days when using one COPACOBANA device and
yields 5 TB of data. For the actual attack, we estimate an average running time of about 5
minutes and a success rate of 63% (using 127 bits of known keystream) assuming the use of
COPACOBANA and a cluster of 5 PCs.

1.2.2

Efficient Hard- and Software Implementations of Digital Signature
Schemes

Digital signatures have many applications in information security, including authentication, data
integrity, and non-repudiation. Efficient implementations of such schemes play a crucial role in
numerous real-world security applications: Some of them require messages to be signed and verified in real time (e.g., safety-enhancing automotive applications as car-to-car communication),
others deal with thousands of signatures per second to be generated (e.g., high-performance security servers using so-called HSMs — Hardware Security Modules). The contributions in this
thesis aim at accelerating the signature verification procedure of the ECDSA scheme on the one
side and the generation procedure of certain multivariate signature schemes on the other side.
The elliptic curve digital signature algorithm (ECDSA) [Ame98] is a widely standardized variant
of the original well-known ElGamal signature scheme [ElG85]. Its security is based on the
discrete logarithm problem over elliptic curves, also called ECDLP. Unlike the discrete logarithm
problem over Z∗p or the integer factorization problem, no subexponential-time algorithms are
known for solving the ECDLP. For this reason, the key size believed to be needed for ECDSA in
order to reach a certain degree of security is significantly lower compared to the ElGamal or RSA
signature schemes. For instance, the ECDSA scheme with a key length of 160 bits is commonly
considered to provide the same security as the RSA scheme with 1024-bit keys. ECDSA benefits
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from the smaller operand sizes (resulting thereof) compared to RSA and DL-based schemes,
currently making it the signature scheme of choice when targeting embedded environments with
memory or computational constraints. However, ECDSA has the unfavorable property that the
signature verification procedure is about twice as slow as signature generation. The opposite
holds for the RSA scheme when using small public exponents e. Here, signature verification
is many times faster than generation. Hence, speeding up ECDSA signature verification is a
problem of considerable practical importance.
As already mentioned, the security of the majority of public key crypto systems, in particular
signature schemes, is essentially based on the difficulty of two (closely related) computational
problems, namely the DL and the IF problem. At present, these problems are considered to
be hard with respect to existing conventional computing devices. However, this might change
in the near or far future due to a mathematical breakthrough or significant advances in the
development of quantum computers for which polynomial-time IF and DL algorithms are already
known [Sho97a]. Hence, to be on the safe side, research on new crypto systems based on
other classes of problems that are especially not (known to be) efficiently solvable on quantum
computers is necessary. So-called MQ signature schemes which are based on the NP-complete
problem of solving multivariate quadratic equations over finite fields are examples of this kind of
crypto systems. In order not to doom such a system to live in shadows, but bring it to attention
for commercial use and thus stimulate further (cryptanalytic) research, it is essential to show
its practical benefits. Hence, it is pretty worthwhile to analyze the efficiency of (hardware)
implementations of these systems.
Chapter 9: Accelerating (EC)DSA Signature Verification
We present a novel technique that can be used for accelerating the ECDSA (and DSA) signature
verification procedure. The core operation when verifying ECDSA signatures is the (timeconsuming) computation of a power product of the form g1e1 ⋅ g2e2 (written multiplicatively).
Here, the base element g2 is a fixed domain parameter while g1 constitutes the signer’s public
key and thus usually vary between different signature verifications. (The exponents e1 and e2
are also variable because both are depending on the specific signature.) Note that in the case
that both bases would be fixed very fast techniques deploying precomputations are known for
performing such a multi-exponentiation. Although we cannot assume g1 to be a fixed parameter,
for many scenarios we can assume that a specific g1 , i.e., a certain signer, will recur (frequently).
Precisely for such application scenarios, we present a new technique that entails two different
ways of computing such a product. The first way applies to the first occurrence of any g1
where, besides obtaining the actual result, a cache entry based on g1 is generated, investing
very little memory or time overhead. The second way applies to any multi-exponentiation
once such a cache entry exists for the g1 in question and provides for a significant speed-up.
Using this technique we can achieve noticeable speedups in very different environments, from
highly restricted ones where memory is very scarce to larger machines without severe memory
restrictions. Our approach is not restricted to ECDSA but may also be applied to DSA and for
computing more general power products exhibiting one variable base and multiple fixed bases.
Chapter 10: The Hardware Efficiency of MQ Signature Schemes
In this work we analyze the efficiency of the class of multivariate quadratic signature schemes targeting special-purpose hardware as implementation platform. More precisely, our considerations
include the UOV scheme [KPG99, KPG03], the Rainbow scheme [DS05], enTTS [YC05, YC04]
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as well as amTTS [DHYC06]. We identify the core operations required by these schemes and
propose a generic hardware architecture for implementing the generation procedure of MQ signature schemes. One of the main building blocks of this architecture are the LSE solvers also
presented in this thesis. Based on our generic framework, we show that MQ schemes can feature
much better time-area products than elliptic curve systems. For instance, in spite of the generic
nature of our design, even the conservative UOV scheme exhibits a smaller time-area product
than ECC. An optimized FPGA implementation of amTTS is estimated to be over 25 times
more efficient with respect to this characteristic.
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Chapter 2

Preliminaries
In this chapter, we review some basic notation and facts from the fields of abstract algebra,
complexity and probability theory. Furthermore, we introduce some terminology related to the
design of digital circuits. Clearly, no attempt is made to give a complete survey of these fields;
rather we introduce some selected material which is needed throughout this thesis or which
we consider important to understand our results. For a more comprehensive introduction to
number theory and algebra we refer to [AM69, Lan93, LN97, Gri99, Sho05]. A nice introduction
to complexity theory and provable security is given in [Gol01, TW06]. We recommend [Fel57]
as the standard reference for probability theory. Application-specific circuits and VHDL-based
circuit design are treated in [Smi08, Ped04].
Throughout this thesis standard mathematical notation is used as far as possible. In particular,
by N, N0 , P, Z, R, R+ we denote the sets of natural numbers, natural numbers including zero,
prime numbers, integers, reals, and positive reals, respectively.

2.1

Asymptotic Notation and Terminology

We need the following asymptotic notation and terminology. We use the common O-notation
to describe the asymptotic growth of functions, and especially to express algorithmic running
times. In particular, for functions f ∶ X → R+ and g ∶ Y → R+ , where X, Y ⊆ N, we write
∎
∎
∎

f (κ) = O(g(κ)) if ∃ c > 0, κ0 > 0 ∀κ ≥ κ0 ∶ f (κ) ≤ cg(κ).

f (κ) = o(g(κ)) if ∀c > 0 ∃ κ0 > 0 ∀κ ≥ κ0 ∶ f (κ) < cg(κ).
f (κ) = Ω(g(κ)) if ∃ c > 0, κ0 > 0 ∀κ ≥ κ0 ∶ f (κ) ≥ cg(κ).

We say that a function f (κ) grows polynomially or is polynomially bounded if there exists e ∈ N
such that f (κ) = O(κe ). We call an algorithm efficient (in an asymptotic sense), if the function
describing its running time grows polynomially. Furthermore, we say that f is superpolynomial
if it is not polynomially bounded. A function f (κ) is said to be exponential if there exists d1 > 1
such that f (κ) = O(dκ1 ). Moreover, it is said to be strictly exponential if there additionally
exists d2 > 1 such that f (κ) = Ω(dκ2 ). If we say that an algorithm has an exponential running
time, we usually mean that its runtime function is strictly exponential. We call a function f
(strictly) subexponential if it grows faster than any polynomial function but slower than any
exponential function. A family of functions falling into this class is defined by
Lκ [α, c] = O (e(c+o(1))(ln(κ))

α (ln(ln(κ)))1−α

),
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where 0 < α < 1 and e denotes Euler’s number. For instance, the currently fastest known
algorithm for solving the factorization problem has a heuristic complexity of Lκ [ 31 , c], for some
constant c. Finally, a function f (κ) is called negligible if the inverse of any polynomial is
asymptotically an upper bound of f (κ), i.e.,
∀c > 0 ∃ κ0 > 0 ∀κ ≥ κ0 ∶ f (κ) ≤

1
.
κc

A computational problem is said to be intractable or hard with respect to a certain class of
(uniform) algorithms (e.g., generic algorithms, straight-line programs, Turing machines), if the
success probability of any efficient algorithm belonging to that class is negligible. The running
time as well as the success probability of an algorithm can thereby be viewed as a function of
the problem’s security parameter κ (being a measure of the problem size).

2.2

Basic Probability-Theoretic Notation and Facts

A discrete probability space is a pair (Ω, P ), where Ω ≠ ∅ is a finite or countably infinite set,
called sample space and P ∶ Ω → [0, 1] is a function with ∑ω∈Ω P (ω) = 1, called the probability
1
for all ω ∈ Ω then we call P (⋅) the
function or probability distribution. If we have P (ω) = ∣Ω∣
uniform distribution over Ω.
A subset E ⊂ Ω is called an event. The probability of an event E is defined by
Pr[E] ∶= ∑ P (ω)
ω∈E

Given two events E1 and E2 , we denote its union by E1 ∪ E2 or E1 ∨ E2 and its intersection
by E1 ∩ E2 or E1 ∧ E2 . If E1 is a subset of E2 we write E1 ⊂ E2 or E1 ⇒ E2 and if they are
equal we denote this by E1 = E2 or E1 ⇔ E2 . The complement of an event E1 is denoted by
¬E1 ∶= Ω ∖ E1 . The events E1 and E2 are called independent iff Pr[E1 ∧ E2 ] = Pr[E1 ] Pr[E2 ].

When we study probabilistic settings, we are usually interested in some values depending on
the elementary events ω. For instance, we are interested in the running time and output of a
probabilistic algorithm. Random variables are a tool for formalizing these notions. A random
variable X is a mapping X ∶ Ω → V where V is some arbitrary set called the range of the random
variable X (usually, we have V ⊂ R). Note that expressions over random variables induce events
and so the terminology and definitions for events naturally carry over to random variables. For
example, for v ∈ V the expression X = v denotes the event {ω ∈ Ω ∣ X(ω) = v}. Hence, also the
expression Pr[X = v] denoting the probability that X takes on a certain value v is well-defined
by means of the corresponding event. We also use more complicated expressions involving logic
predicates. Any random variable X defines a probability measure
PrX ∶ V

→ [0, 1]

v ↦ Pr[X = v]

on its range which is called the distribution of X. Let us assume that V is finite. Then we call
E[X] ∶= ∑ v Pr[X = v]
v∈V

the expectation of X. Note that the expectation function is linear, i.e., for random variables
X1 , . . . , Xk we have E[∑ki=1 Xi ] = ∑ki=1 E[Xi ].
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Throughout this work, we only make use of very elementary and self-evident probability theoretic facts which are not worth to be mentioned here explicitly except for one: This simple fact
captured by Lemma 2.1 is the basis of our simulation-based proofs in the first part of the thesis.
In [Sho04] Shoup called it the Difference Lemma. For a detailed introduction to probability
theory we refer to [Fel57].
Lemma 2.1 (Difference Lemma). Let E1 , E2 , and E3 be events over the same probability space
such that
E1 ∧ ¬E3 ⇐⇒ E2 ∧ ¬E3 .
Then it holds that

Pr[E1 ] ≤ Pr[E2 ] + Pr[E3 ].

For the sake of simplicity, when considering concrete random experiments (e.g., probabilistic
computations) the corresponding probability spaces are usually not defined rigorously. In particular, Ω is not explicitly defined as a set. Rather, the probability space is usually clear from
the context. However, sometimes we want to make the various random choices more transr
parent. To this end, we use the following notation: If S is a finite set, then x ← S denotes
the assignment of a uniformly chosen random element from the set S to the variable x (i.e.,
1
∀a ∈ S ∶ Pr[x = a] = ∣S∣
). Similarly, x ∈r S denotes that x is a uniformly random element from

S. If A is a probabilistic algorithm, then y ← A(x) denotes the assignment to y of the output
of A’s run on x; we write y ← A(x) if A is deterministic. Similarly, the (deterministic) evaluation and following assignment of an expression expr to a variable x is denoted by x ← expr.
Furthermore, by [A(x)] we denote the set of all possible outputs of a probabilistic algorithm
A on input of a fixed value x and variable random coins. Based on the above notation, we can
specify probabilities more clearly: an expression of the form
r

Pr[pred(x1 , . . . , x2 ) ∶ assign(x1 , . . . , xn )]
denotes the probability that the predicate pred holds when the probability is taken over a
probability space defined by the assignment rules assign on the n free random variables xi of
the predicate pred. For instance,
Pr[x ≡ 0 mod 2 ∶ x ← Z15 ]
r

denotes the probability that a random element of Z15 is even. If the probability is only taken
over a single random choice, as in the above case we also write
[x ≡ 0 mod 2] .
Pr
r

x←Z15

This type of notation is commonly used in the area of provable security. We refer to [SS01] for
a more extensive introduction to this notation.

2.3

Algebraic Structures

In this section we recapitulate the definitions of basic algebraic structures like groups, rings,
ideals, and fields as well as some of their properties which will be used in the remainder of this
work. Furthermore, we introduce the concepts of uni-/multivariate polynomials and straightline programs over rings and fields.

11

Chapter 2. Preliminaries

2.3.1

Groups

Definition 2.1 (Group). A group is a pair (G, ○) consisting of a set G and a binary operation
○ ∶ G × G → G (which is called the group law or group operation) such that the following axioms
are satisfied:
(i) The operation ○ is associative, i.e., for all a, b, c ∈ G it holds that (a ○ b) ○ c = a ○ (b ○ c).

(ii) There exists an identity element e ∈ G such that for all a ∈ G it holds that a ○ e = e ○ a = a.
We usually write 1 and 0 instead of e in multiplicative and additive groups, respectively.
(iii) For each a ∈ G there exists an inverse element a ∈ G such that a ○ a = a ○ a = e. We usually
write a−1 and −a instead of a in multiplicative and additive groups, respectively.
Assume a set G and a binary operation ○ are given such that (G, ○) is a group. Then (G, ○) is
said to be commutative or abelian if the following condition holds:
(iv) The operation ○ is commutative, i.e., for all a, b ∈ G it holds that a ○ b = b ○ a.

We usually denote a group (G, ○) simply by the set G itself. Note that the identity element as
well as the inverse of every group element are uniquely determined in every group. Throughout
this thesis we are only concerned with abelian groups.
Let us introduce some more terminology.
Definition 2.2 (Order). Let G be a group and a an elements of G. The number of elements
∣G∣ of G is also called the cardinality of a group or the group order. A group is called finite
if it contains a finite number of elements. The element order of a, denoted by ord(a), is the
smallest positive integer k ∈ N such that
ak = a ○ a ○ ⋯ ○ a = e,
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
k operands

where e is the identity element of G.
Finite groups satisfy the following two important and well-known properties:
Theorem 2.2. Let G be a finite group. Then for every a ∈ G it holds that:
(i) a∣G∣ = e (Fermat’s little theorem).

(ii) ord(a) divides ∣G∣.

In cryptography we are often concerned with special types of abelian groups, namely cyclic
groups:
Definition 2.3 (Cyclic Group). A group G containing an element g with order ord(g) = ∣G∣ is
called a cyclic group. Such an element is called a generator or primitive element of the group.
An element g of a group G with maximal element order is termed a generator since every
element a ∈ G can be represented as a power g k = a of this element for some k ∈ {0, . . . , ∣G∣ − 1}.
That means g generates the entire group which is denoted by
G = ⟨g⟩ ∶= {g k ∣ 0 ≤ k ≤ ∣G∣ − 1}.
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A simple well-known example of a finite cyclic group is the set Zn = {0, . . . , n − 1} together with
addition modulo n. Another example of a finite group playing an important role in public key
cryptography is the set
Z∗n = {a ∈ Zn ∣ gcd(a, n) = 1}
together with multiplication modulo n. Note that for every prime p ∈ P the group Z∗p is cyclic.

The number of generators of a finite cyclic group are described by Euler’s totient function which
is defined as follows:
Definition 2.4 (Totient Function). Euler’s totient (aka. phi) function φ(n) of a positive integer
n is defined to be the number of positive integers less than or equal to n that are coprime to n,
i.e.,
φ(n) ∶= ∣{k ∣ 1 ≤ k ≤ n, gcd(k, n) = 1}∣
Theorem 2.3 summarizes some important facts about finite cyclic groups.
Theorem 2.3. Let G be a finite cyclic group. Then it holds that:
(i) G contains exactly φ(∣G∣) generators.
(ii) If g is a generator of G then g k is also a generator iff gcd(k, n) = 1.

(iii) If ∣G∣ is prime, then all elements a ≠ e ∈ G are generators.
(iv) Every cyclic group is abelian.

Next, we define the important notion of a group homomorphism and a group isomorphism.
Definition 2.5 (Homomorphism/Isomorphism). Let (G1 , ○1 ) and (G2 , ○2 ) be two groups and
ϕ ∶ G1 → G2 be a mapping. Then ϕ is called a (group) homomorphism if for all a, b ∈ G1 holds
ϕ(a ○1 b) = ϕ(a) ○2 ϕ(b).

If, in addition, ϕ is bijective then the mapping is called a (group) isomorphism. In this case
the two groups are called isomorphic which is denoted by
G1 ≅ G2
If ϕ ∶ G1 → G2 is a group homomorphism, one can easily deduce that ϕ(e1 ) = e2 and ϕ(a) =
(ϕ(a)), where e1 and e2 are the identity elements of G1 and G2 , respectively. Hence, ϕ “is
compatible” with the group structures.
Using the notion of isomorphism, finite cyclic groups can be fully characterized:
Theorem 2.4 (Characterization of Finite Cyclic Groups). Every cyclic group of order n is
isomorphic to the additive group Zn .
Similarly, we have the following important theorem that characterizes the structure of finite
abelian groups:
Theorem 2.5 (Fundamental Theorem of Abelian Groups). Any finite abelian group is isomorphic to a direct product of cyclic groups of prime power order and this product is unique up to
the sequence of the factors.
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Next, we define the notion of subgroups and present some of their properties.
Definition 2.6 (Subgroup). Let (G, ○) be a group and H ⊂ G be a non-empty subset of G.
Then H is called a subgroup of G if the following conditions are satisfied:
(i) e ∈ H

(ii) If a, b ∈ H then a ○ b ∈ H

(iii) If a ∈ H then a ∈ H

Note that if G is an abelian group, then for each element a ∈ G, the set ⟨a⟩ forms a subgroup of
G. Moreover, an important fact about the order of possible subgroups of a finite group is given
by Lagrange’s theorem:
Theorem 2.6 (Lagrange’s Theorem). Let H ⊂ G be a subgroup of G. Then ∣H∣ divides ∣G∣.
The subgroups of finite cyclic groups can be fully characterized:
Theorem 2.7. Let G be a finite cyclic group of order n and let g be a generator of G. Then
for every divisor k of n there exists exactly one subgroup H of G of order k. This subgroup H
n
is cyclic and generated by g k . It consists exactly of the elements a ∈ G that satisfy the condition
ak = e. There are no other subgroups.
Finally, let us quickly introduce the concept of bilinear groups which is (implicitly) considered
in Chapter 5. Let G1 , G2 , G3 be finite cyclic groups of the same order. A bilinear map is a
function e ∶ G1 × G2 → G3 such that for all a ∈ G1 , b ∈ G2 and x, y ∈ Z it holds that
e(ax , by ) = e(a, b)xy .

Bilinear maps are also called pairings since they associate pairs of elements from G1 and G2
with elements from G3 . Due to the existence of a bilinear map associating G1 , G2 , and G3 these
groups are sometimes said to be bilinear groups. Let g1 and g2 be generators of G1 and G2 ,
respectively. Then we say that e is non-degenerated if the element e(g1 , g2 ) is a generator of G3 .
In cryptography, we are only interested in non-degenerated and efficiently computable pairings.
The Weil and Tate pairings are examples for such constructions.

2.3.2

Rings

While there are more general definitions of a ring, in this work we restrict to the notion of a
commutative ring with unity alias commutative unitary ring which is defined as follows:
Definition 2.7 (Ring). A commutative unitary ring (R, +, ⋅) is a set R together with two binary
operations + ∶ R × R → R and ⋅ ∶ R × R → R such that the following axioms are satisfied:
(i) (R, +) is an abelian group with identity element, denoted by 0.

(ii) The operation ⋅ is associative, i.e., for all a, b, c ∈ R it holds that a ⋅ (b ⋅ c) = (a ⋅ b) ⋅ c.

(iii) The distributive laws hold, i.e., for all a, b, c ∈ R we have a ⋅ (b + c) = a ⋅ b + a ⋅ c and
(a + b) ⋅ c = a ⋅ c + b ⋅ c.

(iv) There exists a multiplicative identity element, denoted by 1, such that 1 ≠ 0 and for all
a ∈ R it holds that 1 ⋅ a = a ⋅ 1 = a.
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(v) The operation ⋅ is commutative, i.e., for all a, b ∈ R we have a ⋅ b = b ⋅ a.

Definition 2.8 (Subring). A subring of a ring (R, +, ⋅) is a subgroup of (R, +) that contains
the multiplicative identity and is closed under multiplication.
Similar to the notation for groups, we usually omit the operations and call R a ring. Note that
sometimes in the literature also algebraic structures satisfying all but the last two properties
are called a ring. If not stated otherwise, when we speak of a ring in the remainder of this thesis
we always mean a commutative unitary ring according to the above definition. The canonical
example of a finite commutative ring with unity is the set Zn together with multiplication and
addition modulo n.
We continue with some further common definitions of ring theory.
Definition 2.9 (Ring Characteristic). The characteristic of a ring R, denoted by char(R), is
the smallest positive integer k ∈ N such that
1 + 1 + ⋯ + 1 = 0.
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶
k summands

Definition 2.10 (Units, Zero Divisors, and Integral Domains). Let R be a ring and let a be
one of its elements. The element a is called a unit if it has a multiplicative inverse in R, i.e.,
there exists an element a−1 ∈ R s.t. a ⋅ a−1 = 1. The element a is called a zero divisor if a ≠ 0
and there exists b ≠ 0 ∈ R such that a ⋅ b = 0. If R contains no zero-divisors then it is called an
integral domain.
Note that if a ring element is a unit it cannot be a zero divisor. The zero-divisors of Zn are
exactly the elements a ∈ Zn with gcd(n, a) ≠ 1; all other elements are units of Zn .

Similar to groups, there is also a notion of a “structure preserving” mapping for rings:

Definition 2.11 (Homomorphism/Isomorphism). Let (R1 , +1 , ⋅1 ) and (R2 , +2 , ⋅2 ) be two rings
and ϕ ∶ R1 → R2 be a mapping. Then ϕ is called a (ring) homomorphism if it is a group homomorphism with respect to the underlying additive groups (R1 , +1 ) and (R2 , +2 ) and if additionally
the following two properties are satisfied:
(i) for all a, b ∈ R1 holds ϕ(a ⋅1 b) = ϕ(a) ⋅2 ϕ(b)

(ii) ϕ(11 ) = 12

A bijective ring homomorphism ϕ is called a (ring) isomorphism. If an isomorphism exists for
the rings R1 and R2 they are called isomorphic which is denoted by
R1 ≅ R2 .
Given a number of rings we can construct new ones by means of their direct product:
Definition 2.12 (Direct Product of Rings). Let R1 , . . . , Rk be commutative unitary rings. Their
direct product
R = R1 × ⋯ × Rk

is the set of all tuples x = (x1 , . . . , xk ) where xi ∈ Ri (1 ≤ i ≤ k). R together with componentwise
addition and multiplication forms a commutative unitary ring. The projections φi ∶ R → Ri
defined by φi (x) = xi are ring homomorphisms.

15

Chapter 2. Preliminaries

2.3.3

Ideals and Quotient Rings

The concept of an ideal being a special subset of a ring is used to generalize some important
properties of integers. An ideal of a ring is defined as follows:
Definition 2.13 (Ideal). Let R be a ring. An ideal I of R is a subgroup of the additive group
of R that is closed under multiplication by elements of R, i.e., for all a ∈ I and r ∈ R, we have
a ⋅ r ∈ I.
For elements a1 , . . . , ak of a ring R, the set
⟨a1 , . . . , ak ⟩ ∶= a1 R + ⋯ + ak R ∶= {a1 ⋅ r1 + ⋯ + ak ⋅ r2 ∣ r1 , . . . , rk ∈ R}
is an ideal of R. It is called the ideal of R generated by a1 , . . . , ak . If an ideal is generated
by a single element then it is called a principal ideal. For instance, 2Z is a principal ideal of
Z describing the even integers. A commutative unitary ring is called a Noetherian ring if each
of its ideals is generated by finitely many elements. An ideal I 1 ≠ R is called a maximal ideal
if for any ideal I 2 with I 1 ⊂ I 2 holds I 1 = I 2 or I 1 = R. Let I 1 and I 2 be two ideals of a
ring R. Then also the sets I 1 + I 2 ∶= {a + b ∣ a ∈ I 1 , b ∈ I 2 } and I 1 ∩ I 2 are ideals of R. The
ideals are called coprime if I 1 + I 2 = R. Furthermore the product of two ideals is defined by
I 1 ⋅ I 2 ∶= {a1 b1 + ⋯ + ak bk ∣ ai ∈ I 1 , bi ∈ I 2 , k ≥ 0} and we have I 1 ⋅ I 2 ⊂ I 1 ∩ I 2 .

Having defined rings and ideals we are now able to define the notion of a quotient ring which is
used throughout Chapter 4. Given a ring R and an ideal I of R we first define the equivalence
relation
a ≡ b mod I ∶ ⇐⇒ b − a ∈ I
for all elements a, b ∈ R. If this relation holds for elements a and b we also say that a is congruent
to b modulo the ideal I. The equivalence class (aka. residue class) of an element a ∈ R, i.e., the
set of all elements that are congruent to a, is given by
a + I ∶= {a + r ∣ r ∈ I} .

Then the set R/ I ∶= {a + I ∣ a ∈ R} of all equivalence classes together with the operations
(a + I) + (b + I) ∶= (a + b) + I and (a + I) ⋅ (b + I) ∶= (a ⋅ b) + I

forms a ring. It is called the quotient ring or residue class ring of R modulo I. The canonical
example of a quotient ring is Z/nZ which is isomorphic to the ring Zn .
The fundamental theorem on homomorphisms relates the structure of two rings for which a
homomorphism exists as well as the kernel and image of the homomorphism (see also [Lan93]).
Theorem 2.8 (Fundamental Homomorphism Theorem). Let R and S be two rings and ϕ ∶
R → S a mapping between these rings. If ϕ is a homomorphism, then ker(ϕ) ∶= {a ∣ ϕ(a) = 0}
forms an ideal of R and ϕ(R) ≅ R/ ker(ϕ). Conversely, if I is an ideal of R then the mapping
ϕ ∶ R → R/ I defined by ϕ(a) = a + I is surjective homomorphism with ker(ϕ) = I. This
homomorphism embeds R into R/ I and is called the natural quotient map.
The Chinese Remainder Theorem (CRT) is one of the most important algebraic results that
is used in cryptography. Here, mostly the simple form of the CRT is applied describing the
decomposition of the special ring Zn . However, there is also a more general form of the CRT
that applies to quotient rings R/ I, where R is commutative ring and I is an ideal of R. In
the first part of this thesis we frequently make use of both, the simple and the general form of
the CRT. Both forms are direct consequences of the following theorem taken from [AM69] (see
also [Gri99, p.184]):

16

2.3. Algebraic Structures

Theorem 2.9. Let R be a commutative unitary ring and I 1 , . . . , I k ideals of R. Let ϕ denote
the homomorphism from R to R/ I 1 × ⋯ × R/ I k defined by ϕ(x) = (x + I 1 , . . . , x + I k ). Then it
holds that
(i) ∏i I i = ⋂i I i if for all i ≠ j the ideals I i and I j are coprime.

(ii) ϕ is surjective if and only if I i and I j are coprime for all i ≠ j.

(iii) ϕ is injective if and only if ⋂i I i = ⟨0⟩.

Corollary 2.10 (General Form of the CRT). Let R be a commutative unitary ring and I =
I 1 ⋅ ⋯ ⋅ I k be the product of pairwise coprime ideals of R. Then we have
R/ I ≅ R/ I 1 × ⋯ × R/ I k

Corollary 2.11 (Simple Form of the CRT). Let n be a positive integer and n = ∏ki=1 pei i be its
prime power decomposition. Then we have
Zn ≅ Zpe1 × ⋯ × Zpek
1

2.3.4

k

Fields

Let us briefly introduce some elementary facts abouts fields, especially finite fields.
Definition 2.14 (Field). A field is a commutative unitary ring where all non-zero elements are
units.
Consequently, every field is free of zero-divisors and thus constitutes an integral domain.
Finite fields can be fully classified:
Theorem 2.12 (Classification of Finite Fields). For any p ∈ P and integer k ≥ 1, there is a
unique field, up to isomorphism, containing pk elements. This field is denoted by Fpk or GF(pk )
and has characteristic p. There are no other finite fields.
Note that for every p ∈ P the ring Zp is a finite field. It is the canonical choice for representing
the prime field Fp . The set of units F∗pk ∶= Fp ∖ {0} of any finite field is a cyclic group.

Finally, we need a theorem characterizing the powers and roots of a finite field.

Theorem 2.13. Let Fq be the field with q elements and let d ∈ N be a positive integer such that
d ∣ q − 1. Then the following two properties are satisfied:
(i) There are

q−1
d

elements in F∗q which are perfect d-th powers.

(ii) Every d-th power has exactly d roots.

2.3.5

Polynomials and Straight-Line Programs over Finite Rings and Fields

Let R be a commutative unitary ring. Then the set of all polynomials
P = a0 + a1 X 1 + ⋯ + ak X k ,

where k ≥ 0, in the indeterminate X with coefficients ai ∈ R together with the usual polynomial
addition and multiplication forms itself a ring, denoted by R[X]. Note that the polynomial
ring R[X] inherits certain properties from its underlying ring R:
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Theorem 2.14 (Inheritance of Properties).
(i) If R is a commutative unitary ring then also R[X].
(ii) If R is an integral domain then also R[X].
(iii) If R is Noetherian then also R[X] (Hilbert’s Theorem).
We need to introduce some terminology for polynomials. Let P ∈ R[X] be a non-zero polynomial. Then we can write P as P = ∑ki=0 ai X i with ak ≠ 0. We call deg(P ) = k the degree,
lc(P ) = ak the leading coefficient, and a0 the constant term of P . If lc(P ) = 1 then P is called
monic. We say that P is a constant polynomial if P ∈ R. The terms ai X i a polynomial consists
of are sometimes called monomials. A polynomial Q ∈ R[X] is called a factor or divisor of a
polynomial P ∈ R[X] if there exists a polynomial Q′ ∈ R[X] such that P = QQ′ . A polynomial
Q ∈ R[X] is called a common divisor of two polynomials P1 , P2 ∈ R[X] if it divides P1 and P2 .
It is called a greatest common divisor (gcd) if additionally holds that any other common divisor
of P1 and P2 also divides Q. Two polynomials are called relatively prime or coprime if they
share no common divisor of degree greater than zero. An element a ∈ R is called a root of a
polynomial P ∈ R[X] if P (a) = 0. Note that in this case X − a is a factor of P .
The so-called resultant, we are going to define in the following, is a tool for verifying whether
two polynomials share a common factor. In particular, this can be used to test for a common
root or for square-freeness. For defining the resultant, one can make use of the Sylvester matrix
of two polynomials:

i
Definition 2.15 (Sylvester Matrix). Let R be a commutative ring. Let P = ∑m
i=0 ai X and
n
i
Q = ∑i=0 bi X be two polynomials over R of degree m and n such that m + n > 0. The Sylvester
matrix Sylv(P, Q) of A and B is defined to be the following (m + n) × (m + n) matrix:

⎤
⎡a
a0
⎥
⎢ m am−1 . . .
⎥
⎢
⎥
⎢
a
a
.
.
.
a
m
m−1
0
⎥
⎢
⎥
⎢
⋱
⎥
⎢
⎢
am am−1 . . . a0 ⎥
⎥
⎢
⎥
Sylv(P, Q) = ⎢
⎥
⎢ bn bn−1
...
b0
⎥
⎢
⎥
⎢
bn
bn−1 . . .
b0
⎥
⎢
⎥
⎢
⋱
⎥
⎢
⎥
⎢
⎢
bn bn−1 . . . b0 ⎥
⎦
⎣

Definition 2.16. Let R be a commutative unitary ring and P, Q ∈ R[X] be two polynomials.
The resultant of P and Q is defined as
⎧
1,
⎪
⎪
⎪
⎪
⎪
⎪
det(Sylv(P, Q)),
⎪
⎪
⎪
⎪
Res(P, Q) = ⎨0,
⎪
⎪
⎪
⎪
0,
⎪
⎪
⎪
⎪
⎪
⎪
⎩1,

P, Q non-zero and deg(P ) = deg(Q) = 0
P, Q non-zero and deg(P ) + deg(Q) > 0
,
P, Q zero
P zero and Q ∈ R[X] ∖ R
P zero and Q ∈ R ∖ {0}

where det(Sylv(P, Q)) denotes the determinant of the Sylvester matrix of P and Q.
Definition 2.17 (Discriminant). Let R be a commutative unitary ring and P ∈ R[X] a monic
non-constant polynomial. We define the discriminant Disc(P ) of P to be the resultant of P and
its (formal) derivative P ′ , i.e.,
Disc(P ) ∶= Res(P, P ′ ) .
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Theorem 2.15 (Common Factors). Let P, Q ∈ R[X] be two non-zero polynomials. If P and Q
share a common factor then we have Res(P, Q) = 0. If R is a field and Res(P, Q) = 0 then P
and Q share a common factor of positive degree.
Given a commutative unitary ring R, two polynomials P, Q over R, and an ideal I of R, the
following theorem essentially says that computing the resultant of P and Q and mapping it to
R/ I is equivalent to mapping P, Q to (R/ I)[X] and computing the resultant there.
Theorem 2.16. Let R be a commutative unitary ring and I be an ideal of R. Let P, Q ∈ R[X]
be non-zero polynomials. For a ∈ R let a ∶= ϕ(a) = a + I, where ϕ denotes the natural quotient
map. Similarly, for S ∈ R[X] let S denote the polynomial S where the coefficients ai have been
replaced by ai . If lc(P ) ≠ 0 + I then it holds that
Res(P, Q) = 0 + I ⇔ Res(P , Q) = 0 + I .

Let F be a field and P ∈ F[X]. The polynomial P is called square-free if there exists no Q ∈ F[X]
with deg(Q) > 0 such that Q2 is a divisor of P . In this work we need the two following important
facts about square-free polynomials.
Theorem 2.17 (Square-Free). Let F be a field. A non-constant monic polynomial P ∈ F[X] is
square-free if and only if Disc(P ) ≠ 0.
Theorem 2.18 (Number of Square-free Polynomials). Let S(d, q) denote the number of squarefree polynomials of degree at most d over the finite field Fq . Then it holds
⎧
q − 1,
⎪
⎪
⎪
⎪ 2
S(d, q) = ⎨q − 1,
⎪
⎪
⎪
d+1
⎪
− q d + q − 1,
⎩q

d=0
d=1
d≥2

A polynomial P is said to be irreducible over a field F if P has positive degree and P = F G, with
F, G ∈ F[X], implies that either F or G is a constant polynomial. Note that all polynomials over
F of degree 1 are irreducible. Furthermore, a polynomial of degree 2 or 3 over F is irreducible
if and only if it has no roots in F. Note that this equivalence does not hold for polynomials of
higher degree, i.e., a polynomial may factor though it has no roots in the field. For instance,
x4 + 3x2 + 2 = (x2 + 1)(x2 + 2)
has no real roots. However, if a polynomial of degree greater than 1 has a root a then it cannot
be irreducible since (X − a) is a non-constant factor.

The next important theorem describes how new fields can be constructed from a given field by
means of irreducible polynomials.
Theorem 2.19 (Extension Field). Let F be a field and P ∈ F[X]. Then F[X]/⟨P ⟩ is a field,
called an extension field of F , if and only if P is irreducible over F.
In particular, it follows that given the prime field Fp we can construct the finite field Fpk
containing pk elements by picking an irreducible polynomial P ∈ Fp [X] of degree k and forming
the quotient field Fp [X]/⟨P ⟩.
The following theorem is taken from [Sho05]. It describes the chance to randomly pick an
irreducible polynomial of a certain degree.
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Theorem 2.20 (Number of Irreducible Polynomials). For d ≥ 1, let I(d, q) denote the number
of monic irreducible polynomials of degree d in Fq [X]. For all d ≥ 1, we have
qd
qd
≤ I (d, q) ≤
.
2d
d

(2.1)

Theorem 2.21 describes the possibility to pick a polynomial exhibiting at least one root.
Theorem 2.21. Let the N (d, p) denote the number of polynomials of degree d over the prime
field Fp having at least one linear factor. Then it holds that
⎧
p
p
p
⎪
⎪( )pd−1 − (2)pd−2 + ⋯ + (−1)d−1 (d)p0 ,
N (d, p) = ⎨ p1 d−1
⎪
( )p − (p2)pd−2 + ⋯ + (−1)p−1 (pp)pd−p ,
⎪
⎩ 1

d<p
.
d≥p

Apart from univariate polynomials, which have been considered so far, we also make extensive
use of multivariate polynomials within this thesis. Let us quickly introduce this concept. For
a commutative unitary ring R, we denote by R[X1 , . . . , Xt ] the ring of multivariate polynomials over R in the t indeterminates X1 , . . . , Xt . Formally, one can think of this ring as being
constructed by iteratively applying the construction of an univariate polynomial ring, i.e.,
R[X1 , . . . , Xt ] ≅ (. . . ((R[X1 ])[X2 ]) . . .)[Xt ] .
In view of this, it is clear that also multivariate rings inherit many properties of the underlying
ring R, i.e., Theorem 2.14 also holds for them. An element P ∈ R[X1 , . . . , Xt ] can be written
as a finite sum
P = ∑ aα1 ,...,αt Y1α1 ⋅ ⋯ ⋅ Ytαt ,

where αi ∈ N0 and aα1 ,...,αt ∈ R. For P ≠ 0 the (total) degree of P is defined by deg(P ) =
max{∑i αi ∣ aα1 ,...,αt ≠ 0}. Furthermore, for j ∈ {1, . . . , t} the degree in the variable Yj is defined
as degYj (P ) = max{αj ∣ aα1 ,...,αu ≠ 0}. A root of P is an element (x1 , . . . , xt ) ∈ Rt such that
P (x1 , . . . , xt ) = 0.

The following lemma is due to [Sho97b]. It provides an upper bound on the probability of
randomly picking a root of a multivariate polynomial over Zpe , where p is a prime. This result
is frequently used in the scope of hardness proofs in the generic group model. In Chapter 5, we
extend this lemma in several ways.
Lemma 2.22. Let p ∈ P be a prime, e ∈ N. Let P ∈ Zpe [X1 , . . . , Xt ] be a non-zero polynomial
of total degree d. Then we have
Pr

r

(x1 ,...,xt )←Ztpe

[P (x1 , . . . , xt ) ≡ 0 mod pe ] ≤

d
.
p

Throughout the first part of this thesis we implicitly or explicitly make use of the notion of
straight-line programs. Informally spoken, a straight line program (SLP) over a ring computes
a fixed sequence of operations on its inputs without branching or looping. Usually, the applied
operations are limited to addition, subtraction and multiplication. Hence, we can say that an
SLP computes a certain polynomial. More precisely, we can define an SLP as follows:
Definition 2.18. A straight-line program (SLP) F over R of length m in inputs X1 , . . . , Xt
is a sequence of polynomials P−t , . . . , P0 , P1 , . . . , Pm ∈ R[X1 , . . . , Xt ], where P−t = Xt , . . . , P1 =
X1 , P0 = 1 and for all 1 ≤ i ≤ m we have that Pi = Pj ○ Pk , for some j, k < i and ○ ∈ {+, −, ⋅}. We
say that F computes the polynomial Pm ∈ R[X1 , . . . , Xt ].

20

2.4. FPGA- and ASIC-Related Terminology

Usually, the polynomials P1 , . . . , Pm ∈ R[X1 , . . . , Xt ] of an SLP, and thus the SLP itself, are
represented by triples (j, k, ○). Note that an SLP of length m computing a polynomial P ∈
R[X1 , . . . , Xt ], defines a way of evaluating P with some (x1 , . . . , xt ) ∈ Rt using m ring operations.
We extend the notion of SLPs in Chapter 5.

2.4

FPGA- and ASIC-Related Terminology

In this section we introduce some basic terminology related to ASICs and FPGAs which is used
throughout the second part of this thesis. This introduction is mainly based on [Smi08, Gen08].
The term ASIC is an abbreviation for Application-Specific Integrated Circuit. Loosely speaking,
an ASIC is a collection of logic and memory circuits on a single silicon die that has been
customized for a particular use, rather than it is intended for general-purpose use. While we
distinguish between many different types of ASICs (based on the design methodology), in this
thesis we are only concerned with a very common type called cell-based ASIC : A cell-based
ASIC uses predesigned logic cells realizing standard functions. Examples of such standard-cells
are AND gates, OR gates, multiplexers, flip-flops, and so on. These kind of cells are collected
in a so-called standard cell library which is then used for designing a circuit. The advantage of
this approach is that ASIC designers save time, money, and reduce risk by using a predesigned,
pretested, and precharacterized standard-cell library. Moreover, standard-cell design allows
for an automation of the process of assembling an ASIC. However, also for this type of ASIC
the fixed costs (i.e., the costs to set up the fabrication for a particular ASIC) can amount to
thousands of dollars, while the costs per piece are usually pretty low (e.g., a few dollars).
For smaller designs and/or lower production volumes, so-called Field Programmable Gate Arrays
(FPGAs) may be more cost-effective than an ASIC design. FPGAs are programmable logic
devices belonging to the class of integrated circuits. Note that the general term applicationspecific integrated circuit includes FPGAs, but most designers make a strict distinction between
ASICs and FPGAs. The main advantages of FPGAs are (i) the broad field of application because
(ii) the devices are freely configurable and reprogrammable, (iii) the possibility to correct errors
while in use, and (iv) the relatively short development times for physically realizing circuits.
Clearly, FPGAs are limited in their resources and, thus, in the complexity of the circuits that
can be implemented. Compared to ASICs, implementations on FPGAs achieve lower operating
frequencies and demand for more power.
The structure of a typical FPGA as considered in this work is depicted in Figure 2.1. Such an
FPGA mainly consists of an array of configurable logic blocks (CLBs) that are connected with
a global configurable network of signal pathways. The pathways are linked with each other by
programmable switch matrices. The CLBs are the main components of an FPGA providing the
resources to implement the designated functionality. Each CLB consists of a number of slices
which in turn are typically composed of three further types of elements: flip-flops (FFs), k-bit
look-up tables (LUTs), and dedicated multiplexers (MUXs). Flip-Flops serve as the standard
storage elements of an FPGA. A LUT is a RAM-based function generator with k inputs and
a single output. It permits to implement any boolean function with up to k variables (typical
values for k are 4 or 6). To implement functions involving more variables, it is necessary to
cascade multiple LUTs. For this purpose the dedicated MUXs are used. They allow to effectively
combine several LUTs of a single slice or even more slices of different CLBs. The number of
cascaded LUTs is called the level of logic. The more levels are used to implement a function,
the more difficult it is to interconnect the individual components. This is because of the limited
global interconnection resources of an FPGA. The communication between an FPGA and its
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Figure 2.1: Schematic overview of a “typical” FPGA as considered in this thesis

environment is managed by means of input/output blocks (IOBs). It is noteworthy that the
number of IOBs, the number of CLBs, the number of slices per CLB as well as the number of
FFs, LUTs (including k), and MUXs per slice are FPGA-dependent parameters. However, a
CLB of a typical Xilinx FPGA consists of 4 slices which in turn contain 2 FFs and 2 LUTs.
Apart from the main FPGA components described above, such a device usually provides some
other useful resources: To perform more complex arithmetic operations an FPGA features
embedded multipliers. For fast and efficient data storage, it contains a few small blocks of
random access memory (BRAM)) which can also be used as read only memory, large LUTs, or
large shift registers. Furthermore, Digital Clock Managers (DCMs) are components that allow
to adjust the incoming clock signal and generate new clock signals. They are especially useful
if a design can benefit from multiple clock signals with different frequencies or if the frequency
of the externally provided clock signal is not suitable for the design.
On a FPGA we usually measure the size of an implemented design in terms of occupied slices,
LUTs, and FFs. In the case of ASICs often the number of required transistors are counted.
In addition, it is useful to specify the space complexity of a circuit in terms of required gate
equivalents (GEs). This measure allows for a better comparison of the complexities of circuits
implemented using different technologies. A gate equivalent thereby corresponds to a 2-input
NAND gate. Consequently, the number of GEs required by a circuit is (an approximation for)
the number of individual NAND gates that would have to be interconnected to realize the same
function as the circuit under consideration. Typically, this measure is provided by ASIC and
FPGA design tools. If the space complexity of a circuit implemented as ASIC using CMOS
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logic is given in terms of transistors, one can obtain a rough approximation for the required
number of GEs by diving the number of transistors by four (since four transistors are required
to realize a NAND gate in this technology).
One of the most widely used hardware description languages is VHDL which is an abbreviation
for Very high speed integrated circuit Hardware Description Language. VHDL is a very powerful
language allowing to describe and simulate complex digital systems that can be used for FPGA
as well as ASIC designs. Noteworthy alternatives are Verilog and SystemC. For a comprehensive
introduction to VHDL-based circuit design we refer to [Ped04].
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Chapter 3

The Equivalence of Black-Box
Low-Exponent RSA and Integer
Factorization
To prove or disprove the computational equivalence of solving the RSA problem and factoring
integers is a longstanding open problem in cryptography. The results presented in this chapter
provide evidence towards the validity of this equivalence. We show that any efficient blackbox ring algorithm solving the low-exponent RSA problem can be converted into an efficient
factoring algorithm. In other words, the low-exponent RSA problem is intractable with respect
to generic algorithms over Zn provided that factoring n is hard.
The results presented here stem from joint work with Gregor Leander. A preliminary version
of this chapter appeared in [LR06].

3.1

Introduction

The security of the well-known RSA encryption and signature scheme [RSA78] relies on the
hardness of the so-called RSA or root extraction problem: Let n = pq be the product of two
large primes and let e be a positive integer such that e ∈ Z∗φ(n) . Then given n, e and an element
x ∈ Zn , the challenge is to find the (unique) e-th root of x, i.e., an element y ∈ Zn such that
y e = x. The RSA problem is closely related to the problem of factoring integers, i.e., in the case
of an RSA modulus, finding p and q given n (and e). It is well-known that the RSA problem can
be reduced to the factorization problem: Given p and q, one can compute φ(n) = (p − 1)(q − 1)
φ(n)−1
−1
and thus the e-th root of x as xe
≡ xe ≡ y mod n. However, it is a longstanding open
problem whether the converse is true, i.e., if an algorithm for finding e-th roots can be utilized
in order to factor n efficiently.
Theoretical work addressing this question has been done by Boneh and Venkatesan [BV98] as
well as Brown [Bro06]. In both papers the low-exponent variant of the RSA problem (LERSA)
is considered where the public exponent e is restricted to be a “small” number (e.g., e is upper
bounded by some fixed constant). What “small” precisely means in our case is defined in
Section 3.3. Moreover, the results given in these papers are limited to (slight extensions) of
straight-line programs (SLPs) over the ring Zn . These are non-probabilistic algorithms only
allowed to perform a fixed sequence of addition, subtraction and multiplication steps on their
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inputs without branching or looping. Thus, the result of such a program can be represented by
a fixed polynomial in its inputs. For a formalization of SLPs please refer to Definition 2.18.
Boneh and Venkatesan [BV98] aim at disproving the existence of a reduction from the factorization to the RSA problem. They show that any straight-line program over Zn that efficiently
factors n given access to an oracle solving the LERSA problem can be converted into a real
polynomial-time factoring algorithm. This means, there exists no straight-line reduction from
factoring to LERSA, unless factoring is easy. The authors also show that this holds for algebraic
reductions being straight-line reductions extended by basic branching steps based on equality
tests.
Brown [Bro06] tries to give evidence towards the existence of a reduction from factoring to RSA
by showing that any straight-line program solving the LERSA problem over the ring Zn also
reveals the factorization of the RSA modulus. In other words, the LERSA problem is intractable
for SLPs provided that factoring is hard. More precisely, he proves that an efficient SLP for
breaking LERSA can always be transformed into an efficient factoring algorithm. Moreover,
Brown outlines (see Appendix F in [Bro06]) how this result could be extended to a generalization
of SLPs (called SLEEPs) which are additionally allowed to perform basic branching steps based
on the equality of elements.
At first sight, the result in [Bro06] seems to be contradictory to [BV98] since an SLP for
breaking LERSA helps in factoring the modulus. However, the factoring algorithms exploiting
LERSA-SLPs constructed by Brown are no straight-line programs themselves. In addition the
LERSA-SLPs are not simply used as a black-box as it is done in [BV98]. So both results do
not contradict but are results in opposite directions.
Another important theoretical result about the hardness of the RSA problem is due to Damgård
and Koprowski [DK02]. They studied the problem of root extraction in finite abelian groups
like Z∗n of hidden order (i.e., φ(n) is not given). The authors prove that both the standard and
the flexible RSA problem, where in the latter case the parameter e is not a fixed input but can
be chosen freely, are intractable with respect to generic group algorithms.
Note that in contrast to the results in [BV98, Bro06], Damgård and Koprowski consider the
RSA problem for non-restricted exponents and not only the LERSA variant. However, the
generic algorithms for solving the RSA problem are restricted in the following sense: They
can only exploit the group structure of the multiplicative group Z∗n , i.e., they can perform the
group operation and invert group elements, and not the full ring structure of Zn which would
be more natural in the case of the RSA problem. Moreover, the RSA modulus n is not given as
input to them. Instead, the multiplicative group is chosen at random according to a publicly
known probability distribution and the algorithms only know that the group order φ(n) is
contained in a certain interval. The distribution must satisfy certain conditions (which hold for
standard RSA-key generators) in order to prove the intractability with respect to the considered
algorithms. Damgård and Koprowski leave it as an open problem to analyze the RSA problem
in a more natural generic model not having the restrictions described above.
In the chapter at hand, we target this open problem by considering the hardness of LERSA
with respect to black-box ring algorithms over Zn . We sometimes refer to the LERSA problem
when considered in this model as the black-box ring LERSA (BBR-LERSA) problem. We
show that any efficient black-box algorithm solving the LERSA problem with non-negligible
probability can be converted into an efficient factoring algorithm having non-negligible success
probability. Thus, the LERSA problem is intractable with respect to black-box ring algorithms
unless factoring is easy.
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In doing so, we extend the result by Brown to a broader and more natural class of algorithms.
Clearly, the class of generic ring algorithms comprises the class of SLPs over Zn . We note that
for part of our proof we use a modified version of a Theorem originally given in [Bro06]. In
contrast to Damgård and Koprowski’s work, we consider the hardness of LERSA instead of
RSA and we rely on the assumption that factoring is hard. However, our algorithms are given n
as input and they may exploit the full ring structure of Zn instead of just the group structure of
Z∗n . Note that by providing n as input, we cannot avoid on relying on the factoring assumption
for proving the hardness of LERSA. This is due to the fact that a generic algorithm might first
factor n and then compute the e-th root using only O(log(n)) generic operations. Therefore
any approach to prove something about the hardness of the problem in this model has to relate
the LERSA problem to the factorization problem. Furthermore, we like to point out that in
our original paper no explicit operation was given for computing the multiplicative inverse of a
ring element. However, such an operation can be easily incorporated as we showed in [JR07].
Note that recently our result was extended from LERSA to standard RSA by Aggarwal and
Maurer [Bro06].
The remainder of this chapter is structured as follows. In Section 3.2 a black-box ring model
based on Shoup’s generic group model is introduced and the black-box version of the LERSA
problem is formalized. Section 3.3 presents our main theorem relating black-box LERSA and
the factorization of the RSA modulus n as well as its implications. An extensive proof for the
main theorem is given in Section 3.4. Here we also provide a detailed proof for a modified
version of Brown’s result on SLPs. Finally, we draw some conclusions in Section 3.5.

3.2

Black-Box Rings and the Black-Box Ring RSA Problem

In this section we formalize the notion of a black-box representation of the ring R = Zn . More
precisely, we introduce black-box representations for finite commutative unitary rings in general
since we intend to reuse these definitions later on in Chapter 4.
Informally speaking, black-box ring algorithms are the class of algorithms that operate on the
structure of an algebraic ring without exploiting specific properties of the representation of ring
elements. We adopt Shoup’s generic group model [Sho97b] to formalize the notion of black-box
ring algorithms: Let (R, +, ⋅) be a finite commutative unitary ring and S ⊂ {0, 1}⌈log2 (∣R∣)⌉ be a
set of bit strings of cardinality ∣R∣. Let
σ∶R→S
be a bijective encoding function which assigns ring elements to bit strings, chosen uniformly at
random among all possible bijections. A black-box (aka. generic) ring algorithm over R is a
probabilistic algorithm that takes as input an encoding list E = (σ(r1 ), . . . , σ(rk )), where ri ∈ R.
Note that depending on the particular problem the algorithm might take some additional data
as input, such as the characteristic of R, for example. In order to be able to perform the ring
operations on randomly encoded elements, the algorithm may query a black-box (aka. generic)
ring oracle O. The oracle takes two indices i, j into the encoding list E and a symbol ○ ∈ {+, −, ⋅}
as input, computes σ(ri ○ rj ) and appends this bit string to E (to which the algorithm always
has access).
We capture the notion of a black-box representation of a ring R by the following definition:
Definition 3.1 (Black-Box Ring Representation). Let (R, +, ⋅) be a finite commutative unitary
ring. We call the tuple (S, σ, O) consisting of a set of bit strings S ⊂ {0, 1}⌈log2 (∣R∣)⌉ with ∣S∣ = ∣R∣,
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a randomly chosen bijective encoding function σ ∶ R → S, and a corresponding black-box ring
oracle O a black-box representation for R and denote it by Rσ .
For short, we sometimes call Rσ a black-box ring (meaning that we consider a ring exhibiting the
structure of R but whose elements are encoded by random bit strings). As an abuse of notation,
we occasionally write σ(x) ∈ Rσ meaning that the unique encoding σ(x) of an element x ∈ R is
given. Moreover, when we say in the following that an algorithm A performs operations on the
black-box ring Rσ , we mean that A interacts with the black-box ring oracle as described above.

Having formalized the notion of a black-box representation of a ring, we can define the black-box
ring RSA problem for Zn :

Definition 3.2 (BBR-RSA Problem). Let R ∶= Zn where n is the product of two different
primes and let e ∈ Z∗φ(n) . The black-box ring RSA (BBR-RSA) problem is the task of computing

σ(y) ∈ Rσ such that y e = x, where x ← R, given n, e and σ(x), σ(1) ∈ Rσ .
r

In the following we relate the hardness of this problem (when e is constrained) to the hardness
of the integer factorization (IF) problem, more precisely, to the problem of finding a factor of
n.

3.3

The Relation between Black-Box Ring Low-Exponent RSA
and Factorization

We can provide a polynomial-time reduction from factoring n to the black-box ring low-exponent
RSA problem over Zn , where we consider e to be a “low-exponent” if it is smaller than both
factors of n (later on we relax this restriction). This shows that the low-exponent RSA problem
is as hard to solve for generic ring algorithms as factoring the RSA modulus n. On the other
hand, if for some special n extracting e-th roots is easy for generic ring algorithms, which
might be possible, our proof provides an efficient algorithm for factoring these n. Theorem 3.1
formalizes this result.
Theorem 3.1. Let R ∶= Zn where n is the product of two different primes q < p and and let
e ∈ Z∗φ(n) such that e < q. Let A be a black-box ring algorithm that performs at most m ≤ n
operations on Rσ . Assume that A solves the BBR-RSA problem with probability ǫ. Then there
is an algorithm B having white-box access to A that finds a factor of n with probability at least
1
1
(ǫ −
)
48(m + 2)φ(e) + (m + 2)(m + 1)
n − (m + 2)

by running A once and performing an additional amount of O (m2 + φ(e)m) random choices and
O (m3 + φ(e)2 m2 + φ(e)3 m) operations on R as well as O (m2 ) gcd-computations on log2 (n)-bit
numbers.
Considering Theorem 3.1, we see that the success probability and running time of the factoring
algorithm B depend on the particular exponent e. Moreover, it is noteworthy that in order to
factor some given integer n an appropriate exponent e must also be known to B. It is not clear
how an appropriate e can be sampled efficiently when only n is given.

Let (n, e) ← KGen(κ) be an RSA public key generator that on input of a security parameter κ
(in unary representation) outputs an integer n being the product of two primes q < p and an
r
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integer e ∈ Z∗φ(n) . Furthermore, let us assume there exists a non-constant polynomial f and a

polynomial g over N such that for all κ and possible outputs (n, e) ← KGen(κ) it holds that
log2 (q) ≥ f (κ) and e ≤ g(κ) < q. Then Theorem 3.1 provides a polynomial-time (in κ) reduction
from finding a factor of n to the black-box ring LERSA problem for the family of public keys
(n, e) induced by KGen. To see this, assume that the number of operations m performed by A
over Rσ is polynomially bounded in κ and its success probability ǫ is a non-negligible function
in κ. Then observe that φ(e) is polynomially bounded in κ since e ≤ g(κ). Hence, clearly B’s
running time is polynomial and its success probability is non-negligible in κ.
r

Note that for our reduction we do not need to stipulate any special conditions on the distribution
with which KGen(⋅) samples the parameters n (and the primes p and q) and e. So in particular,
key generators always returning a fixed e (e.g., e = 216 + 1 is commonly used) are covered.
Remark 3.1. In [DK02] special care has to be taken of the distribution of the group order φ(n).
More precisely, the order of the multiplicative group has to be randomly chosen according to
certain so-called “hard” distributions to derive the desired exponential lower bounds on the
running time of generic group algorithms. This was an extension of Shoup’s original model for
the purpose of handling groups of hidden order. From this perspective, things are easier in our
model. As the order n of the additive group of the ring is given we do not have to worry about
any special properties of the distribution according to which the order of the multiplicative
group is chosen.
It is possible to relax the definition of a “low” exponent: Corollary 3.2 shows that our result
already holds if the RSA exponent e exhibits a small factor e′ but is not small itself. However,
notice that this factor e′ needs to be known to make the reduction work. We do not cover the
case where e consists of large factors only.

Corollary 3.2. Let R ∶= Zn where n is the product of two different primes q < p and and let
e ∈ Z∗φ(n) be an integer with a publicly known factor e′ < q. Let A be a black-box ring algorithm
that performs at most m ≤ n operations on Rσ . Assume that A solves the BBR-RSA problem
with probability ǫ. Then there is an algorithm B having white-box access to A that finds a factor
of n with probability at least
1

48(m + 2)φ(e′ ) + (m + 2)(m + 1)

(ǫ −

1
)
n − (m + 2)

by running A once and performing an additional amount of O (m2 + φ(e′ )m) random choices
and O (m3 + φ(e′ )2 m2 + φ(e′ )3 m) operations on R as well as O (m2 ) gcd-computations on
log2 (n)-bit numbers.

Proof. For any algorithm A computing e-th roots with probability ǫ we can easily obtain an
algorithm A′ computing e′ -th roots with probability ǫ: Let y be an e-th root of x and let e = e′ ⋅s.
Then y s is an e′ -th root of x. Thus, Theorem 3.1 can be applied to A′ .

3.4

Proof of the Main Theorem

Let S be the event that A on input n, e and σ(1), σ(x), where x is a random element from Zn
and σ is a random encoding function, outputs an encoding s = σ(y) such that y e ≡ x mod n.

First of all, we split the success event S into the event S′ that A wins with an encoding that
occurred during computation, i.e., s ∈ E, and the event S′′ that A wins with a new encoding,
i.e., s ∈/ E. Clearly, we have S = S′ ⊍ S′′ and thus
Pr[S] = Pr[S′ ] + Pr[S′′ ].
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We can immediately upper bound the probability that a new encoding belongs to to the e-th
root of x: Since a new encoding is associated with an uniformly random element from the set
of elements not occurred (encoded) during computation we get
Pr[S′′ ] ≤

1
.
n − (m + 2)

Outline of the remainder of our proof. In the remainder of this proof we are concerned
with bounding the probability that A wins with an old encoding, i.e., the event S′ . To do
this, we introduce a simulation game, i.e., we replace the original black-box ring oracle O with
an oracle Osim that simulates O without using the knowledge of x. Then we show that the
behavior of Osim is perfectly indistinguishable from O unless a certain simulation failure F
occurs. Denoting the success event of A when interacting with Osim by Ssim it immediately
follows that Pr[S′ ] is upper bound by Pr[Ssim ] + Pr[F]. Due to this relation, we can restrict to
consider the events Ssim and F in the simulation game. The next step is to show that if these
events occur with high probability then it is also likely that the factors of n can be revealed
using a few additional operations. For the event Ssim this can be done using a slightly modified
version of Brown’s result for SLPs. This is because a computation of A in the simulation game
is independent of the input x and so a run of A can be considered as an SLP over Zn (see
also Chapter 5 where this relation is analyzed more thoroughly). To establish a link between a
simulation failure and the recovery of factor of n we introduce a novel simulation technique not
occurred before in the literature.

3.4.1

Introducing a Simulation Game

Throughout this section we assume that A outputs an encoding s that has already occurred
during computation, i.e., s ∈ E.

An Equivalent Oracle. Before introducing the actual simulation oracle let us first define a
slightly modified but equivalent version of the original black-box ring oracle O: Instead of using
the ring Zn for the internal representation of ring elements, these elements are represented by
polynomials in the variable X over Zn which are evaluated with x each time the encoding of a
newly computed element must be determined. Definition 3.3 captures this modification.

Definition 3.3 (An Equivalent Oracle). The oracle O ′ has an input and an output port as well
as a random tape and performs computations as follows.
Input. As input O ′ receives the modulus n and an element x ∈r Zn .
Internal State. As internal state O ′ maintains two lists L ⊂ Zn [X] and E ⊂ Sn . For an index
i let Li and Ei denote the i-th element of L and E, respectively.
Encoding of Elements. Each time a polynomial P should be appended to the list L the
following computation is triggered to determine the encoding of P (x): O ′ checks if there exists
any index 1 ≤ i ≤ ∣L∣ such that
(P − Li )(x) ≡ 0 mod n .
If this equation holds for some i, then the respective encoding Ei is appended to E again. Othr
erwise the oracle picks a new encoding s ← S ∖ E and appends it to E.
The computation of O ′ starts with an initialization phase, which is run once, followed by the
execution of the query-handling phase:
Initialization. The list L is initialized with the polynomials 1, X and the list E is initialized

32

3.4. Proof of the Main Theorem

with corresponding encodings.
Query-handling. Upon receiving a query (○, i1 , i2 ) on its input tape, where ○ ∈ {+, −, ⋅} identifies an operation and i1 , i2 are indices identifying the list elements the operation should be
applied to, O ′ appends the polynomial P ∶= Li1 ○ Li2 to L and the corresponding encoding to E.
The definition of success of an algorithm is adapted accordingly: Let S∗ be the event that A
outputs an encoding s = Ej such that

Certainly, we have Pr[S∗ ] = Pr[S′ ].

(Lj (x))e ≡ 0 mod n .

Remark 3.2. Note that the output encoding can clearly occur several times in E and thus is
associated with several polynomials in L. However, by the definition of the element encoding
procedure, all of these polynomials evaluate to the same value. Hence, for the definition of
success it does not matter which of these polynomials is considered.
The Simulation Oracle. The simulation oracle Osim is defined exactly like O ′ except that it
determines the encoding of elements differently in order to be independent of the secret x.
Remark 3.3. The main difficulty in proving Theorem 3.1 is to bound the probability of a
simulation failure. Usually, Osim is defined in a way that a simulation failure occurs iff two
distinct polynomials Li , Lj ∈ L become equal under evaluation with x and one can determine a
useful (i.e., negligible) upper bound on the probability of F in terms of the maximal degree of
such a difference polynomial Li − Lj (cf. Lemma 2.22). However, here we face the problem that
by using repeated squaring, A can generate polynomials in L with exponentially high degrees.
Thus, we cannot derive non-trivial bounds anymore using this well-known technique. Note that
this difficulty is inherent to the ring structure and does usually not occur when we consider
cryptographic problems in the standard generic group model. We solve it by simulating O in a
new way and relating the probability of F to the probability of revealing a factor of n.
To this end, each time a polynomial P is appended to the end of list L (during initialization
or query-handling), Osim does the following: Let Lj = P denote the last entry of the updated
list. Then for each 1 ≤ i < j the simulation oracle chooses a new element xi,j ∈ Zn uniformly at
random and checks whether the equation
(Li − Lj )(xi,j ) ≡ 0 mod n
holds. If it is not satisfied for any i, the oracle chooses a new encoding s ← S ∖ E and appends
it to E. Otherwise, for the first i satisfying the equation, the corresponding encoding Ei is
appended to E again (i.e., Ej = Ei ).1
r

Note that due to the modification of the element encoding procedure, it is now possible that
both an element Li (x) is assigned to two or more different encodings and that different elements
are assigned to the same encoding. In these cases the behavior of Osim differs from that of O ′ ,
what may allow to distinguish between the oracles. In the case of a differing behavior the
following failure event F occurred: There exist i < j ∈ {1, . . . , ∣L∣} satisfying the equations
(Li − Lj )(x) ≡ 0 mod n and (Li − Lj )(xi,j ) ≡/ 0 mod n,

(3.1)

(Li − Lj )(x) ≡/ 0 mod n and (Li − Lj )(xi,j ) ≡ 0 mod n.

(3.2)

or the equations

1

Note that it is not important which i is chosen from the set {i ∣ (Li − Lj )(xi,j ) ≡ 0 mod n}.
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Remark 3.4. There is a technical subtlety. If there is i < j such that (Li − Lj )(x) ≡ 0 mod n but
(Li −Lj )(xi,j ) ≡/ 0 mod n then Osim does not necessarily determine different encodings for Lj (x):
There may be some i < i′ < j satisfying (Li′ − Lj )(x) ≡ 0 mod n, (Li′ − Lj )(xi′ ,j ) ≡ 0 mod n, and
Ei = Ei′ . So the simulation failure event as defined by us is just a necessary but not a sufficient
condition for a discriminative behavior of Osim .
The algorithm A is successful in the simulation game if it outputs an encoding s such that there
is some 1 ≤ j ≤ ∣L∣ satisfying
Ej = s and (Lj (x))e ≡ x mod n .

(3.3)

We denote this event by Ssim . Note that due to the applied simulation technique there might
be j1 ≠ j2 satisfying Ej1 = Ej2 = s and Lj1 (x) ≡/ Lj2 (x) mod n. Hence, in the simulation game
by returning a single encoding s the algorithm A may have multiple chances to find the correct
e-th root of x.
It is important to observe that the original game and the simulation game proceed identically
unless F occurs. To this end, consider the algorithm A as deterministic Turing machine with
identical input and random tape in both games. Also, consider the oracles O ′ and Osim as
deterministic Turing machines receiving the same inputs and random tapes.2 Assuming that F
does not occur, the algorithm receives the same sequence of encodings and thus issues the same
sequence of queries in both games, i.e., we have the same lists E and L. Furthermore, it outputs
the same encoding s at the end of both games and thus wins the simulation game if and only if
it wins the original game. Hence, we have the following relation between the considered events
S∗ ∧ ¬F ⇐⇒ Ssim ∧ ¬F .

Using this relation we immediately obtain an upper bound on the success probability Pr[S′ ]
in terms of the failure probability Pr[F] and the success probability Pr[Ssim ] by applying the
Difference Lemma (Lemma 2.1):
Pr[S′ ] = Pr[S∗] ≤ Pr[Ssim ] + Pr[F]

In the following we relate Pr[Ssim ] and Pr[F] to the probability of revealing a factor of n.

3.4.2

Reducing Integer Factorization to Simulation Failures

Let D = {Li − Lj ∣ 1 ≤ i < j ≤ ∣L∣} denote the set of all non-trivial differences of polynomials in L
after a run of A. In the following we show how the probability that a polynomial ∆ ∈ D causes
a simulation failure is related to the probability of revealing a factor of n by simply evaluating
∆ with a uniformly random element from Zn .

For fixed ∆ ∈ D let F∆ denote the event that ∆ causes a simulation failure as defined by
Equations (3.1) and (3.2). Furthermore, let D∆ denote the event that gcd(n, ∆(a)) ∈ {p, q} for
an element a ∈ Zn .

Now, we are going to express the probabilities of both events using the same terms. Since
n = pq, Zn is isomorphic to Zp × Zq by the Chinese Remainder Theorem (cf. Corollary 2.11).
Then we can write
Pr
[∆(a) ≡ 0 mod n] = Pr
[(∆(a) ≡ 0 mod p) ∧ (∆(a) ≡ 0 mod q)]
r
r
a←Zn

a←Zn

= Pr
[∆(a) ≡ 0 mod p] Pr
[∆(a) ≡ 0 mod q]
r
r
a←Zn

= ν1 ν2 ,

(3.4)

a←Zn

2
To be precise here, we actually should have defined O ′ to perform exactly the same random choices as Osim
(i.e., letting O ′ also choose the elements xi,j but without using them).
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∣{a∈Z

∣ ∆(a)≡0 mod p}∣

∣{a∈Z

∣ ∆(a)≡0 mod q}∣

n
n
where ν1 ∶=
and ν2 ∶=
. Note that the second line of the
n
n
above equation follows from the fact that the two events are independent. Using Equation (3.4)
we can express the probability of F∆ by

Pr[F∆ ] = Pr
[∆(a) ≡ 0 mod n](1 − Pr
[∆(a) ≡ 0 mod n])
r
r
a←Zn

a←Zn

a←Zn

a←Zn

+ Pr
[∆(a) ≡ 0 mod n](1 − Pr
[∆(a) ≡ 0 mod n])
r
r
= 2(1 − ν1 ν2 )(ν1 ν2 ) .

Similarly, we can write the probability of D∆ as

Pr[D∆ ] = 1 − Pr
[∆(a) ≡ 0 mod n] − Pr
[(∆(a) ≡/ 0 mod p) ∧ (∆(a) ≡/ 0 mod q)]
r
r
a←Zn

a←Zn

a←Zn

a←Zn

= 1 − Pr
[∆(a) ≡ 0 mod n] − Pr
[∆(a) ≡/ 0 mod p] Pr
[∆(a) ≡/ 0 mod q]
r
r
r
= 1 − ν1 ν2 − (1 − ν1 )(1 − ν2 )

a←Zn

= ν1 + ν2 − 2ν1 ν2

Now, the crucial observation is that two probabilities Pr[F∆ ] and Pr[D∆ ] are related as shown
in Lemma 3.3. In other words, this lemma says that the probability of randomly picking two
elements such that one is a root and one is a non-root of a polynomial ∆ modulo n is at most
twice as large as the probability of obtaining a zero-divisor by evaluating ∆ with a random
element. One can easily gain this insight by considering the graph of the function
g(ν1 , ν2 ) ∶=

Pr[F∆ ] 2(1 − ν1 ν2 )(ν1 ν2 )
=
Pr[D∆ ] (ν1 + ν2 − 2ν1 ν2 )

over [0, 1]2 which is depicted in Figure 3.4.2. In Chapter 4 we extend this result to general
moduli n as well as finite commutative rings of characteristic n different from Zn .
Lemma 3.3. For all ∆ ∈ D we have 2 Pr[D∆ ] ≥ Pr[F∆ ].
Proof. We prove that
by analyzing the function

2 Pr[D∆ ] − Pr[F∆ ] ≥ 0
f ∶ [0, 1]2 → R
f (ν1 , ν2 )

=

(ν1 ν2 )2 − 3ν1 ν2 + ν1 + ν2

which is depicted in Figure 3.4.2. We have to show that this function does not reach any
negative values in [0, 1]. The only critical point in the set [0, 1] × [0, 1] and therefore the only
possible extremum is
√
√
3−1
3−1
′
′
(ν1 , ν2 ) = (
,
).
2
2

For this point we have f (ν1′ , ν2′ ) > 0. Furthermore, for the boundaries of the set [0, 1] × [0, 1]
we get
f (0, ν2 ) = ν2 ≥ 0 ,

f (ν1 , 0) = ν1 ≥ 0 ,

f (1, ν2 ) = (ν2 − 1)2 ≥ 0 ,

f (ν1 , 1) = (ν1 − 1)2 ≥ 0 .

From this it follows that for all (ν1 , ν2 ) ∈ [0, 1]2 we have f (ν1 , ν2 ) ≥ 0.
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Figure 3.1: Graph of function g ∶ [0, 1]2 → R, g(ν1 , ν2 ) = 2(1 − ν1 ν2 )(ν1 ν2 )/(ν1 + ν2 − 2ν1 ν2 )

Based on the fact given in Lemma 3.3, we can construct an efficient factoring algorithm B1 that
succeeds with high probability if A’s computational behavior causes a simulation failure with
high probability.
Consider an algorithm B1 that runs the black-box ring algorithm A on an arbitrary instance
of the LERSA problem (as specified in Theorem 3.1) over Zn . During this run it records the
sequence of queries that A issues, i.e., it records the same list L of polynomials as the black-box
r
ring oracle. Then for each ∆ ∈ D, the algorithm B1 chooses a new random element a ← Zn
(like the oracle is doing) and computes gcd(n, ∆(a)). There are at most (m + 2)(m + 1)/2 such
polynomials and each of them can be evaluated using at most m + 1 ring operations (since
each polynomial in L is given as a straight-line program of length at most m). Thus, B1
chooses O (m2 ) random elements and performs O (m3 ) operations on Zn as well as O (m2 ) gcdcomputations on log2 (n)-bit numbers. Let the event that at least one of these gcd-computations
yields a non-trivial factor of n be denoted by D. Then clearly we have
Pr[D] ≥ max(Pr[D∆ ]).
∆∈D

From this, we can derive the following lower bound on the the success probability of B1 in terms
of the failure probability:
Pr[F] ≤ ∑ Pr[F∆ ] ≤ 2 ∑ Pr[D∆ ] ≤ (m + 2)(m + 1) Pr[D]
∆∈D

3.4.3

∆∈D

Reducing Integer Factorization to Success in the Simulation Game

Instead of directly analyzing the probability of the event Ssim , let us consider a slightly relaxed
definition of success in the simulation game. Let S∗sim denote the event that there is some
1 ≤ j ≤ ∣L∣ satisfying
(Lj (x))e ≡ x mod n .
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Figure 3.2: Graph of function f ∶ [0, 1]2 → R, f (ν1 , ν2 ) = (ν1 ν2 )2 − 3ν1 ν2 + ν1 + ν2

Note that in contrast to the event Ssim , we do not require that A actually identifies a polynomial
Lj computing e-th roots, the existence of such a polynomial in L is sufficient. Clearly, S∗sim is
implied by Ssim and thus it holds that
Pr[Ssim ] ≤ Pr[S∗sim ] .
To establish a relation between the probability of S∗sim and the probability of revealing a factor of
n we use Lemma 3.4. Note that this lemma is a modification of Theorem 6 in [Bro06]. It provides
strict probability bounds in contrast to the original version that only states approximations.
We give an elaborated (and corrected) proof of this lemma. However, we like to stress that our
proof follows the idea given in [Bro06] which is to evaluate P over an appropriate extension of
Zn , where the mapping x ↦ xe is not a bijection anymore.
Lemma 3.4. Let n be the product of two different primes q < p and let e ∈ Z∗φ(n) be an integer
such that e < q. Let P ∈ Zn [X] be a polynomial given as an SLP of length ℓ. For a random
element x ∈r Zn let the probability Pr[P (x)e ≡ x mod n] be denoted by µ. Then by means of P
we can find a factor of n with probability at least
1
e−1
1
1
1
( − √ )(
− φ(e) ) µ
2φ(e) 2 2 n
e
3
by doing at most O (φ(e)) random choices and O (φ(e)3 + (log(e) + ℓ)φ(e)2 ) arithmetic operations over Zn as well as O(1) gcd-computations on log(n)-bit numbers.
For the proof of Lemma 3.4 we require the following auxiliary result being a slightly modified
version of Lemma 2 in [Bro06]:
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Lemma 3.5. Let R and S be two finite rings such that there exists a surjective homomorphism
ϕ ∶ R → S. Let P ∈ Z[X] be a polynomial. The we have
Pr
[P (a) = 0 ∈ R] ≤ Pr
[P (b) = 0 ∈ S] .
r
r

a←R

b←S

Proof of Lemma 3.5. Let a ∈r R and b ∶= ϕ(a). It is easy to see that also b is a uniformly
random element from S since ϕ is a surjective homomorphism. Assume we have P (a) = 0 ∈ R,
then it follows that
P (b) = P (ϕ(a)) = ϕ(P (a)) = ϕ(0) = 0 ,
where we used the properties that a homomorphism maps the additive identity of R to the
additive identity of S and integer polynomials commute with homomorphisms.
Proof of Lemma 3.4. In the following we describe a factorization algorithm that makes use of
P and analyze its success probability as well as its running time. In a nutshell, the algorithm
performs the following steps:
(1) It tries to find a monic polynomial G ∈ Zn [X] of degree φ(e) that has a root modulo p
and is irreducible modulo q or vice versa by choosing a polynomial randomly.
(2) Then it computes the discriminant m ∶= Disc(G) of the polynomial and checks whether
gcd(m, n) is a non-trivial factor of n. If not it proceeds with the following steps.
(3) It randomly chooses an element r ∈ U ∶= Zn [X]/⟨G⟩ and computes the polynomial F ∶=
P (re ) − r ∈ U .

(4) Finally, it computes the resultant m ∶= Res(G, F ) ∈ Zn of the two polynomials and returns
gcd(m, n).

Step (1). Let us estimate the probability that a randomly chosen monic polynomial G ∈ Zn [X]
of degree d ∶= φ(e) meets the required conditions. To this end, we restrict to determine the
probability that G is irreducible over Fq and has at least one root over Fp .3 This yields a lower
bound on the wanted probability. Note that since
Zn [X] ≅ Fp [X] × Fq [X]

choosing G uniformly at random from Zn [X] means that also its projections G mod p and
G mod q are uniformly random polynomials from Fp [X] and Fq [X], respectively. Thus, we can
apply the results from Section 2.3.5.
According to Theorem 2.20, the number of monic polynomials of degree d that are irreducible
over Fq is lower bounded by
qd
.
2d
Since the total number of monic polynomials of degree d is q d , the probability that a randomly
chosen polynomial of degree d is irreducible modulo q is at least
1
.
2d
3

Note that in [Bro06] a good approximation for this probability is given in the case that e is very small and
p, q are very large primes. However, our purpose is to determine a strict lower bound.
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From Theorem 2.21 we know that the number of polynomials of degree d having at least one
root modulo p, where d < p, equals
d
p
N (d, p) ∶= ∑(−1)i−1 ( )pd−i .
i
i=1

This number can be lower bounded by the first two summands, i.e.,
p
p
N (d, p) ≥ ( )pd−1 − ( )pd−2
2
1
p(p
−
1)
pd−2
= pd −
2
pd (1 − p1 )
=
.
2
One can easily show this by proving that ∑di=3 (−1)i−1 (pi)pd−i ≥ 0 holds for all 3 ≤ d ≤ p using
induction on d. Hence, using the assumption q < p, the probability that a randomly chosen
polynomial of degree d has one or more roots modulo p can be lower bounded by
pd (1 − p1 )
2pd

=
=
≥

pd − pd−1
2pd
1 1
−
2 2p
1
1
− √ .
2 2 n

To summarize, the probability that a randomly selected monic polynomial of degree φ(e) is
irreducible modulo q and has a root modulo p or vice versa is lower bounded by
1
1
1
( − √ ).
2φ(e) 2 2 n
Step (2). From now on, let us assume a monic polynomial G ∈ Zn [X] of degree φ(e) is given
that has at least one root modulo p and is irreducible modulo q.
We compute the discriminant m ∶= Disc(G) of the polynomial. The discriminant of a polynomial
G is defined as the resultant Res(G, G′ ) of the polynomial and its derivative. The resultant of
two (non-constant) polynomials is in turn defined to be the determinant of the Sylvester matrix
of the polynomials (see Definition 2.15) and is an element of the coefficient space, i.e., Zn in
our case. Our claim now is: if G is not square-free modulo p then m is not zero and divisible
by p; so computing gcd(m, n) yields p. To see this, we first apply Theorem 2.16. Translated
to our case, it says that as long as lc(G) ≡/ 0 mod p computing the resultant Res(G, G′ ) over
Zn and reducing it afterwards modulo p is equivalent to directly computing the resultant m ∶=
Res(G mod p, G′ mod p) of the polynomials with coefficients reduced modulo p. More precisely,
it holds that
m mod p = 0 ⇔ m = 0,
where m is the discriminant of G over the field Fp . Now, it is a well-known fact (see Theorem 2.17) that the discriminant of a polynomial over a field vanishes if and only if the polynomial
is not square-free. Thus, assuming G is not square-free over Fp it follows that p divides m. To
see that q does not divide m, remember that G is assumed to be irreducible over Fq and so in
particular it is square-free. Thus, applying Theorems 2.16 and 2.17 again yields the claim.
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Step (3). From now on we can assume that the given polynomial G is irreducible modulo q, it
has at least one root modulo p, and it is square-free modulo p.
Let us consider the ring

U ∶= Zn [X]/⟨G⟩ .

Clearly, U is isomorphic to the direct product Fp [X]/⟨G⟩×Fq [X]/⟨G⟩ and since G is irreducible
modulo q the latter component is an extension field (of degree φ(e)), i.e., we have
U ≅ Fp [X]/⟨G⟩ × Fqφ(e) .
Since G satisfies certain properties over Fp , namely it is square-free and has a linear factor,
the first component of the above product also exhibits a special structure: the polynomial
G = G1 ⋯ Gk is the product of certain pairwise distinct irreducible polynomials G1 , . . . , Gk . Let
the degrees of these factors be denoted by deg(G1 ) = d1 = 1, deg(G2 ) = d2 , . . . , deg(Gk ) = dk .
Clearly, these polynomials are pairwise coprime and thus we also have ⟨Gi ⟩ + ⟨Gj ⟩ = Fp [X] for
i ≠ j. Moreover, it holds that ⟨G⟩ = ⟨G1 ⟩ ⋯ ⟨G1 ⟩. Hence, applying the general form of the CRT
(Corollary 2.10) yields that Fp [X]/⟨G⟩ can be decomposed into a product
Fp [X]/⟨G1 ⟩ × ⋯ × Fp [X]/⟨Gk ⟩ .

Observe that each quotient ring of this product forms a finite field and so we finally get
U ≅ Fp × Fpd2 × ⋯ × Fpdk × Fqφ(e) .

(Note that Fp [X]/⟨G1 ⟩ is isomorphic to Fp for a linear polynomial G1 .)
In particular, the ring U has two subrings

S ≅ Fp and T ≅ Fqφ(e)
and there exist surjective homomorphisms ψS ∶ U → S and ψT ∶ U → T . The remaining actions
taken by the algorithm are considered over these subrings.

The algorithm picks r ← U and computes the polynomial F ∶= P (re ) − r. In the following
we consider the projections of F to S and T and make use of their properties later on. Let
s ∶= ψS (r) and t ∶= ψT (r) be the homomorphic projections of r to S and T , respectively. It is
important to observe that s and t are also independent uniformly random elements from S and
T . Since there exists a surjective homomorphism from Zn to S ≅ Fp , we can apply Lemma 3.5
yielding that ψS (F ) = P (se ) − s is equal to zero with probability at least µ.
r

On the other hand, ψT (F ) = P (te ) − t is zero in T iff P (te ) yields exactly the e-th root t.
However, e-th roots are not unique over T ∗ : Note that ∣T ∗ ∣ = q φ(e) − 1. Since e < q and q
is prime it holds that q ∈ Z∗e and thus q φ(e) ≡ 1 mod e. Thus, e divides q φ(e) − 1. Applying
Theorem 2.13 yields that a fraction of 1e elements of T ∗ are e-th powers, and every such e-th
power has exactly e roots. Hence, given only te , for an element t ∈ T ∗ , there is at most a chance
of 1e of guessing which of the e possible e-th roots t was. If t = 0 we assume that P yields the
right e-th root, namely 0.4 Hence, ψT (F ) is not zero with probability at least
e−1
1
1
e−1
− φ(e) ≥
− φ(e) .
e
e
q
3
4

Note that in all but one case if r projects to zero in T , we could get a non-trivial factor of n by computing
the gcd with an arbitrary non-zero coefficient of r. This is because an element r ∈ Zn [X]/⟨G⟩ projects to zero in
T = Fq [X]/⟨G⟩ iff q ∣ r. However, not to further complicate the proof we refrain from exploiting this possibility
here.
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Step (4). Now, let us assume now that ψS (F ) = 0 and ψT (F ) ≠ 0. The algorithm computes the
resultant m ∶= Res(G, F ) ∈ Zn of the polynomials F, G ∈ Zn [X]. Now, similar to Step (3) our
claim is that m is not zero and divisible by p; so computing gcd(m, n) yields p.
To this end, let us consider the resultants of the two polynomials interpreted as polynomials
over Fp and Fq , respectively. Over a field the resultant has the important property that it is
zero if and only if the two polynomials share a common factor (cf. Section 2.3.5). In particular,
it is zero if they share a common root. Since ψS (F ) = 0 it follows that p ∣ F or G1 ∣ F ,
where G1 = (X − a) and a is a root of G over Fp . So F shares at least one root with G and
the resultant m ∶= Res(G mod p, F mod p) over Fp is zero. Let m ∶= Res(G, F ). Applying
Theorem 2.16 again yields that p ∣ m. Furthermore, it holds that q ∣ m if and only if G and F
share a common factor as polynomials over Fq . Since G is irreducible over Fq the only chance
of having a common factor with G is containing it itself as a factor, i.e., G ∣ F in our case.
Now observe that this only happens if ψT (F ) = 0. Hence, if ψT (F ) ≠ 0, what we assumed, then
computing gcd(m, n) results in the the factor p.
Success Probability. To summarize, a random monic polynomial G ∈ Zn [X] of degree φ(e) has a
1
root modulo p and is irreducible modulo q or vice versa with probability at least 2φ(e)
( 12 − 2√1 n ).
Given a polynomial G satisfying these properties, we can find a nontrivial factor of n with
1
probability at least ( e−1
e − 3φ(e) )µ. This results in a total success probability of at least
1
1
1
e−1
1
( − √ )(
− φ(e) ) µ .
2φ(e) 2 2 n
e
3
Running Time. Let us review the individual steps counting the number of atomic operations. By
atomic operations we mean arithmetic operations (like modular addition, subtraction, and multiplication) and random choices over Zn as well as gcd-computations with log(n)-bit operands.
In Step (1) we choose φ(e) random coefficients. Let us consider Step (2). Computing the
derivative G′ requires O(φ(e)) arithmetic operations. Determining the resultant means to
calculate the determinant of the sylvester matrix S of the two polynomials G and G′ . This can be
done using a slight extension of (inversion-free) Gaussian elimination: the determinant of S is the
determinant of a row-echelon form of S times some correction factor. The correction factor can
be determined from the sequence of elementary matrix transformations applied in the course of
the Gauss algorithm (which computes a row-echelon form). The determinant of a matrix in rowechelon form is simply the product of the diagonal entries. Since Gaussian elimination dominates
the cost of the whole procedure, we need O(φ(e)3 ) arithmetic operations for computing the
resultant.5 Finally, we do one gcd-computation in Step (2) (requiring O(log(n)) divisions
with remainder using the Euclidean algorithm). In Step (3) we need O(φ(e)) random sampling
operations for choosing r ∈ U and O((log(e)+L)φ(e)2 ) arithmetic operations to evaluate P (re )−
r: Each addition of polynomials in U takes O(φ(e)) operations in Zn , each multiplication
in U takes O(φ(e)2 ) operations including the operations needed for the reduction modulo G
(also requiring O(φ(e)2 ) operations). Thus, computing re can be done with O(log(e)φ(e)2 )
arithmetic operations over Zn using the square-and-multiply algorithm. Finally, by assumption,
evaluating P with an element from U requires L operations over U . In the last step, we perform
O(φ(e)3 ) arithmetic operations to compute the resultant and one gcd-computation.
5
Note that there exists another method for computing resultants exhibiting a better asymptotic complexity
of O(φ(e)2 ), namely the subresultant algorithm. However, originally this algorithm only works over unique
factorization domains. Some adaptions would be required to make it work in our case.
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Hence, in total our factoring algorithm performs O (φ(e)) random choices and
O (φ(e)3 + (log(e) + L)φ(e)2 )

arithmetic operations over Zn as well as O(1) gcd-computations on log(n)-bit numbers.

Remark 3.5. Note that the public exponent e must be sufficiently small in order to keep the
running time of the algorithm described in the proof low in comparison to the time required to
factor n using a direct approach like the General Number Field Sieve.
Now, let us apply this result to our setting. Again, let us assume that we have recorded the
same list L of polynomials as the black-box ring oracle during a run of A. Clearly, each P ∈ L
is given as an SLP and can be evaluated using at most m operations in Zn . Thus, we can apply
Lemma 3.4 to each P . That means, we consider an algorithm B2 that applies the procedure
outlined at the beginning of the proof of Lemma 3.4 to every polynomial in L (each time
choosing new parameters G and r at random).

For fixed P ∈ L let EP denote the event that P yields an e-th root of x, i.e., P (x)e ≡ x mod n.
Furthermore, let GP denote the event that P yields a factor of n in the course of our algorithm
described above. Then by Lemma 3.4 we have
1
1
1
1
e−1
( − √ )(
− φ(e) ) Pr[EP ]
2φ(e) 2 2 n
e
3
1 1 1 1
1
( − ) ( − ) Pr[EP ]
≥
2φ(e) 2 4 2 3
1
≥
Pr[EP ] .
48φ(e)

Pr[GP ] ≥

Let G = ⋃P ∈L GP be the event that B2 succeeds in finding a factor of n. Then we have the
following relation between the success probability Pr[G] of B2 and the success probability
Pr[S∗sim ] of A in the simulation game:
Pr[S∗sim ] = Pr [⋃P ∈L EP ]
≤ ∑ Pr[EP ]
P ∈L

≤ (m + 2) max (Pr[EP ])
P ∈L

≤ 48 (m + 2)φ(e) max(Pr[GP ])
P ∈L

≤ 48 (m + 2)φ(e) Pr [⋃P ∈L GP ]
≤ 48 (m + 2)φ(e) Pr[G]

3.4.4

Putting Things Together: The Factoring Algorithm

Consider an algorithm B that runs the black-box algorithm A on an arbitrary instance of the
LERSA problem over Zn . During this run it records the sequence of queries that A issues, i.e.,
it records the same list L of polynomials as the black-box ring oracle. Then it executes the
algorithms B1 and B2 described in Section 3.4.2 and Section 3.4.3, respectively, as subalgorithms.
The running time of B is at most the sum of the running times of B1 and B2 . Thus, we have
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O (m2 + φ(e)m) random choices and O (m3 + φ(e)2 m2 + φ(e)3 m) operations on Zn as well as
O (m2 ) gcd-computations on log2 (n)-bit numbers.
Let the success probability of B be denoted by γ. Clearly, for γ holds that
γ ≥ max{Pr[D], Pr[G]} .

Thus, we have the following relation between the success probabilities of A and B:
Pr[S] = Pr[S′ ] + Pr[S′′ ]
= Pr[S′ ] + Pr[S∗ ]

≤ Pr[S′ ] + Pr[Ssim ] + Pr[F]

≤ Pr[S′ ] + Pr[S∗sim ] + Pr[F]
1
+ 48(m + 2)φ(e) Pr[G] + (m + 2)(m + 1) Pr[D]
≤
n − (m + 2)
1
≤
+ (48(m + 2)φ(e) + (m + 2)(m + 1))γ
n − (m + 2)

3.5

Conclusions and Future Work

We have shown that if factoring RSA moduli n is hard there exists no efficient black-box ring
algorithm over Zn solving low-exponent RSA with non-negligible probability. Limiting the RSA
exponent e to be “low” means here that e contains at least one factor that is smaller than both
factors of n. Furthermore, in this work we restricted to black-box ring algorithms performing addition, subtraction and multiplication over Zn but our result can easily be extended to
algorithms that are additionally allowed to compute multiplicative inverses as shown in [JR07].
In other words, our proof shows that the black-box version of the LERSA problem is equivalent
to the factorization problem. This supports the assumption that breaking (general) RSA in the
plain model is equivalent to factoring. However, clearly there might be algorithms exploiting
special properties of Zn to efficiently break LERSA without factoring the RSA modulus.
Finally, we like to stress that there are also theoretical results supporting the non-equivalence
assumption like the one by Boneh and Venkatessan. Moreover, it is noteworthy that there
are special attacks on RSA if the public exponent is too small and some additional properties
are satisfied. Well-known examples are Hastad’s “broadcast attack” [Has88] and the “related
messages” attacks by Coppersmith, Franklin, Patarin, and Reiter [CFPR96]. In the light of
these attacks, it may be prudent to use public exponents of (at least) moderate sizes rather
than e = 3, for example.

We leave it as future work to analyze the relation of breaking RSA and factoring in a computational model that better reflects the properties of Zn . That means, it would be interesting
to consider RSA over a black-box algebraic structure modeling some natural properties of Zn
beyond the axioms of a (generic) finite commutative unitary ring (cf. Definition 2.7). For instance, it would be worthwhile to build a model allowing for division with remainder and unique
factorization of small ring elements.
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Chapter 4

The Relation of Black-Box Ring
Extraction and Integer Factorization
In this chapter we consider the black-box extraction problem over finite rings of characteristic
n, where n has at least two different prime factors. We provide a polynomial-time reduction
from factoring n to the black-box extraction problem for a large class of finite commutative
unitary rings. Under the factoring assumption, this implies the in-existence of efficient generic
reductions from computing discrete logarithms in cyclic groups of order n to the Diffie-Hellman
problem, and is an indicator that secure ring-homomorphic encryption might be possible.
The results presented in this chapter stem from joint work with Kristina Altmann and Tibor
Jager. A preliminary version of these results has been published in [AJR08].

4.1

Introduction

Informally speaking, the black-box extraction problem over an algebraic structure A (like a
group, ring, or a field) can be described as follows: Given an explicit representation of A (e.g.,
the cyclic group (Zn , +)) as well as access to a black-box resembling the structure of A and
hiding an element x ∈ A, the challenge is to recover x in the given explicit representation.

The black-box extraction problem has been studied in various variants and contexts, e.g., see
[Nec94, Sho97b, Mau05, BL96, MR07]. The case where the algebraic structure is a finite cyclic
group (with given representation (Zn , +)), and the extraction problem is better known as the
discrete logarithm problem, was considered by Nechaev [Nec94] and Shoup [Sho97b]. They
√
showed that the expected running time of any generic algorithm for this problem is Ω( p),
where p is the largest prime factor of the group order n. Here, the integer n as well as its
factorization is assumed to be publicly known.
Boneh and Lipton [BL96] considered the black-box extraction problem over prime fields Fp .
Based on a result due to Maurer [Mau94] they developed an (uniform) algorithm solving the
problem in subexponential time (in log p).1 Maurer and Raub [MR07] augmented this result
to finite extension fields Fpk by providing an efficient reduction from the black-box extraction
problem over Fpk to the black-box extraction problem over Fp . Currently it is unknown whether
there exist more efficient algorithms for black-box extraction over fields.
In this work, we address the case where the underlying algebraic structure is a finite commutative
ring with unity. The characteristic n of the considered rings is the product of at least two
1

The runtime depends on the smoothness assumption which is a common number-theoretic assumption.
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different primes, thereby excluding the special case of a finite field. We provide an efficient
reduction from computing a non-trivial factor of n to the black-box extraction problem for
virtually any such ring where computations (i.e., applying the ring operations +, −, and ⋅ as
well as equality tests and random sampling of elements) can be done efficiently.
The black-box extraction problem over fields/rings has at least two important applications
in cryptography. For (Zn , +, ⋅) it can be interpreted as the problem of solving the discrete
logarithm problem given access to an oracle for the Diffie-Hellman problem: (Zn , +) forms a
cyclic additive group. The black-box provides access to the common operations on this group
as well as to the additional operation “⋅”. This extra operation can be interpreted as an oracle
solving the Diffie-Hellman problem in the group (Zn , +). Hence, an efficient algorithm for the
black-box extraction problem over (Zn , +, ⋅) would correspond to an efficient generic reduction
from computing discrete logarithms to solving the Diffie-Hellman problem over cyclic groups
of order n. Such reductions are known for groups where the group order is prime and meets
certain properties [dB88], or if certain side information, depending on the respective group,
is given [Mau94]. It is also known that no efficient generic reduction exists for groups with
orders containing a large multiple prime factor [MW98]. Bach [Bac84] provided a reduction
from factoring n to computing discrete logarithms modulo n, i.e., in the multiplicative group
Z∗n of hidden order φ(n), where φ(⋅) denotes Euler’s totient function.
Furthermore, the analysis of the black-box extraction problem sheds light on the existence of secure ring/field-homomorphic encryption schemes. Consider an encryption function enc ∶ K×P →
C, where K, P and C denotes the key, plaintext, and ciphertext space, respectively. Moreover,
assume that P and C exhibit an algebraic structure with respect to certain operations. If for any
k ∈ K the function enck ∶= enc(k, ⋅) is a homomorphism from P to C, the corresponding encryption scheme is said to be homomorphic. For instance, unpadded RSA is group-homomorphic,
since the functions ence ∶ Zn → Zn , ence (a) ∶= ae satisfy
ence (a ⋅ b) = (a ⋅ b)e = ae ⋅ be = ence (a) ⋅ ence (b),

where “⋅” denotes the multiplication modulo the RSA modulus n. Further well-known examples of group-homomorphic encryption schemes are native ElGamal [ElG85] and the Paillier
cryptosystem [Pai99].
A natural question arising in this context is whether there exist secure ring-homomorphic
encryption schemes, that is, schemes where P and C exhibit a ring structure, and enck is a
ring-homomorphism. An efficient algorithm for the black-box extraction problem over the ring
P would imply the non-existence of secure ring-homomorphic encryption schemes over P: the
black-box can be considered as an idealization of the encryption functions enck and the problem
of recovering the explicit representation of x as the problem of inverting enck . Note that since
the black-box representation enables equality checking, also the class of considered encryption
schemes allows for checking the equality of encrypted plaintexts. The results by Boneh and
Lipton [BL96] and Maurer and Raub [MR07] imply that for the special case of a finite field any
such scheme can be broken in subexponential time.
Our contributions to this field can be summarized as follows: We consider the black-box extraction problem over finite commutative rings with unity whose characteristic n is the product
of at least two different primes. To the best of our knowledge, this case has not been treated
in the literature yet. We present an efficient reduction from finding a non-trivial factor of n to
the black-box extraction problem over virtually any ring R where computation is efficient. To
this end, we generalize our proof technique from Chapter 3 to non-RSA rings.

We first provide a reduction for the case R = Zn . This case is especially interesting since Boneh
and Lipton pointed out that their subexponential-time black-box extraction algorithm for finite
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fields can be extended to finite rings Zn if n is square-free, requiring that the factorization of
n is known. Our result implies that there are no better algorithms than those that factorize n.
Moreover, under the assumption that factoring n is hard, this implies the in-existence of efficient
generic reductions from computing discrete logarithms to solving the Diffie-Hellman problem
in cyclic groups of order n. Note that in contrast to Bach [Bac84] presenting a reduction from
factoring n to computing discrete logarithms in the group Z∗n of hidden order φ(n), we consider
generic reductions in groups of known order n.
We extend our reduction to more general rings R which are either given by a polynomial representation or a basis representation. More precisely, in the first case we consider rings of the
form
R = Zn [X1 , . . . , Xt ]/J ,

where t ≥ 0 and J is an ideal in Zn [X1 , . . . , Xt ] for which a Gröbner basis is known. In the
second case, the ring R is given by a tuple
(n1 , . . . , nt , (ci,j,k )1≤i,j,k≤t )

where n1 , . . . , nt are the element orders of an additive basis of (R, +) and the ci,j,k are integers
describing the multiplicative relations of these basis elements. Finally, the reduction naturally
extends to product rings
R1 × ⋯ × Rℓ
where at least one component Ri complies to one of the above forms.
We conclude that our results cover virtually any ring of cryptographic interest since choosing
one of the above representations (currently) seems to be the only way that allows for efficient
computation in a finite commutative unitary ring without immediately revealing a factor of the
ring characteristic.
Regarding secure homomorphic encryption our result has another interesting consequence:
Boneh/Lipton [BL96] and Maurer/Raub [MR07] show that any field-homomorphic encryption
scheme can be broken in subexponential time. It is an open question whether there exist more
efficient generic algorithms. For a large class of rings we can negate this question, assuming
that factoring the ring characteristic cannot be done better than in subexponential time. This
might be seen as an indicator for the existence of secure ring-homomorphic encryption schemes.
The remainder of this chapter is structured as follows: In Section 4.2 we define the black-box
extraction problem over a ring. Next, we make the first major step towards relating the BBRE
and the IF problem in Section 4.3: we reduce the problem of finding a zero-divisor in a ring to
the BBRE problem over this ring. In Section 4.4 we show, based on this result, how an efficient
BBRE algorithm over Zn can be used to factor n. We extend this reduction in Sections 4.5, 4.6,
and 4.7 to also work for the black-box extraction problem over certain multivariate polynomial
rings, rings in basis representation, and product rings, respectively. In Section 4.8 we clarify
how our reduction applies to general rings. This is followed by some concluding remarks which
are given in Section 4.9.

4.2

The Black-Box Ring Extraction Problem

Let a finite commutative unitary ring R be given. Remember from Section 3.2 that we denote
the black-box representation of R by Rσ , i.e., Rσ resembles the structure of R but its elements
are given by random bit strings from a set S, where S ⊂ {0, 1}⌈log2 (∣R∣)⌉ with ∣S∣ = ∣R∣. The
relation between elements from R and Rσ are described by the (randomly chosen) bijective
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encoding function σ ∶ R → S.2 Operations on Rσ can be performed by means of the blackbox ring oracle O. We refer to Section 3.2 for a more complete description of the black-box
representation of a ring. Based on the notion of the black-box representation of a ring, we can
define the black-box ring extraction (BBRE) problem as follows:
Definition 4.1 (BBRE Problem). Let R be an explicitly given finite commutative ring with
unity 1 and known characteristic n. Furthermore, let B ∶= {r1 , . . . , rt } be an (explicitly given)
generating set of R. The black-box ring extraction (BBRE) problem over R is the task of
r
computing x ∈ R, where x ← R, given n and σ(x), σ(1), σ(r1 ), . . . , σ(rt ) ∈ Rσ .
In the following we consider the BBRE problem over different rings R. For each ring, we relate
the hardness of the BBRE problem to the hardness of finding a factor of char(R).

4.3

Reducing the Problem of Finding Zero-Divisors to BBRE

In Chapter 3 we considered RSA rings Zn (where p, q ∈ P, p ≠ q) which, according to the CRT,
can be decomposed into Zn ≅ Zp × Zq . An isomorphism ψ ∶ Zn → Zp × Zq is thereby given by
ψ(a) = (ψ1 (a), ψ2 (a)) with ψ1 (a) = a mod p and ψ2 (a) = a mod q. In Section 3.4.2, we then
made use of the simple fact that if we can find an element a ∈ Zn such that ψ1 (a) = 0 ∈ Zp and
ψ2 (a) ≠ 0 ∈ Zq (or vice versa), i.e., a zero-divisor, a factor of n can be immediately recovered by
computing gcd(a, n). In this chapter, we are going to generalize this idea and apply it in the
context of black-box ring extraction.
Theorem 4.1 shows that a potentially useful decomposition like the one for RSA rings exists for
every finite commutative unitary ring. For Zn with n not necessarily being the product of two
primes, this also follows from the simple form of the CRT. For more general rings, this theorem
is an immediate consequence of Theorems 4.5 and 4.6 we are going to consider in Section 4.5.
Theorem 4.1. Let R be a finite commutative unitary ring of characteristic n = ∏ki=1 pei i . Then
R is isomorphic to a product of rings
R1 × ⋯ × Rk
where Ri has characteristic pei i . We call such a decomposition of R a prime-power decomposition.
Let us assume a ring R and its prime-power decomposition are given. Note that an element
a ∈ R satisfying the properties ψi (a) = 0 ∈ Ri and ψj (a) ≠ 0 ∈ Rj (for some i ≠ j), where
ψi ∶ R → Ri and ψj ∶ R → Rj are surjective homomorphisms induced by the isomorphism, is
indeed a zero-divisor in R: the element a is not zero in R and it holds that ((n/pei i ) 1R ) ⋅ a = 0.

Theorem 4.2 shows that we can efficiently find a zero-divisor of R with high probability by means
of an efficient algorithm solving the BBRE problem over R with high probability. However, given
such an element, it depends on the representation of ring elements if and how a factor of the
ring characteristic can be recovered. In the following sections, we show how this can be done
for various rings.
Theorem 4.2. Let R, R1 , . . . , Rk (k ≥ 2) be finite commutative unitary rings such that there
exists an isomorphism ψ ∶ R → R1 × ⋯ × Rk . Let ψi ∶ R → Ri , for 1 ≤ i ≤ k, be the surjective
homomorphisms which are induced by ψ. Furthermore, let A be an algorithm for the BBRE
2
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problem over R that performs at most m ≤ ∣R∣ operations on Rσ . Assume that A solves the
BBRE problem with probability ǫ. Then there is an algorithm B ′ having white-box access to A
that outputs a list Z of at most (m + t + 2)(m + t + 1)/2 elements from R. The probability that
Z contains an element b such that ψi (b) = 0 ∈ Ri and ψj (b) ≠ 0 ∈ Rj for some 1 ≤ i < j ≤ k is at
least
1
ǫ − ∣R∣
.
(m + t + 2)(m + t + 1)

The algorithm B ′ runs A once and performs an additional amount of O ((m + t)2 ) random
choices as well as O (m(m + t)2 ) operations on R.

Proof Outline. The proof for Theorem 4.4 is similar to the proof of Theorem 3.1: We replace
the original black-box ring oracle O with an oracle Osim that simulates O without using the
knowledge of the secret x. We call this setting the simulation game. Then we show that the
behavior of Osim is perfectly indistinguishable from O unless a certain simulation failure F
occurs. Denoting the success event of A when interacting with O and Osim by S and Ssim ,
respectively, it immediately follows that ǫ = Pr[S] is upper bound by Pr[Ssim ] + Pr[F]. In other
words, the probability Pr[F] of a failure is at least ǫ − Pr[Ssim ]. Showing that Pr[F] (multiplied
by a certain prefactor) is in turn a lower bound on the probability of finding an element b ∈ R
that satisfies the properties in Theorem 4.2 completes our proof.

4.3.1

Proof of the Reduction

The simulation game can be defined similarly to the one introduced in Section 3.4.1 for showing
the reduction from integer factorization to black-box LERSA. We follow this approach here:
Before we describe the actual simulation, let us first define a slightly modified but equivalent
version of the black-box ring oracle O that uses the polynomial ring R[X] for the internal
representation of ring elements. Each time an encoding for a newly computed element should
be determined, we evaluate the considered polynomials with the given x. More precisely, we
define the following oracle:

Definition 4.2 (An Equivalent Oracle). The oracle O ′ has an input and an output port as well
as a random tape and performs computations as follows.
Input. As input O ′ receives a description of the ring R, a generating set B = {r1 , . . . , rt }, and
r
an element x ← R.
Internal State. As internal state O ′ maintains two lists L ⊂ R[X] and E ⊂ S. For an index
i let Li and Ei denote the i-th element of L and E, respectively.
Encoding of Elements. Each time a polynomial P should be appended to the list L the
following computation is triggered to determine the encoding of P (x): O ′ checks if there exists
any index 1 ≤ i ≤ ∣L∣ such that
(P − Li )(x) = 0 ∈ R .

If this equation holds for some i, then the respective encoding Ei is appended to E again. Othr
erwise the oracle chooses a new encoding s ← S ∖ E and appends it to E.
The computation of O ′ starts with an initialization phase, which is run once, followed by the
execution of the query-handling phase:
Initialization. The list L is initialized with the polynomials (r ∣ r ∈ B ∪ {1}) and X. The list
E is initialized with corresponding encodings.
Query-handling. Upon receiving a query (○, i1 , i2 ) on its input tape, where ○ ∈ {+, −, ⋅} identifies an operation and i1 , i2 are indices identifying the list elements the operation should be
applied to, O ′ appends the polynomial P ∶= Li1 ○ Li2 to L and the corresponding encoding to E.
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We say that an algorithm is successful in this game if it outputs x and denote this event by S.

A Simulation Game
In the simulation game we replace O ′ by an oracle Osim that is defined exactly like O ′ except
for the element encoding procedure. Each time a polynomial P is appended to the end of list
L (during initialization or query-handling), Osim does the following: Let Lj = P denote the last
entry of the updated list. Then for each 1 ≤ i < j the simulation oracle chooses a new element
r
xi,j ← R and checks whether the equation
(Li − Lj )(xi,j ) = 0 ∈ R
holds. If the above equation is not satisfied for any i, Osim chooses a new encoding s ← S ∖E and
appends it to E. Otherwise, for the first i satisfying the equation, the corresponding encoding
Ei is appended to E again. The algorithm is successful in the simulation game if it outputs the
element x. We denote this event by Ssim . Note that although x is given as input to Osim , the
oracle makes no use of x at all during computation.
r

Due to the modification, it is possible that the behavior of Osim differs from that of O ′ . This
happens if an element Lj (x) is assigned to two or more different encodings or if different elements
are assigned to the same encoding, i.e., if the encoding procedure fails in establishing a one-toone correspondence between encodings and elements. In this case, the following failure event F
occurred in the simulation game: There exist i, j ∈ {1, . . . , ∣L∣} satisfying the equations

or the equations

(Li − Lj )(x) = 0 ∈ R and (Li − Lj )(xi,j ) ≠ 0 ∈ R,

(4.1)

(Li − Lj )(x) ≠ 0 ∈ R and (Li − Lj )(xi,j ) = 0 ∈ R.

(4.2)

Clearly, the original game and the simulation game proceed identically (assuming the same
inputs including random coins in both games) unless F occurs. (We refer to Section 3.4.1 for a
more detailed argument.) In other words, the following equivalence holds:
S ∧ ¬F ⇐⇒ Ssim ∧ ¬F
Thus, we can upper bound the success probability in the original game by
Pr[S] ≤ Pr[Ssim ] + Pr[F] ,
using the Difference Lemma (Lemma 2.1). Now, we are going to bound the probabilities of the
events Ssim and F.
Bounding the Probability of Success in the Simulation Game
Since all computations are independent of the uniformly random element x ∈ R, the algorithm
A can only guess x and so we get
1
.
Pr[Ssim ] ≤
∣R∣
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Bounding the Probability of Simulation Failures
For bounding the probability of a simulation failure in terms of the probability of finding an
element b such that ψi (b) = 0 and ψj (b) ≠ 0 (for some i ≠ j), we generalize the technique from
Section 3.4.2: Let D = {Li − Lj ∣1 ≤ i < j ≤ ∣L∣} denote the set of all non-trivial differences
of polynomials in L after a run of A. In the following, we show how the probability that a
polynomial ∆ ∈ D causes a simulation failure is related to the probability of finding an element
b with the properties described above by simply evaluating ∆ with a random element from R.
For fixed ∆ ∈ D let F∆ denote the event that ∆ causes a simulation failure as defined by
Equations (4.1) and (4.2). Furthermore, let D∆ denote the event that there exists 1 ≤ i < j ≤ k
such that ψi (∆(a)) = 0 and ψj (∆(a)) ≠ 0 when choosing an element a uniformly at random
from R.
Let us express the probabilities of both events using the same terms. Since the ring R is
isomorphic to R1 × ⋯ × Rk , we can write
Pr
[∆(a) = 0 ∈ R] = Pr
[ψ(∆(a)) = 0 ∈ R1 × ⋯ × Rk ]
r
r

a←R

a←R

= Pr
[(ψ1 (∆(a)) = 0 ∈ R1 ) ∧ ⋯ ∧ (ψk (∆(a)) = 0 ∈ Rk )]
r
a←R
k

= ∏ Pr
[ψi (∆(a)) = 0 ∈ R1 ]
r

(4.3)

i=1 a←R
k

= ∏ νi ,
i=1

∣{a∈R ∣ ψ (∆(a))=0∈R }∣

i
i
where νi ∶=
. The 3rd line of Equation (4.3) follows from the fact that the
∣R∣
events defined by the predicates ψi (∆(a)) = 0 ∈ Ri are mutually independent. By applying this
equation, we can write Pr[F∆ ] as

Pr[F∆ ] = 2 Pr
[∆(a) = 0 ∈ R] (1 − Pr
[∆(a) = 0 ∈ R])
r
r
a←R

a←R

k

k

i=1

i=1

= 2 (1 − ∏ νi ) (∏ νi ) .
Similarly, we can express Pr[D∆ ] by
Pr[D∆ ] = 1 − Pr
[∆(a) = 0 ∈ R] − Pr
[(ψ1 (∆(a)) ≠ 0 ∈ R1 ) ∧ ⋯ ∧ (ψk (∆(a)) ≠ 0 ∈ Rk )]
r
r
a←R

a←R
k

= 1 − Pr
[∆(a) = 0 ∈ R] − ∏ Pr
[ψi (∆(a)) ≠ 0 ∈ Ri ]
r
r
a←R

i=1 a←R

k

k

i=1

i=1

= 1 − ∏ νi − ∏(1 − νi )
Similar to Lemma 3.3, the following relation between the probabilities of the events F∆ and
D∆ also holds in this general case:
Lemma 4.3. For all ∆ ∈ D we have 2 Pr[D∆ ] ≥ Pr[F∆ ].
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Proof. We have
k

k

k

i=1

i=1

i=1

2 Pr[D∆ ] − Pr[F∆ ] = 2 (1 − 2 ∏ νi − ∏(1 − νi ) + ∏ νi2 ) ≥ 0
k

2

k

⇐⇒ (1 − ∏ νi ) ≥ ∏(1 − νi )
i=1

i=1

It is easy to prove by induction over k that the inequality
k

k

k

(1 − ∏ νi ) ≥ ∏(1 − νi )
i=1

i=1

holds for all k ≥ 1. From this our claim follows immediately since
k

2

k

k

(1 − ∏ νi ) ≥ (1 − ∏ νi )
i=1

holds for all k ≥ 2.

i=1

The Algorithm B ′ . Let us assume that A is an efficient algorithm solving the BBRE problem
with high probability. Then, based on Lemma 4.3, we can easily construct an efficient algorithm
B ′ that outputs a list Z which, with high probability, contains an element b such that ψi (b) = 0
and ψj (b) ≠ 0: This algorithm runs A on an arbitrary instance of the BBRE problem over R.
During this run, B ′ records the sequence of queries that A issues, yielding SLP-representations
(cf. Definition 2.18)) for all polynomials internally computed by the black-box ring oracle.
r
Then for each ∆ ∈ D, the algorithm B ′ chooses a new element a ← R (like the oracle is doing),
computes b = ∆(a), and appends it to the list Z. The number of polynomials ∆ is upper
bounded by (m + t + 2)(m + t + 1)/2 and each of them can be evaluated using at most m + 1 ring
operations (since each polynomial in L is given as an SLP of length at most m). Thus, in total
B ′ chooses O ((m + t)2 ) random elements and performs O (m(m + t)2 ) operations on R.
Let D denote the event that B ′ outputs a list Z (computed as described above) containing an
element with the desired property. Since it clearly holds that
Pr[D] ≥ max(Pr[D∆ ]),
∆∈D

we can bound bound the probability of a simulation failure by
Pr[F] ≤ ∑ Pr[F∆ ] ≤ 2 ∑ Pr[D∆ ] ≤ (m + t + 2)(m + t + 1) Pr[D].
∆∈D

(4.4)

∆∈D

To Summarize
Remember that ǫ = Pr[S] denotes the success probability of the BBRE algorithm A. From
Lemma 2.1 follows that
1
Pr[F] ≥ Pr[S] − Pr[Ssim ] ≥ ǫ −
.
∣R∣

Applying the above lower bound on Pr[F] to Equation (4.4) finally yields

1
ǫ − ∣R∣
Pr[F]
≥
.
Pr[D] ≥
(m + t + 2)(m + t + 1) (m + t + 2)(m + t + 1)
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4.4

Reducing Factorization to BBRE over Zn

In this section we consider the BBRE problem for the ring Zn , where n has at least two different
prime factors. Based on Theorem 4.2, we provide a reduction from factoring n to the BBRE
problem in the following sense: If there exists an efficient algorithm solving the BBRE problem
over Zn with non-negligible probability, then there exists an efficient algorithm finding a factor
of n with non-negligible probability.
Theorem 4.4. Let R ∶= Zn for some integer n having at least two different prime factors.
Let A be an algorithm for the BBRE problem that performs at most m ≤ n operations on Rσ .
Assume that A solves the BBRE problem with probability ǫ. Then there is an algorithm B having
white-box access to A that finds a factor of n with probability at least
ǫ − n1
m2 + 3m + 2
by running A once and performing an additional amount of O (m2 ) random choices and O (m3 )
operations on R as well as O (m2 ) gcd-computations on log2 (n)-bit numbers.

Remark 4.1. Assume we have a (uniform) BBRE algorithm A that works for all rings R = Zn
where n is the product of at least two different primes. Then algorithm B can be used to factor
a given integer n completely. This is done by first running B on n, i.e., B runs A on an instance
of the BBRE problem over Zn and performs some additional operations, resulting in a factor d
of n with a certain probability. If n/d is not a prime power, which can easily be determined, we
can run B on n/d and so on. If A is efficient and solves the BBRE problem with non-negligible
probability, then the same holds for the resulting factoring algorithm.

Proof of Theorem 4.4. Let n = ∏ki=1 pei i be the factorization of n. Then by the simple form of
the CRT, the ring R = Zn is isomorphic to R1 × ⋯ × Rk , where Ri = Zpei . The isomorphism
i
ψ ∶ R → R1 × ⋯ × Rk is thereby defined as ψ(a) = (ψ1 (a), . . . , ψk (a)) with ψi (a) = a mod pei i .

Thus, we can apply Theorem 4.2 yielding that there is an algorithm B ′ which outputs a list Z,
e
(m+2)(m+1)
where ∣Z∣ ≤
, that contains an element b ∈ Zn such that b mod pei i = 0 and b mod pj j ≠ 0
2
for some i ≠ j with probability at least
ǫ−

1
∣R∣

(m + 2)(m + 1)

≥

ǫ − n1
.
(m + 2)(m + 1)

Clearly, such an element reveals a non-trivial factor of n simply by computing gcd(b, n).

Our factoring algorithm B runs B ′ as a subalgorithm and computes gcd(b, n) for each b ∈ Z. Its
success probability is equal to the success probability of B ′ . Compared to B ′ , it performs an
(m+2)(m+1)
= O (m2 ) gcd-computations on log2 (n)-bit numbers.
additional amount of
2

4.5

Extending our Reduction to Zn [X1 , . . . , Xt ]/J

In this section we are going extend our reduction to the case
R = Zn [X1 , . . . , Xt ]/J ,

where Zn [X1 , . . . , Xt ] denotes the ring of polynomials over Zn in indeterminates X1 , . . . , Xt
(t ≥ 0) and J is an ideal in this polynomial ring such that R is finite.
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We start in Section 4.5.1 by introducing some useful facts about this type of rings like a (more
concrete) prime-power decomposition. Next, we consider Gröbner bases over these rings and
their component rings in Sections 4.5.2 and 4.5.3. Finally, we use these results in Section 4.5.4
for a reduction proof which is similar to the one for Zn .

4.5.1

Polynomial Representations and Prime-Power Decompositions

It is important to note that any finite commutative ring with unity can be represented as a
polynomial quotient ring:
Theorem 4.5 (Polynomial Representation). Let R be a finite commutative unitary ring of
characteristic n. Then there is a number t ≤ ⌈ log2 ∣R∣⌉ and a finitely generated ideal J of
Zn [X1 , . . . , Xt ] such that R ≅ Zn [X1 , . . . , Xt ]/J .

Proof. Let B = {r1 , . . . , rt } ⊂ R be a generating subset of R, i.e., R = ⟨B⟩. Consider the
mapping φ ∶ Zn [X1 , . . . , Xt ] → R defined by 1 ↦ 1 and Xi ↦ ri for 1 ≤ i ≤ t. Certainly, φ is a ring
surjective homomorphism implying that J ∶= ker(φ) is an ideal of Zn [X1 , . . . , Xt ]. Applying the
fundamental theorem on homomorphisms (cf. Theorem 2.8) yields that Zn [X1 , . . . , Xt ]/J ≅ R.

Since Zn is a Noetherian ring, it follows by Hilbert’s basis theorem (cf. Theorem 2.14 or [Gri99,
p. 181]) that also the polynomial ring Zn [X1 , . . . , Xt ] is Noetherian. Thus, every ideal of
Zn [X1 , . . . , Xt ], especially J , is finitely generated.

By the fundamental theorem of finitely generated abelian groups (cf. Theorem 2.5 or [Gri99, p.
48]) the additive group of a finite ring decomposes uniquely (up to order) into a direct product
of cyclic groups. Observe that a group of cardinality ∣R∣ decomposes into a product of at most
⌈ log2 ∣R∣⌉ groups. Hence, setting B to be the set of generators of these subgroups of (R, +), we
see that a number of t ≤ ⌈ log2 ∣R∣⌉ elements is sufficient to generate the entire ring.

Furthermore, Theorem 4.6 yields a concrete prime-power decomposition (cf. Theorem 4.1) for
this type of rings meeting the requirements of our reduction proof later on.

Theorem 4.6. Let R = Zn [X1 , . . . , Xt ]/J and n = ∏ki=1 pei i be the prime power decomposition
of the characteristic n of R. Then R is decomposable into a direct product of rings
R ≅ R1 × ⋯ × Rk ,

where Ri = Zpei [X1 , . . . , Xt ]/J .
i

Proof. Let F be a set of polynomials generating the ideal J in Zn [X1 , . . . , Xt ]. We denote this
by J = ⟨F ⟩. Note that the ring R can equivalently be written as Z[X1 , . . . , Xt ]/⟨n, F ⟩. For
1 ≤ i ≤ k we consider the ideals Ji = ⟨pei i , F ⟩ in Z[X1 , . . . , Xt ]: It is easy to see that for i ≠ j it
holds that Ji + Jj = {a + b ∣ a ∈ Ji , b ∈ Jj } = Z[X1 , . . . , Xt ]. Moreover, we have ⋂ki=1 Ji = ⟨n, F ⟩.
Thus, by the general form of the Chinese Remainder Theorem (Theorem 2.10), we obtain the
isomorphism
Zn [X1 , . . . , Xt ]/J ≅ Z[X1 , . . . , Xt ]/⟨n, F ⟩

≅ Z[X1 , . . . , Xt ]/⟨pe11 , F ⟩ × ⋯ × Z[X1 , . . . , Xt ]/⟨pekk , F ⟩
≅ Zpe1 [X1 , . . . , Xt ]/J × ⋯ × Zpek [X1 , . . . , Xt ]/J .
1

k

Remark 4.2. Note that Lemma 4.6 carries over to any finite commutative unitary ring R since
R can be represented as such a quotient ring (Theorem 4.5). This implies Theorem 4.1.
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4.5.2

Gröbner Bases for Zn [X1 , . . . , Xt ]/J

Roughly speaking, a Gröbner basis G is a generating set of an ideal J in a multivariate polynomial ring featuring the special property that reduction of polynomials belonging to J modulo
the set G always yields the residue zero. This property is not satisfied for arbitrary ideal
bases and enables effective computation in residue class rings modulo polynomial ideals in the
first place. Gröbner bases were originally introduced by Buchberger [Buc65] for ideals J in
K[X1 , . . . , Xt ] where the coefficient space K is a field. Later this notion was generalized to the
case where K is a Noetherian ring such as Zn (e.g., see [WL94, Chapter 4]).
Let us introduce some notation. A monomial or power product in indeterminates X1 , . . . , Xt is a
product of the form X = X1a1 ⋅ ⋯ ⋅Xtat for some (a1 , . . . , at ) ∈ Nt0 . In the following let an arbitrary
but admissible order > on monomials be given. For instance, this could be the lexicographic
order >lex defined as: X1 = X1a1 ⋅ ⋯ ⋅Xtat >lex X2 = X1b1 ⋅ ⋯ ⋅Xtbt iff the leftmost non-zero entry of
(a1 − b1 , . . . , at − bt ) is positive.

Let f ∈ Zn [X1 , . . . , Xt ] with f ≠ 0. Then we can write f as f = c1 X1 + ⋯ + cs Xs , where
c1 , . . . , cs ∈ Zn ∖ {0} and X1 > ⋯ > Xs . The leading coefficient lc(f ), the leading monomial
lm(f ), and the leading term lt(f ) of f with respect to > are defined as lc(f ) ∶= c1 , lm(f ) ∶= X1 ,
and lt(f ) ∶= c1 X1 , respectively.

Now, we are able to define the reduction of a polynomial modulo a set of polynomials. To this
end, we adopt the respective definitions from [WL94, Chapter 4]. In the following we do not
mention the fixed monomial ordering explicitly anymore.
Definition 4.3 (Polynomial Reduction). Let two polynomials f and h and a set F = {f1 , . . . , fs }
of non-zero polynomials from Zn [X1 , . . . , Xt ] be given.
F

(a) We say that f can be reduced to h modulo F in one step, denoted by f Ð→ h, if and only
if h = f − (c1 X1 f1 + ⋯ + cs Xs fs ) for c1 , . . . , cs ∈ R and power products X1 , . . . , Xs where
lm(f ) = Xi lm(fi ) for all i such that ci ≠ 0 and lt(f ) = c1 X1 lt(f1 ) + ⋯ + cs Xs lt(fs ).
F

(b) We say that f can be reduced to h modulo F , denoted by f Ð→+ h, if and only if there exist
polynomials h1 , . . . , hℓ−1 ∈ Zn [X1 , . . . , Xt ] such that f Ð→ h1 Ð→ h2 Ð→ ⋯ Ð→ hℓ−1 Ð→ h.
F

F

F

F

F

(c) A polynomial h is called minimal with respect to F if h cannot be reduced modulo F .
(d) We call h a (minimal) residue of f modulo F , denoted by h = f mod F , if f Ð→+ h and h
is minimal.
F

Note that there is an efficient algorithm computing a minimal residue of a polynomial f modulo
a set F (provided that the representations of f and F are efficient) according to the above
definition. For instance, see Algorithm 4.1.1 in [WL94].
Definition 4.4 (Gröbner Basis). Let J be an ideal in Zn [X1 , . . . , Xt ] and G = {g1 , . . . , gs } be
a set of non-zero polynomials such that ⟨G⟩ = J . Then G is called a Gröbner basis for J if for
any polynomial f ∈ Zn [X1 , . . . , Xt ] we have
f ∈ J ⇐⇒ f mod G = 0 .

Fortunately, there always exists an ideal basis with this special property, as stated by Lemma 4.7.
However, note that given an arbitrary ideal basis, a Gröbner basis for the corresponding ideal is
not always easy to compute (see Section 4.8). In the following we always assume that Gröbner
bases for the considered ideals are given.
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Lemma 4.7. Let J be a non-zero ideal of Zn [X1 , . . . , Xt ]. Then J has a finite Gröbner basis.

The following lemma is crucial for proving that (similar to the Zn -case) an element f ∈ R ≅
R1 × ⋯ × Rk that projects to zero over a component Ri but not to zero over another component
Rj helps in factoring n. Observe that Lemma 4.8 requires that the leading coefficients of all
given Gröbner basis elements are units. For our purposes, this is not a restriction at all but a
reasonable assumption since otherwise the given representation of R would immediately reveal
a factor of n. A proof for this lemma based on the notion of syzygies is given in Section 4.5.3.
However, this proof is very technical and not essential for understanding how our reduction
argument works, so it can be skipped on first reading.
Lemma 4.8 (Compatibility of Gröbner Bases and PPDs). Let A = Zn [X1 , . . . , Xt ] and n =
e
∏ki=1 pi i . Furthermore, let G = {g1 , . . . , gs } be a Gröbner basis for the ideal J = ⟨g1 , . . . , gs ⟩ in
A such that lc(gi ) ∈ Z∗n for all 1 ≤ i ≤ s. Then for each 1 ≤ i ≤ k the set Gi = {pei i , g1 , . . . , gs } is
a Gröbner basis for the ideal Ji = ⟨pei i , g1 , . . . , gs ⟩ in A.

4.5.3

Proving the Compatibility of Gröbner Bases and Prime-Power Decompositions

In this section we provide a proof for Lemma 4.8. Our proof is based on an alternative but
equivalent definition of Gröbner bases using the notion of syzygies. We partly make use of
definitions and theorems given in Chapters 3.2 and 4.2 of [WL94].

Throughout this section let A = D[X1 , . . . , Xt ] where D = Zn is a Noetherian ring. Let I =
⟨f1 , . . . , fs ⟩ be an ideal of A. Consider the A-module homomorphism
φ ∶ As → I

s

(h1 , . . . , hs ) ↦ ∑ hi fi
i=1

It holds that I ≅ As /ker(φ). Based on φ a syzygy is defined as follows:
Definition 4.5 (Syzygy). The kernel of the map φ is called the syzygy module of the 1 × s
matrix [f1 . . . fs ] and is denoted by Syz(f1 . . . fs ). An element (h1 , . . . , hs ) ∈ Syz(f1 . . . fs ) is
called a syzygy of [f1 . . . fs ] and satisfies
h1 f1 + ⋯ + hs fs = 0 .

Definition 4.6 (Homogeneous Syzygy). Let power products X1 , . . . , Xs and non-zero elements c1 , . . . , cs ∈ D be given. For a power product X , we call a syzygy h = (h1 , . . . , hs ) ∈
Syz(c1 X1 , . . . , cs Xs ) homogeneous of degree X if lt(hi ) = hi , thus hi is a term itself, and
Xi lm(hi ) = X for all i such that hi =/ 0.

As A is a Noetherian ring, Syz(c1 X1 , . . . , cs Xs ) has a finite generating set of homogeneous
syzygies. Moreover, by [WL94] we have the following equivalent characterization of Gröbner
bases:

Theorem 4.9 (Theorem 4.2.3 [WL94]). Let G = {g1 , . . . , gs } be a set of non-zero polynomials
in A. Let B be a homogeneous generating set for Syz(lt(g1 ) . . . , lt(gs )). Then G is a Gröbner
basis for the ideal ⟨g1 , . . . , gs ⟩ if and only if for all (h1 , . . . , hs ) ∈ B we have
s

∑ hi gi Ð→+ 0 .

i=1
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Our proof for Lemma 4.8 will essentially be based on the above theorem. However, before we
can actually give this proof we need to introduce two of auxiliary lemmas.
Lemma 4.10. Let {f1 , . . . , fs } be a basis for an ideal I of A. For 1 ≤ i ≤ s let the leading term
of fi be denoted by lt(fi ) = ci Xi . If all leading coefficients ci are units in D then
BSyz(lt(f1 ),...,lt(fs )) = {Sij = Sji =

Xij
Xij
ei −
ej ∣ 1 ≤ i < j ≤ s} ,
ci X i
cj X j

where e1 , . . . , es form the standard basis for As and Xij = lcm(Xi , Xj ), is a generating set for
Syz(lt(f1 ), . . . , lt(fs )) of homogeneous syzygies.
Proof. First of all, if i =/ j then
Xij
cj Xj lt(fj )

Xij
Xij
ci Xi ei − cj Xj ej

is a syzygy of Syz(lt(f1 ), . . . , lt(fs )) as

= 0. Furthermore, the non-zero polynomials

Sij = Sji is homogeneous of degree Xij as Xi ⋅

Xij
ci X i

Xij
ci X i

and

= Xij = Xj ⋅

Xij
cj X j

Xij
ci Xi lt(fi ) −

are terms and the sygyzy

Xij
cj X j .

Therefore we need to prove that BSyz(lt(f1 ),...,lt(fs )) is a basis of the ideal Syz(lt(f1 ), . . . , lt(fs )).
Let h = (h1 , . . . , hs ) ∈ Syz(lt(f1 ), . . . , lt(fs )) then
s
s
s
⎛ di (i) (i) ⎞
=0
∑ hi lt(fi ) = ∑ ci ⋅ Xi ⋅ hi = ∑ ci ⋅ Xi ∑ ak Xk
⎝k=1
⎠
i=1
i=1
i=1

i
for hi = ∑dk=1
ak Xk . Let X be any power product (in the variables X1 , . . . , Xt ). Then the
coefficient of X in the polynomial ∑si=1 ci ⋅ Xi ⋅ hi must be zero. Let

(i)

(i)

{Y1 , . . . , Yd } = ⋃ {Xk
s

with Y1 < ⋯ < Yd . Then
di

hi = ∑

k=1

(i) (i)
ak Xk

=

d

(i)
∑ bℓ Y ℓ
ℓ=1

i=1

⎧
(i)
(i)
⎪
⎪bℓ = ak ,
with ⎨ (i)
⎪
⎪
⎩bℓ = 0,

(i)

∣ 1 ≤ k ≤ di }

if Yℓ = Xk

(i)

else

for some index 1 ≤ k ≤ di

.

Moreover, let X be a power product and 1 ≤ mi ≤ d be the index such that Xi ⋅ Ymi = X for
1 ≤ i ≤ s. Then ∑si=1 ci ⋅ bmi = 0 and we have
(bm1 ⋅ Ym1 , . . . , bms ⋅ Yms ) = bm1 ⋅ Ym1 e1 + ⋯ + bms ⋅ Yms es
Ym1 ⋅ X1
Yms Xs
= bm1 ⋅ c1 ⋅
e1 + ⋯ + bms ⋅ cs ⋅
es
c1 ⋅ X 1
cs X s
X
X12
X12
= bm1 ⋅ c1 ⋅
(
e1 −
e2 )
X12 c1 ⋅ X1
c2 ⋅ X 2
X
X23
X23
+ (bm1 ⋅ c1 + c2 ⋅ bm2 ) ⋅
(
e2 −
e3 )
X23 c2 ⋅ X2
c3 ⋅ X 3

⎛s−1
⎞ X
Xs−1s
Xs−1s
(
es−1 −
es )
+ ⋯ + ∑ cj ⋅ bmj ⋅
X
c
⋅
X
c
⎝j=1
⎠ s−1s s−1 s−1
s ⋅ Xs
⎛ s
⎞ X
es
+ ∑ cj ⋅ bmj ⋅
⎝j=1
⎠ cs X s

s−1 ⎛ i
X ⎞
= ∑ ∑ cj ⋅ bmj
Sii+1 .
Xii+1 ⎠
i=1 ⎝j=1
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Definition 4.7 (Saturation). For power products X1 , . . . , Xs and a subset J ⊆ {1, . . . , s} we set
XJ = lcm(Xj ∣ j ∈ J). We say that J is saturated with respect to X1 , . . . , Xs provided that for all
j ∈ {1, . . . , s} the index j is an element of J if Xj divides XJ . We call the subset J ′ ⊆ {1, . . . , s}
consisting of all j such that Xj divides XJ the saturation of J. We denote with Sat(X1 , . . . , Xs )
all saturated subsets of {1, . . . , s} with respect to X1 , . . . , Xs .
Lemma 4.11. Let G = {g1 , . . . , gs } be a Gröbner basis for an ideal I of A and let n = ∏kℓ=1 peℓ ℓ
be the prime power decomposition of the characteristic n of D. For 1 ≤ i ≤ s let the leading
term of gi be denoted by lt(gi ) = ci Xi . If all leading coefficients ci are units in D then for each
1 ≤ ℓ ≤ k the set
BSyz(lt(g1 ),...,lt(gs ),peℓ ) = {(Sij , 0) ∣ Sij ∈ BSyz(lt(g1 ),...,lt(gs )) }
ℓ

∪{

peℓ ℓ XJ
ej − XJ es+1 ∣ J ∈ Sat(X1 , . . . , Xs ) and some j ∈ J}
cj X j

is a homogeneous generating set for Syz (lt(g1 ), . . . , lt(gs ), peℓ ℓ ).

Proof. Certainly, each element of BSyz(lt(g1 ),...,lt(gs ),peℓ ) is vector of Syz (lt(g1 ), . . . , lt(gs ), peℓ ℓ )
ℓ
as
(Sij , 0) ⋅ (lt(g1 ), . . . , lt(gs ), peℓ ℓ )t = Sij ⋅ (lt(g1 ), . . . , lt(gs ))t = 0
and

peℓ ℓ XJ
peℓ ℓ XJ
eℓ t
ej − XJ es+1 ⋅ (lt(g1 ), . . . , lt(gs ), pℓ ) =
lt(gj ) − XJ ⋅ peℓ ℓ = 0
cj X j
cj X j

for J ∈ Sat(X1 , . . . , Xs ) and some j ∈ J. Furthermore the element (Sij , 0) is homogeneous of

degree Xij and

e

pℓ ℓ X J
cj Xj ej

− XJ es+1 is a homogeneous syzygy of degree Xj .

Let h = (h1 , . . . , hs+1 ) ∈ Syz (lt(g1 ), . . . , lt(gs ), peℓ ℓ ). If hs+1 = 0 then (h1 , . . . , hs ) is an element of
Syz(lt(g1 ), . . . , lt(gs )), hence by Lemma 4.10 (h1 , . . . , hs , 0) is finite linear combination of
{(Sij , 0) ∣ Sij ∈ BSyz(lt(g1 ),...,lt(gs )) } .

Otherwise, using the notation from the proof of Lemma 4.10, if hs+1 =/ 0 then for a power
product X , the coefficient of X in the polynomial
s
s
⎛ di (i) (i) ⎞ eℓ ⎛ds+1 (i) (i) ⎞
t
h ⋅ (lt(g1 ), . . . , lt(gs ), peℓ ℓ ) = ∑ lt(gi )hi + peℓ ℓ hs+1 = ∑ ci Xi ∑ ak Xk
+p
∑a X
⎝k=1
⎠ ℓ ⎝ k=1 k k ⎠
i=1
i=1

i
must be zero for hi = ∑dk=1
ak Xk

(i)

Let

(i)

and 1 ≤ i ≤ s + 1.

{Y1 , . . . , Yd } = ⋃ {Xk
s+1

with Y1 < ⋯ < Yd . Then

i=1

⎧
(i)
(i)
di
d
⎪
⎪b = ak ,
(i)
(i) (i)
hi = ∑ ak Xk = ∑ bℓ Yℓ with ⎨ ℓ(i)
⎪
⎪
ℓ=1
k=1
⎩bℓ = 0,

for 1 ≤ i ≤ s + 1.

(i)

∣ 1 ≤ k ≤ di }

if Yℓ = Xk

(i)

else

for some index 1 ≤ k ≤ di

,

Furthermore, let X be a power product and 1 ≤ mi ≤ d be the index such that Xi ⋅ Ymi = X for
1 ≤ i ≤ s+1 with Xs+1 = 1. Then (bm1 Ym1 , . . . , bms+1 Yms+1 ) is a homogeneous syzygy of degree X .
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Moreover, we assume that bms+1 =/ 0 and consider the index set J ′ = {j ∣ bmj =/ 0} ∖ {s + 1}. Let

J ∈ Sat (X1 , . . . , Xs ) such that J ′ ⊆ J. Then we fix an index d ∈ J such that
BSyz(lt(g1 ),...,lt(gs ),peℓ ) . It follows that

e

pℓ ℓ X J
cd Xd ed

− XJ es+1 ∈

ℓ

(bm1 Ym1 , . . . , bms+1 Yms+1 ) − (−bms+1 ) ⋅ (

peℓ ℓ XJ
X
ed − XJ es+1 ) ⋅
cd X d
XJ

bms+1 ⋅ peℓ ℓ XJ X
X
⋅
, bmd+1 Ymd+1 , . . . , bms Yms , bms+1 Yms+1 − bms+1 XJ ⋅
)
cd X d
XJ
XJ
bms+1 ⋅ peℓ ℓ
) Ymd , bmd+1 Ymd+1 , . . . , bms Yms , 0)
= (bm1 Ym1 , . . . , (bmd +
cd
= (bm1 Ym1 , . . . , bmd Ymd +

is a homogeneous syzygy with zero in the (s + 1)-th coordinate and a linear combination of the
set {(Sij , 0) ∣ Sij ∈ BSyz(lt(g1 ),...,lt(gs )) } by Lemma 4.10.
Now, we are able to actually prove Lemma 4.8 from Section 4.5.2.
Proof of Lemma 4.8. By Theorem 4.9 the set Gi = {pei i , g1 , . . . , gs } is a Gröbner basis for for the
ideal Ji = ⟨piei , g1 , . . . , gs ⟩ if and only if for each element h ∈ BSyz(lt(g1 ),...,lt(gs ),pei ) the relation

t
h ⋅ (g1 , . . . , gs , pei i )

i

Gi

Ð→+ 0 holds.

Let h ∈ BSyz(lt(g1 ),...,lt(gs ),pei ) , then by Lemma 4.11 either h is an element of
i

{(Sij , 0) ∣ Sij ∈ BSyz(lt(g1 ),...,lt(gs )) }
or h is an element of
{

pei i XJ
ej − XJ es+1 ∣ J ∈ Sat(lm(g1 ), . . . , lm(gs )) and some j ∈ J} .
lt(gj )

For the first case, we observe that
s

h ⋅ (g1 , . . . , gs , pei i )t = ∑ hk gk = (h1 , . . . , hs ) ⋅ (g1 , . . . , gs )t
k=1

with (h1 , . . . , hs ) ∈ BSyz(lt(g1 ),...,lt(gs )) . Since G is a Gröbner basis for the ideal I it follows by

Theorem 4.9 that h ⋅ (g1 , . . . , gs , pei i ) Ð→+ 0 and thus (g1 , . . . , gs , pei i ) Ð→+ 0.
t

G

In the other case, we have

h=

t

Gi

pei i XJ
ej − XJ es+1
lt(gj )

for some J ∈ Sat(lm(g1 ), . . . , lm(gs )) and some j ∈ J . Furthermore,
h ⋅ (g1 , . . . , gs , pei i ) =
t

pei i XJ
pei XJ
pei XJ ′ g ′ ⋅ XJ ei
gj − pei i XJ = i
(lt(gj ) + g ′ ) − pei i XJ = i
g =
p
lt(gj )
lt(gj )
lt(gj )
lt(gj ) i
e

for gj = lt(gj ) + g , thus h ⋅ (g1 , . . . , gs , pei i ) Ð→+ 0 implying that h ⋅ (g1 , . . . , gs , pei i ) Ð→+ 0.
′

i
t {pi }

t

Gi
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4.5.4

Reducing Factorization to BBRE over Zn [X1 , . . . , Xt ]/J

We are going to lift our reduction from the special case R = Zn to the more general case of finite
multivariate polynomial rings R = Zn [X1 , . . . , Xt ]/J , where J is given by a Gröbner basis G.
Let n = ∏ki=1 pei i . In the case R = Zn our factoring algorithm was successful if it was able to
e
find an element b ∈ R such that b ∈ ⟨pei i ⟩ and b ∈/ ⟨pj j ⟩ for some 1 ≤ i < j ≤ k. The following
example illustrates that an element of this kind is also useful in this generalized setting, i.e.,
i
j
b ∈ Zn [X1 , . . . , Xt ]/J satisfying b ∈ Ji = ⟨pei , G⟩ and b ∈/ Jj = ⟨pej , G⟩ indeed reveals a factor of
n. Moreover, the example shows that if G is not a Gröbner basis, such an element b seem not
to reveal a factor by considering its residue modulo G.
Example 4.1. Consider the finite ring R = Z225 [X1 , X2 ]/J where 225 = 32 ⋅ 52 and J =
⟨X1 X2 + 1, X22 + 224⟩. Let us use the lexicographic order where X1 > X2 for polynomial
reduction. Note that F = {X1 X2 + 1, X22 + 224} is a generating set, but not a Gröbner
basis for J with respect to this order. Furthermore, note that G = {X1 + X2 , X22 + 224} is
a Gröbner basis for J . Let f = X14 X22 + 224X14 + 2X1 + 7X22 + 38X2 + 218 = (4X2 )(32 ) +
(X14 + 7)(X22 + 224) + 2(X1 + X2 ) mod 225. It holds that f ∈ J1 = ⟨32 , X1 + X2 , X22 + 224⟩
but f ∈/ J2 = ⟨52 , X1 + X2 , X22 + 224⟩. The polynomial f can be reduced modulo F to the
minimal residue f mod F = 2X1 + 7X22 + 38X2 + 218 = f − (X14 + 7)(X22 + 224) mod 225. It
is easy to see that no coefficient of this residue share a non-trivial factor with 225. Modulo
the Gröbner basis G the polynomial f can be reduced to the minimal residue r = f mod G =
36X2 = f − (X14 + 7)(X22 + 224) − 2(X1 + X2 ) mod 225. Computing gcd(lc(r), 225) = 9 yields
a non-trivial factor of 225.

Theorem 4.12 formulates our reduction from IF to BBRE over Zn [X1 , . . . , Xt ]/J . Its proof
formally shows that an element as described above is always helpful.
Theorem 4.12. Let R ∶= Zn [X1 , . . . , Xt ]/J be a finite ring, where n is an integer having at
least two different prime factors and J is an ideal in Zn [X1 , . . . , Xt ]. Assume a Gröbner basis
G = {g1 , . . . , gs } for J is given. Let A be an algorithm for the BBRE problem that performs
at most m ≤ ∣R∣ operations on Rσ . Assume that A solves the BBRE problem with probability
ǫ. Then there is an algorithm B having white-box access to A that finds a factor of n with
probability at least
ǫ − n1
(m + t + 2)(m + t + 1)
by running A once and performing an additional amount of O ((m + t)2 ) random choices and
O (m(m + t)2 ) operations on R as well as O ((m + t)2 + s) gcd-computations on log2 (n)-bit
integers.3
Proof. As a first step, algorithm B tries to find a factor of n by computing gcd(lc(gi ), n) for
all 1 ≤ i ≤ s. If this fails, we can assume that the leading coefficients of all Gröbner basis
polynomials gi are units in Zn .

In this case, we make use of algorithm B ′ from Theorem 4.2 as described in the following. Note
that the ring R = Zn [X1 , . . . , Xt ]/J is generated by the elements 1, X1 , . . . Xt . Let n = ∏ki=1 pei i
be the prime power decomposition of n. Then, according to Lemma 4.6, R can be decomposed as
R ≅ R1 ×⋯×Rk where Ri = Z[X1 , . . . , Xt ]/Ji and Ji is the ideal being generated by Gi = {pei i }∪G.
An isomorphism ψ ∶ R → R1 × ⋯ × Rk is given by ψ(b) = (b + J1 , . . . , b + Jk ). Hence, running
3

We count the addition, subtraction, or multiplication of two ring elements together with the reduction modulo
G as one ring operation.
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B ′ results in a list Z of elements from R that contains an element b such that b ∈ Ji and b ∈/ Jj
with probability at least
ǫ−

1
∣R∣

(m + t + 2)(m + t + 1)

≥

ǫ − n1
.
(m + t + 2)(m + t + 1)

In the following we show that such an element b indeed reveals a factor of n. We can assume
that all elements in Z, in particular b, are represented by minimal residues modulo the Gröbner
basis G. Observe that since b ∈/ Jj , we have that b ∈/ J and so this element is not zero modulo G
according to Definition 4.4. Since b is a minimal residue and the leading coefficients lc(gi ) of all
Gröbner basis elements are units, it follows by Definition 4.3 that the leading monomial lm(b)
of b is not divisible by any leading monomial lm(gi ) of a Gröbner basis element. Otherwise, b

would be reducible to b Ð→ b − lc(gi )−1 lc(b)Xi gi , where Xi lm(gi ) = lm(b), using some gi such
that lm(gi ) divides lm(b). Moreover, by Lemma 4.8, the set Gi is a Gröbner basis for the ideal
Ji . Thus, since b ∈ Ji the reduction of b modulo Gi would yield the minimal residue zero. As
the leading monomial lm(b) is not divisible by any lm(gi ), the leading coefficient lc(b) must be
divisible by pei i . Since b ≠ 0 ∈ R and lc(b) ≡/ 0 mod n (by definition of the leading coefficient)
computing gcd(lc(b), n) yields a non-trivial factor of n.
G

Hence, in the case that lc(gi ) ∈ Z∗n for all 1 ≤ i ≤ k, B runs B ′ as a subalgorithm and computes
gcd(lc(b), n) for all b ∈ Z. Clearly, the success probability of B ′ constitutes a lower bound on
the probability that B finds a factor of n. In addition to the operations performed by B ′ , B
does (at most) (m + t + 2)(m + t + 1)/2 + s = O ((m + t)2 + s) gcd-computations with log2 (n)-bit
operands.

Note that univariate polynomial quotient rings of the form Zn [X1 ]/J for some ideal J in
Zn [X1 ] are covered by Theorem 4.12 as a special case. A Gröbner basis for J can always be
easily determined: If J is given by a single polynomial g we are done. In the case where J
is described by a set of polynomials {g1 , . . . , gs }, an unique polynomial g generating J can be
computed as g = gcd(g1 , . . . , gs ). Furthermore, we can use the standard polynomial division
algorithm (for univariate polynomials) to implement reduction modulo g.

Let (n, t, G) ← RGen(κ) be a ring instance generator that on input of a security parameter κ
(in unary representation) outputs the description (n, t, G) of a ring R = Zn [X1 , . . . , Xt ]/⟨G⟩,
where n is an integer consisting of at least two different primes, t specifies the number of
indeterminates, and G is a Gröbner basis for the ideal ⟨G⟩. Note that the parameters n, t, as
well as the Gröbner basis (i.e., ∣G∣ and the individual elements of the Göbner basis) may all
depend on κ. Let us assume that addition, subtraction, multiplication, reduction modulo G
as well as sampling random elements in the rings R takes polynomial time in κ. Furthermore,
let there exist a non-constant polynomial q(x) over N such that for all κ and possible outputs
r
(n, t, G) ← RGen(κ) it holds that log2 (n) ≥ q(κ). The latter condition ensures that n grows at
least exponentially in κ. Then Theorem 4.12 provides a polynomial-time reduction (in κ) from
finding a factor of n to the black-box ring extraction problem for the family of rings described
by RGen.
r

4.6

Extending our Reduction to Rings in Basis Representation

In this section, we show that our reduction also works for rings that are given in basis representation. A basis representation of a ring R is a tuple
(n1 , . . . , nt , (ci,j,k )1≤i,j,k≤t )
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where n1 , . . . , nt are the additive orders of elements b1 , . . . , bt ∈ R generating (R, +) and the
ci,j,k ∈ Znk are integers describing the effect of multiplication on the bi via
t

bi bj ∶= ∑ ci,j,k bk .
k=1

Thus, elements of R are represented by tuples
(r1 , . . . , rt ) ∈ Zn1 × ⋯ × Znt .

The addition of two elements r = (r1 , . . . , rt ) and s = (s1 , . . . , st ) in this representation is defined
by componentwise addition, i.e.,
r + s = (r1 + s1 , . . . , rt + st ) .
Multiplication is defined by
r ⋅ s = ∑ (ri sj ci,j,1 , . . . , ri sj ci,j,t ) .
1≤i,j≤t

The two elements are equal, which is denoted by r ≡ s, if and only if ri ≡ si mod ni for all
1 ≤ i ≤ t. The elements b1 = (1, 0, . . . , 0), b2 = (0, 1, 0, . . . , 0), . . ., bt = (0, . . . , 0, 1) represent an
additive basis of R.
Remark 4.3. Note that the ring R is not necessarily isomorphic to the product Zn1 × ⋯ × Znt
since multiplication is defined differently. However, if the basis representation satisfies
ci,j,k

⎧
⎪
⎪1, i = j = k
=⎨
⎪
⎪
⎩0, else

then such an isomorphism exists. Indeed, the basis representation of R essentially corresponds
to the canonical representation Zn1 × ⋯ × Znt . As a special case, we obtain R = Zn by setting
n1 = n and t = 1.

The size of this representation is bounded by O ((log ∣R∣)3 ). Thus, choosing the basis representation for general finite commutative rings might be of interest for cryptographic purposes.
However, the integers ni — which need to be known — are factors of the characteristic n. Hence,
in the following we only need to consider the case where all ni are equal to the characteristic
n, since otherwise at least one of the ni is a non-trivial factor of n and thus the representation
would not hide the factorization of n. Theorem 4.13 formulates our reduction for this case.
Theorem 4.13. Let R = (n1 , . . . , nt , (ci,j,k )1≤i,j,k≤t ) be a finite commutative unitary ring of
characteristic n in basis representation such that n1 = ⋯ = nt = n. Let A be an algorithm for the
BBRE problem that performs at most m ≤ ∣R∣ operations on Rσ and solves the BBRE problem
with probability ǫ. Then there is an algorithm B having white-box access to A that finds a factor
of n with probability at least
ǫ − n1
(m + t + 2)(m + t + 1)

by running A once and performing an additional amount of O ((m + t)2 ) random choices and
O (m(m + t)2 ) operations on R as well as O ((m + t)2 ) gcd-computations on log2 (n)-bit integers.
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Proof. Let n = ∏ki=1 pei i be the prime power decomposition of n. Then according to Theorem 4.1
R can be decomposed into a direct product R1 × ⋯ × Rk of rings such that each Ri has characteristic pei i . For 1 ≤ i ≤ k let ψi ∶ R → Ri denote the surjective homomorphism projecting R to
the i-th component Ri .

From Theorem 4.2, we know that there is an algorithm B ′ returning a list Z of elements from R
(in basis representation) that contains an element b such that ψi (b) = 0 ∈ Ri and ψj (b) ≠ 0 ∈ Rj
(for some i ≠ j) with probability at least
ǫ−

1
∣R∣

(m + t + 2)(m + t + 1)

≥

ǫ − n1
.
(m + t + 2)(m + t + 1)

It remains to show that the basis representation of an element b projecting to zero in a component
Ri and not to zero in a component Rj indeed reveals a factor of n. Let
r = (r1 , . . . , rt ),

where ri ∈ Zn , denote the basis representation of b. Then we have r ≡/ (0, . . . , 0). Furthermore,
let I ∶= {i ∣ ψi (b) ≠ 0 ∈ Ri } and ρ ∶= ∏i∈I pei i . The integer ρ is a multiple of char(Ri ) and thus
we obtain ψi (ρ∆(a)) = 0 ∈ Ri for each i ∈ I. Hence, ρ∆(a) is equal to the zero element in the
ring R which would lead to the basis representation
ρr = (ρr1 , . . . , ρrt ) ≡ (0, . . . , 0) .

Furthermore, we have ρ ≠ char(R) = n (since j ∈/ I) and so ρ 1R is not zero in R. From that,
we can observe that each non-zero component rk must already be a zero divisor in Zn and so
computing gcd(rk , n) yields a factor.

Our algorithm B runs B ′ as a subalgorithm and computes gcd(f (b), n) for all b ∈ Z, where f (b)
denotes the first non-zero component of the basis representation (r1 , . . . , rt ) of b. Consequently,
the success probability of B equals that of B ′ and B performs O ((m + t)2 ) gcd-computations in
addition to the operations required by B ′ .

4.7

Extending our Reduction to Product Rings

Our reduction naturally extends to product rings where at least one component ring is given in
a representation already covered by Theorems 4.12 and 4.13. Note that in the following theorem
the integer n is not necessarily the characteristic of the product ring R.
Theorem 4.14. Let R ∶= R1 × ⋯ × Rℓ be the direct product of finitely many rings where R1 =
Zn [X1 , . . . , Xt ]/J or R1 = (n1 , . . . , nt , (ci,j,k )1≤i,j,k≤t ). Let the integer n consist of at least two
different prime factors, let n1 = ⋯ = nt = n, and let the ideal J be given by a Gröbner basis
G = {g1 , . . . , gs }. Let A be an algorithm for the BBRE problem that performs at most m ≤ ∣R∣
operations on Rσ . Assume that A solves the BBRE problem with probability ǫ. Then there is
an algorithm B having white-box access to A that finds a factor of n with probability at least
ǫ − n1
(m + t + 2)(m + t + 1)

by running A once and performing an additional amount of O ((m + t)2 ) random choices and
O (m(m + t)2 ) operations on R1 as well as O ((m + t)2 + s) gcd-computations on log2 (n)-bit
integers (where s = 0 if R1 is not given in polynomial representation).
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Proof. Given σ(x) ∈ Rσ where x = (x1 , . . . , xℓ ) is randomly chosen from R = R1 × ⋯ × Rℓ the
algorithm A finds x, i.e., all components x1 , . . . , xℓ , with probability ǫ. Thus, given σ(x) it
outputs an element (y1 , . . . , yℓ ) such that y1 = x1 with probability at least ǫ. Furthermore,
observe that choosing an element x uniformly at random from R means to choose each component xi uniformly at random from Ri . Thus, informally speaking, A solves the BBRE problem
over each component ring separately. Hence, we can simply apply the ideas from the proofs of
Theorems 4.2, 4.12, and 4.13 to this case, i.e., to the component R1 .

More precisely, we can extend our reduction algorithm B ′ from Theorem 4.2 to work in this
setting. We just need to generalize the description of the original and the simulation game
(in the corresponding proof) to product rings (which is a straightforward task) except for one
modification: instead of making the computation in the simulation game independent of x, i.e.,
all components x1 , . . . , xℓ , we make it only independent of the component x1 . That means, when
determining encodings, the simulation oracle Osim still evaluates polynomials over R2 , . . . , Rℓ
with the given inputs x2 , . . . , xℓ exactly as O ′ does and only chooses new random elements
for evaluating polynomials over R1 . In this way, only the modification over R1 can lead to a
difference in the behavior of Osim and O ′ and so we can define the event of a simulation failure
as before.
The success probability of A in the simulation game is upper bounded by the probability that it
outputs x1 which is at most n1 . The probability of a simulation failure can be bounded exactly
as before.

Similarly, the algorithm B ′ runs A on some instance of the BBRE problem over R and records
the sequence of queries. The corresponding difference polynomials can be seen as polynomials
over R1 and so B ′ does the same steps as usual on R1 . Depending on the representation of R1 ,
we then use the factoring algorithm B described in the proof of Theorem 4.12 or Theorem 4.13.
Hence, we conclude that we obtain the same relation between the success probability of A and
B and the same number of additional operations B performs as in the simple cases.

4.8

Implications for General Rings

In this section we like to clarify the implications of our result to general finite commutative
rings with unity. Our reduction seems to apply to any representation of such a ring R that does
not immediately reveal a factor of the characteristic of R and allows for efficient computations,
as explained in the following.
There are essentially three ways to represent a finite commutative ring [AS05], namely the
table representation, the basis representation, and the polynomial representation. Using the
table representation for a ring R means to represent R by an addition and multiplication table
which leads to a space complexity of O (∣R∣2 ). Hence, considering ring sizes of cryptographic
interest this type of representation can be immediately excluded from the list of interesting
representations.
We considered the basis representation of a ring in Section 4.6 and provided a reduction for all
cases where the representation itself does not immediately leak a factor of the ring characteristic.
A reduction for rings in polynomial representation was given in Section 4.5. Unfortunately, to
make our reduction work for this representation the ideal J must not be given by an arbitrary
basis but a Gröbner basis. If we are given a basis other than a Gröbner, we theoretically
could compute a Gröbner basis from this input using a variant of Buchberger’s algorithm for
Noetherian rings [WL94] (or corresponding variants of Faugere’s F4 [Fau99] or F5 [Fau02]
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algorithm). However, for Gröbner basis algorithms one still does not know an upper bound
on their running times (even in the case when the coefficient space is a field). The work due
to Mayr and Meier [MM82] implies that there are instances where constructing such a basis
O(t)
takes time in the order of 22 , where t is the number variables. Thus, we cannot supply the
factoring algorithm described in our reduction with an arbitrary basis of the ideal J and let
it first compute a Gröbner basis, since there are cases where this computation easily exceeds
the time needed to factor n directly using the GNFS. So the reduction would be meaningless.
Hence, our result only holds for families of rings in polynomial representation where a Gröbner
basis for J is given or known to be efficiently computable.

This is the “bad” news. The “good” news is that in order to be able to perform equality checks
between ring elements in this representation efficiently — which corresponds to solving instances
of the ideal membership problem (e.g., see [CLO07]) — there is currently no other way than
providing a Gröbner basis for the ideal J . However, we note that apparently there are rings
where this representation does not allow for efficient computations (e.g., because J cannot be
efficiently represented by a Gröbner basis).

4.9

Conclusions and Future Work

For a large class of rings R we have shown that any efficient algorithm solving the blackbox extraction problem over R can be converted into an efficient algorithm finding a factor
of char(R). Note that currently it is unknown if this also holds in general for the opposite
direction, i.e., if there exists a polynomial-time reduction from black-box extraction over R to
factoring char(R).
Our results supplement the works by Boneh and Lipton [BL96] and Maurer and Raub [MR07]
who provided subexponential-time algorithms for black-box extraction over finite fields. We
show that there are no algorithms being more efficient in the case of finite rings provided that
factoring the ring characteristic takes subexponential time. In this context, it is noteworthy
that only in the case of Zn with n being a square-free integer, a subexponential-time black-box
ring extraction algorithm is actually known [BL96]. Moreover, note that even if the factors of
n are given, the running time of this algorithm is still of this order. This result can be viewed
(only) as a subexponential-time reduction from black-box extraction over Zn (with a squarefree n) to factoring n. If n is divisible by the square of a large prime, a result by Maurer and
Wolf [MW98] implies that no polynomial-time and no subexponential-time algorithms for blackbox extraction over Zn exist. It is an interesting open question whether the results in [BL96]
and [MW98] can be extended to more general rings like those considered in this thesis.
The reduction we provided for Zn implies that the DL and the DH problem cannot be generically
equivalent over cyclic groups of order n unless factoring n is easy. In this way, we complement
the pioneering work on this equivalence by Maurer and Wolf (see [MW99] for a summary) and
prove the validity of a conjecture posed by Wolf in his PhD thesis [Wol99, p. 247]. Furthermore,
our reduction, especially for more general rings than Zn , raise the hope that ring-homomorphic
encryption schemes secure under the factorization assumption might be constructible over certain rings.
We leave the following extensions of our result as future work: Considering the polynomial
representation of rings, it is an interesting open question if it is possible to provide a reduction
from factoring to BBRE without relying on Gröbner bases. More precisely, the question is
whether it is already sufficient to have some, not further specified way to check equalities
between group elements efficiently. Another meaningful add-on would be to show an efficient
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reduction in the case that the black-box model additionally provides an operation computing
multiplicative inverses. For Zn this can easily be done by following our approach in [JR07].
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Chapter 5

Sufficient Conditions for
Intractability over Black-Box Groups
The generic group model is a valuable methodology for analyzing the hardness of novel computational problems introduced to cryptography. In this chapter we identify criteria that guarantee
the hardness of generalized DL and DH problems in an extended black-box group model where
algorithms are allowed to perform any operation representable by a polynomial function. Assuming our conditions are satisfied, negligible upper bounds on the success probability of such
algorithms are provided. As useful means for the formalization of definitions and conditions we
explicitly relate the concepts of generic algorithms and straight-line programs.
Part of the work presented in this chapter has been jointly done with with Gregor Leander,
Alexander Dent, Endre Bangerter, and Ahmad-Reza Sadeghi and was published in [RLB+ 08].

5.1

Introduction

When making new intractability assumptions it is, loosely speaking, considered to be good
practice to prove the underlying problem to be hard in the generic model. Many novel assumptions rely on more complex algebraic settings than standard assumptions like the DL, DH
or root assumption. They involve multiple groups and operations on group elements beyond
the standard ones. Examples are the numerous assumptions based on bilinear mappings (e.g.,
see [BF01, BB04a, Yac02]). We refer to Section 2.1 for a brief definition of such mappings. For
an adequate analysis of computational and decisional problems over such algebraic settings and
their proper reflection, the basic generic group model needs to be extended. For instance, in
the case of the bilinear Diffie-Hellman problem [BF01], the model is extended to two (or three)
groups and the set of operations a generic group algorithm may perform additionally contains
an operation computing the bilinear map between these groups.1
As a result, one ends up with various flavors of the black-box group model. Since the properties
ensuring generic hardness had not been well-studied and formalized before this work, for each
novel problem an entire hardness proof had to be done from scratch. This can easily become
a complicated and cumbersome task since a rigorous and complete proof in the generic model
is quite technical. In fact, the proofs are often only sketched or even entirely omitted in the
literature.
1
Informally speaking, the BDH problem over two groups is as follows: Given two finite cyclic groups G1 , G2
of the same order with a bilinear map e ∶ G2 × G2 → G1 and group elements g2 , g2x1 , g2x2 , g2x3 , the challenge is to
compute e(g2 , g2 )x1 x2 x3 .

67

Chapter 5. Sufficient Conditions for Intractability over Black-Box Groups

Our contributions to this field are as follows: In a nutshell, we introduce comprehensive classes
of computational problems and identify the core aspects making these problems hard in the
generic model. We provide a set of conditions which, given the description of a cryptographic
problem, allow to easily check whether the problem at hand is intractable with respect to generic
algorithms performing certain operations. In this way we aim at (i) providing a useful tool
to structure and analyze the rapidly growing set of cryptographic assumptions as motivated
by Boneh [Bon07] and (ii) making the first steps towards automatically checkable hardness
conditions in the generic model.
More concretely, we formalize quite general classes of computational problems over known order
groups, we call DL-type and DH-type problems. Numerous cryptographic problems currently
known are covered by these classes and, due to their broadness, we expect that many future
computational problems will also comply with them. A considerable list of covered problems is
given in Section 5.3. In particular, we also support problems like the w-strong Bilinear DiffieHellman problem [BB04b] where an algorithm is asked to output an element being described
by a rational function.
We show the existence of conditions which, in the generic group model, are sufficient for the
hardness of DL-type and DH-type problems. An important issue to point out is that we do not
just consider the basic generic group model, i.e., where an oracle provides operations to apply the
group law and compute inverses. Rather, we consider a broader and more flexible variant where
one can additionally make available a rich class of operations. Examples of such operations are
multilinear mappings, arbitrary homomorphisms between groups and also oracles solving other
computational or decisional problems. Correspondingly, our conditions not only consider the
computational problem at hand but also explicitly the operations that are available. We were
able to derive non-trivial (generic) bounds for all problems and sets of operations satisfying our
conditions.
In this context, we explore and formalize, for the first time, the relationship of generic algorithms
and straight-line programs which are non-probabilistic algorithms performing a static sequence
of operations on their inputs without branching or looping. The concept of SLPs is widely-used
in computational algebra and also proved its usefulness in the area of cryptography (see, e.g.,
[BV98, Bro06]). Note that we also applied results for SLPs in the proofs of Chapters 3 and 4.
However, the connection between SLPs and generic group algorithms has not been explicitly
analyzed before this work.
The following work is related to our approach: In [Kil01] the author analyzes a generalization of
the Diffie-Hellman problem, the P -Diffie-Hellman problem: given group elements (g, g x1 , g x2 )
the challenge is to compute g P (x1 ,x2 ) , where P is a (non-linear) polynomial and g is a generator
of some group G. Besides other results, it is shown there that this computational problem as
well as its decisional variant (i.e., distinguishing g P (x1 ,x2 ) from a random element a ∈r G) are
hard in the standard generic group model.
Recently, another general problem class has been introduced in [BBG05b] to cover DH related
problems over bilinear groups. The authors show that decisional problems belonging to this
class which satisfy a certain condition are hard in a generic bilinear group setting.
An interesting work by Maurer [Mau05] presents an abstract model of computation, which
generalizes the generic model. This model captures so-called extraction, computation and distinction problems. In contrast to our framework, this model does not cover the case of multiple
groups. Maurer proves lower bounds on the computation complexity for several specific examples within this setting, however the paper does not give sufficient nor necessary conditions for
the hardness of problem classes in the framework.
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Recent work by Bresson et al. [BLMW07] independently analyzes generalized decisional problems over a single prime order group in the plain model. They showed that under several restrictions a so-called (P, Q)-DDH problem is efficiently reducible to the decisional Diffie-Hellman
(DDH) problem (i.e., the problem of distinguishing g x1 x2 ∈ G and a ∈r G, given g, g x1 , g x2 ∈ G).
This result has also some consequences for the hardness of the computational variant of this
problem class in the generic group model: Since DDH is known to be hard in the standard
generic group model, also a (P, Q)-DDH problem (over a single prime order group) satisfying
the restrictions is hard and thus the respective computational version of this problem. However,
one important requirement for applying their results is that the P and Q polynomials describing
the problem need to be power-free, i.e., variables are only allowed to occur with exponents being
equal to zero or one. This is not a necessary condition for a computational problem to be hard
in the black-box group model (e.g., consider the square-exponent problem [SS01]) and excludes
a large class of problems.
To summarize, the works cited above consider quite restricted classes of cryptographic problems and/or fixed algebraic settings. For instance, the w-strong family of problems is covered
by neither approach. Our framework is much more flexible: we provide sufficient hardness
conditions for large classes of DL- and DH-type problems defined over multiple groups that are
not necessarily of prime order. Moreover, in contrast to existing solutions our conditions take
variable sets of operations into account.
The remainder of this chapter is structured as follows. Section 5.2 introduces additional notation
required for our formalizations. In Section 5.3 we define the classes of computational problems
under consideration. Section 5.4 introduces our extended black-box (multi-) group model based
on Shoup’s model. In particular, we define the notion of a generic operation set as well as
a problem’s intractability against generic algorithms only allowed to perform operations from
this set. Section 5.5 presents abstract hardness conditions linking the concepts of generic group
algorithms and SLPs. Loosely speaking, we show that a problem is intractable with respect
to generic algorithms if (i) not too much information about the secret choices is leaked due to
equality relations between computable group elements (leak-resistance) and (ii) the considered
problem is not solvable in a trivial way (SLP-intractability). In Section 5.6 we introduce easily
checkable conditions ensuring leak-resistance and SLP-intractability. Additionally, concrete
bounds quantifying these characteristics are given. Finally, Section 5.7 extends our framework
in different directions. We describe how the conditions can be used to prove the non-existence of
generic reductions thereby adding operations implementing decision oracles to the framework.
Furthermore, we extend our basic problem class definition from Section 5.3 as well as our
conditions in order to cover the w-strong problem family. Finally, in Section 5.8 we draw some
conclusions.

5.2

Laurent Polynomials and Further Notation

Throughout this chapter, we are concerned with multivariate Laurent polynomials over the
ring Zn . Informally speaking, Laurent polynomials are polynomials whose variables may also
have negative exponents. More precisely, a Laurent polynomial P over Zn in indeterminates
X1 , . . . , Xℓ is a finite sum
P = ∑ aα1 ,...,αℓ X1α1 ⋅ ⋯ ⋅ Xℓαℓ ,

69

Chapter 5. Sufficient Conditions for Intractability over Black-Box Groups

where aα1 ,...,αl ∈ Zn and αi ∈ Z. The set of Laurent polynomials over Zn forms a commutative
unitary ring with the usual addition and multiplication (where the equality Xj−ℓ Xjℓ = 1 holds).
For a non-zero Laurent polynomial P we define its (absolute) total degree by
deg(P ) = max {∑ ∣αi ∣ ∣ aα1 ,...,αl ≡/ 0 mod n} .
i

Furthermore, by Ln (where 0 ≤ c ≤ l) we denote the subring of Laurent polynomials over Zn
where only the variables Xc+1 , . . . , Xℓ may appear with negative exponents. Note that for any
(ℓ,c)
P ∈ Ln and x = (x1 , . . . , xℓ ) ∈ Zcn ×(Z∗n )ℓ−c the evaluation P (x), where we set X1 = x1 , . . . , Xℓ =
xℓ in P , is well-defined.
(ℓ,c)

In the following we denote the class of univariate polynomials in x with non-negative integer
coefficients by poly(x). We use this class to describe the asymptotic behavior of polynomial
degrees and runtime functions.

5.3

Problem Classes: DL-type and DH-type Problems

In this section we formally define the classes of computational problems under consideration.
In order to get the key ideas of our formalization, we start with an informal and simplified
description of an important class of computational problems over a single (known order) group.
Such problems often comply to the following general form: Let G be a finite cyclic group with
corresponding generator g. Then given a tuple (a1 , . . . , az ) of (public) elements from G which
r
are related to some secret random choices x = (x1 , . . . , xℓ ) ← Zℓ∣G∣ , the challenge is to compute
some element a ∈ G (DH-type problem) or some discrete logarithm x ∈ Z∣G∣ (DL-type problem)
which is also related to x. The relation between x and a public element aj belonging to a
problem instance can be represented by a function of the form
f ∶ Zℓ∣G∣ → Z∣G∣ .
That means, we have aj = g f (x) . Similarly, the relation between the solution a ∈ G resp. x ∈ Z∣G∣
and x can be specified by such a function. In this work, we restrict ourselves to functions given
by Laurent polynomials. As an example, consider the description of the DH problem: Given
(a1 = g 1 , a2 = g x1 , a2 = g x2 ) ∈ G3 , where x = (x1 , x2 ) ∈U Z2∣G∣ the challenge is to compute the
element a = g x1 x2 . Thus, the relational structure between x and the public group elements can
be captured by polynomials 1, X1 , X2 . The relation to the solution is given by the polynomial
X1 X2 .
Definition 5.1 generalizes this approach to the case of multiple groups and mixed secret choices
over Zn and Z∗n . The former is required to include the important class of problems over bilinear
(and more generally, multilinear) groups while the latter is necessary to include the class of
so-called exponent inversion problems. For our formalization we adapted and extended the
framework in [SS01].
Definition 5.1 (DL-/DH-type problem). A DL-/DH-type problem P is characterized by
∎

A tuple of parameters

Param P = (k, ℓ, c, z)

consisting of some constants k, ℓ ∈ N, c ∈ N0 where c ≤ ℓ and a polynomial z ∈ poly(x).
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∎

A structure instance generator SIGenP (κ) that on input of a security parameter κ outputs
a tuple of the form
((G, g, n), (I, Q)) ,
where
◻

◻

(G, g, n) denotes the algebraic structure instance consisting of descriptions of cyclic
groups G = (G1 , . . . , Gk ) of order n and corresponding generators g = (g1 , . . . , gk ),
(I, Q) denotes the relation-structure instance consisting of the input polynomials
(ℓ,c)
(ℓ,c)
I = (I1 , . . . , Ik ), with Ii ⊂ Ln , ∣Ii ∣ ≤ z(κ), and the challenge polynomial Q ∈ Ln .

Then a problem instance of P consists of a structure instance ((G, g, n), (I, Q)) ← SIGenP (κ)
as well as group elements
P (x)
gI(x) = (gi
∣ P ∈ Ii , 1 ≤ i ≤ k) ,
r

where x ← Zcn × (Z∗n )ℓ−c are secret values. Given such a problem instance, the challenge is to
compute
⎧
⎪
⎪Q(x), for a DL-type problem
.
⎨ Q(x)
⎪
,
for
a
DH-type
problem
g
⎪
1
⎩
r

Numerous computational problems of cryptographic interest fall into the class of DL-type and
DH-type problems. Examples are problems such as the DLP, DHP, a variant of the representation problem [SS01], generalized DHP [SS01], GAP-DHP [OP01], square and inverse exponent
problem [SS01], divisible DHP [BDZ03], w-weak DHP [Che06], bilinear DHP [BF01], w-bilinear
DH inversion problem [BB04a], w-bilinear DH exponent problem [BBG05a], co-DHP [BGLS03],
co-bilinear DHP [BF01], bilinear pairing inversion problem [Yac02] and many more. In Section 5.7.2 we extend our definitions and conditions to also include problems like the w-strong
DH and w-strong BDH problem [BB04b] where the challenge is specified by a rational function.
As an illustration of the definition, we consider several problems in more detail.
Example 5.1. [Discrete Logarithm Problem] For the DL problem we have parameters
Param DL = (1, 1, 1, 2)
and a structure instance generator SIGenDL that on input κ returns
((G = G1 , g = g1 , n), (I = I1 = {1, X1 }, Q = X1 )) .
Note that we have the “same” input polynomials and challenge polynomial for all κ and
random coins of SIGenDL . A problem instance of the DL problem additionally comprises
group elements
P (x)
(g1
∣ P ∈ {1, X1 }) = (g1 , g1x1 ) ,

where x = x1 ← Zn , and the task is to compute Q(x) = x1 .
r

Example 5.2. [Computational Diffie-Hellman Problem] For the DH problem we have parameters
Param DH = (1, 2, 2, 3)
and a structure instance generator SIGenDH that on input κ returns
((G = G1 , g = g1 , n), (I = I1 = {1, X1 , X2 }, Q = X1 X2 )) .
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Again, we always have the “same” input polynomials and challenge polynomial. A problem
instance additionally comprises group elements
(g1

P (x)

∣ P ∈ {1, X1 , X2 }) = (g1 , g1x1 , g1x2 ) ,

where x = (x1 , x2 ) ← Z2n , and the task is to compute g1
r

Q(x)

= g1x1 x2 .

Example 5.3. [w-Bilinear Diffie-Hellman Inversion Problem] For the w-BDHI problem we
have parameters
Param w-BDHI = (3, 1, 0, w + 1)

and a structure instance generator SIGenw-BDHI that on input κ returns
((G = (G1 , G2 , G3 ), g = (g1 , g2 , g3 ), p), (I = (I1 = {1}, I2 = {1, X11 , . . . , X1

w(κ)

}, I3 = {1}), Q = X1−1 ))

such that p is a prime, there exists a non-degenerated, efficiently computable bilinear mapping e ∶ G2 × G3 → G1 with e(g2 , g3 ) = g1 and an isomorphism ψ ∶ G2 → G3 with ψ(g2 ) = g3 ).
Note that the number of input polynomials in I2 grows with the security parameter. A
problem instance additionally comprises group elements
(gi

P (x)

∣ P ∈ Ii , 1 ≤ i ≤ 3) = (g1 , g2 , g2x1 , . . . , g2 1

w(κ)

x

where x = x1 ← Z∗n , and the task is to compute g1
r

Q(x)

, g3 ) ,

= g1 1 .
x−1

In the remainder of this chapter, we are often interested in individual parts of the output of
r
SIGenP . To this end, we introduce the following simplifying notation: By ∗ ← SIGen∗P (κ), where
∗ is a wildcard character, we denote the projection of SIGen’s output to the part ∗. For instance,
r
(n,I,Q)
(κ) denotes the projection of the output to the triple consisting of the
(n, I, Q) ← SIGenP
group order, the input polynomials, and the challenge polynomial. Furthermore, as generally
introduced in Section 2.2, by [SIGen∗P (κ)] we denote the set of all possible outputs ∗ for a given
fixed security parameter κ.2

5.4

Extending Shoup’s Generic Group Model

We need a slightly more flexible definition of the black-box group model than Shoup’s standard
model since we consider large classes of problems with varying algebraic setting which refers to
the underlying algebraic groups and operations available on these groups. Thus, also the generic
group setting needs to take the varying number of groups and their structures into account.
To make the results in the black-box model as strong as possible the operations made available
should closely correspond to those of the algebraic setting in the plain model. That means the
generic algorithms considered in our model should be allowed to apply all operations that are
known to be efficiently computable in this algebraic setting and do not make intrinsic use of
the encoding of group elements.
2
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5.4.1

Generic Operations

Given a problem and its underlying algebraic setting, we call the operations being made available
in the black-box group model the (generic) operation set of the problem. In the following we
formally define the notion of an operation set and describe what operations can be part of it.
For our framework we restrict to consider operations of the form
○ ∶ G s1 × ⋯ × G su → G d
(a1 , . . . , au ) ↦ ○(a1 , . . . , au )

where u ≥ 1, s1 , . . . , su , d ∈ {1, . . . , k} are some fixed constants (that do not depend on κ).
Furthermore, we demand that the operation ○ can be represented by a fixed polynomial. That
means, there exists a fixed F ∈ Z[Y1 , . . . , Yu ] (also not depending on κ) such that for any
generators g1 , . . . , gu , gd given as part of a problem instance hold
○(a1 , . . . , au ) = gd

F (y1 ,...,yu )

where a1 = g1y1 , . . . , au = guyu . For instance, the bilinear mapping e ∶ G2 × G3 → G1 which is part
of the algebraic setting of the w-BDHIP is such an operation: for any g2 , g3 and g1 = e(g2 , g3 )
F (y ,y )
it holds that e(a1 , a2 ) = e(g2y1 , g3y2 ) = g1 1 2 where F = Y1 Y2 . In fact, to the best of our
knowledge, virtually any deterministic operation considered in the context of the generic group
model in the literature so far belongs to this class of operations. In Section 5.7.1 we extend the
definition of an operation set to additionally include decision oracles.

We represent an operation of the above form by a tuple (○, s1 , . . . , su , d, F ), where the first
component is a symbol serving as a unique identifier of the operation. The set of allowed
operations can thus be specified by a set of such tuples as done in Definition 5.2. In the following
we may assume that an operation set always contains at least operations for performing the
group law and inversion of group elements (for each group).
Definition 5.2 (Operation Set). An operation set Ω is a finite set of tuples of the form
(○, s1 , . . . , su , d, F ), where the components of these tuples are defined as above.
Example 5.4. [Operation Set for w-BDHIP] The operation set Ω = {(○1 , 1, 1, 1, Y1 + Y2 ),
(○2 , 2, 2, 2, Y1 + Y2 ), (○3 , 3, 3, 3, Y1 + Y2 ), (inv 1 , 1, 1, −Y1 ), (inv 2 , 2, 2, −Y1 ), (inv 3 , 3, 3, −Y1 ),
(ψ, 2, 3, Y1 ), (e, 2, 3, 1, Y1 ⋅ Y2 )} specifies operations for performing the group law (○i ) and
inversion (inv i ) over each group as well as the isomorphism ψ ∶ G2 → G3 and the bilinear
map e ∶ G2 × G3 → G1 .

5.4.2

Generic Group Algorithms and Intractability

In this section, we formally model the notion of black-box group algorithms for our setting. We
adapt Shoup’s standard generic group model [Sho97b] for this purpose. Note that there are
many similarities to the black-box ring model seen in the previous chapters.

Let Sn ⊂ {0, 1}⌈log2 (n)⌉ denote a set of bit strings of cardinality n and Σn the set of all bijective
r
functions from Zn to Sn . Furthermore, let σ = (σ1 , . . . , σk ) ← Σkn be a k-tuple of randomly
chosen encoding functions for the groups G1 , . . . , Gk ≅ Zn , i.e., for each 1 ≤ i ≤ k
σi ∶ Zn → Sn
is a bijective encoding function assigning elements from Zn to bit strings.
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A generic algorithm A in our setting is a probabilistic algorithm that is given access to a
black-box (multi-) group oracle OΩ allowing A to perform operations from Ω on encoded group
elements. Since any cyclic group of order n is isomorphic to (Zn , +), we will always use Zn with
generator 1 for the internal representation of a group Gi . As internal state OΩ maintains two
(ℓ,c)
types of lists namely element lists L1 , . . . , Lk , where Li ⊂ Ln , and encoding lists E1 , . . . , Ek ,
where Ei ⊂ Sn . For an index j let Li,j and Ei,j denote the j-th entry of Li and Ei , respectively.
Each list Li is initially populated with the corresponding input polynomials given as part of
a problem instance of a DL-/DH-type problem P, i.e., Li = (P ∣ P ∈ Ii ) (and the polynomials
P are taken from Ii in some fixed publicly known order). A list Ei contains the encodings of
the group elements corresponding to the entries of Li , i.e., Ei,j = σi (Li,j (x)). Ei is initialized
with Ei = (σi (P (x)) ∣ P ∈ Ii ). A is given (read) access to all encoding lists. In order to
be able to perform operations on the randomly encoded elements, the algorithm may query
OΩ . Let (○, s1 , . . . , su , d, F ) be an operation from Ω. Upon receiving a query (○, j1 , . . . , ju ),
where j1 , . . . , ju are pointers into the encoding lists Es1 , . . . , Esu , the oracle computes P ∶=
F (Ls1 ,j1 , . . . , Lsu ,ju ), appends P to Ld , and σd (P (x)) to the encoding list Ed . After having
issued a number of queries, A eventually provides its final output. In the case that P is a
DL-type problem, we say that A has solved a problem instance of P if its output a satisfies
Q(x) − a ≡ 0 mod n. In the case that P is a DH-type problem, A has solved the problem instance
if it outputs σ1 (a) satisfying Q(x) − a ≡ 0 mod n.
Let a DL-/DH-type problem over cyclic groups G1 , . . . , Gk of order n be given. We can write
the group order as n = pe ⋅ s with gcd(p, s) = 1 where p be the largest prime factor of n. Then
for each i it holds that
Gi ≅ Gi

(pe )

(pe )

(s)

× Gi

(s)

where Gi
and Gi are cyclic groups of order pe and s, respectively. It is easy to see that
for a generic group algorithm solving an instance of a DL-/DH-type over groups Gi of order
(pe )
(s)
n is equivalent to solving it separately over the subgroups Gi
and the subgroups Gi . In
(s)
particular, the inputs, the generic operations, and a solution over Gi are of no help to find
e
(p )
a solution over Gi . Thus, computing a solution to a DL-type or DH-type problem over the
groups Gi is a least as hard for generic algorithms as computing a solution over the groups
(pe )
Gi
given only inputs over these subgroups. Hence, to assess the intractability of DL-/DHtype problems we can restrict to consider these problems over groups of prime power order. In
the following we always assume that SIGenP on input κ generates groups of prime power order
n = pe with p > 2κ and e > 0 as well as challenge and input polynomials over Zpe .
Our notion of a problem’s intractability against generic algorithms allowed to perform certain
operations Ω is formalized in Definition 5.4 and 5.5, respectively. Note that the two definitions
only differ with respect to the output of the generic algorithm. In our formalizations we consider
classes of generic algorithms exhibiting the same runtime where runtime is measured by the
number of oracle queries. This class is captured by Definition 5.3.
Definition 5.3 (q-GGA). A q-GGA is a generic group algorithm that for any κ ∈ N, it receives
as part of its input, makes at most q(κ) queries to the generic group oracle.
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Definition 5.4 (GGA-intractability of DL-type Problems). A DL-type problem P is called
(Ω, q, ν)-GGA-intractable if for all q-GGA A and κ ∈ N we have
Pr[Q(x) ≡ a mod n ∶

(n, I, Q) ← SIGenP
r

σ←
r

x←
r

Σkn ;
Zcn × (Z∗n )ℓ−c ;
OΩ

(κ);

(κ, n, I, Q, (σ1 (P (x)) ∣ P ∈ I1 ), . . . , (σk (P (x)) ∣ P ∈ Ik ))

a←A
r

(n,I,Q)

] ≤ ν(κ)

Definition 5.5 (GGA-intractability of DH-type Problems). A DH-type problem P is called
(Ω, q, ν)-GGA-intractable if for all q-GGA A and κ ∈ N we have
Pr[Q(x) ≡ a mod n ∶

(n, I, Q) ← SIGenP
r

σ ← Σkn ;

(n,I,Q)

r

(κ);

x ← Zcn × (Z∗n )ℓ−c ;
r

σ1 (a) ← AOΩ (κ, n, I, Q, (σ1 (P (x)) ∣ P ∈ I1 ), . . . , (σk (P (x)) ∣ P ∈ Ik ))
r

] ≤ ν(κ)

5.5

Abstract Hardness Conditions: Linking GGA- and SLPIntractability

Informally speaking, we will see that the grade of intractability of a DL-/DH-type problem with
respect to generic algorithms can be “measured by means of two quantities”:
(1) The probability of gaining information about the secret choices x in the course of a
computation by means of non-trivial equalities between group elements. This quantity is
called leak-resistance.
(2) The probability to solve problem instances using a trivial strategy, i.e., by taking actions
independently of (in)equalities of computed group elements and thus independent of the
specific problem instance. This quantity is called SLP-intractability.
For formalizing both quantities we make use of a generalized form of straight-line programs.
More precisely, we use the notion of SLP-generators given in Definition 5.6. It is important
to note that an SLP-generator is not given any group elements (which are part of a problem
instance) as input but is only aware of the relation-structure instance in terms of certain Laurent
polynomials.
Definition 5.6 ((Ω, q)-SLP-generator). A (Ω, q)-SLP-generator S is a probabilistic algorithm
(ℓ,c)
(ℓ,c)
that on input (κ, n, I, Q) where κ, n ∈ N, I = (I1 , . . . , Ik ) with Ii ⊂ Ln , and Q ∈ Ln , outputs
(ℓ,c)
lists (L1 , . . . , Lk ) where Li ⊂ Ln . Each list Li is initially populated with Li = (P ∣ P ∈ Ii ).
The algorithm can append a polynomial to a list by applying an operation from Ω to polynomials already contained in the lists, i.e., for an operation (○, s1 , . . . , su , d, F ) ∈ Ω and existing
polynomials P1 ∈ Ls1 , . . . , Pu ∈ Lsu the algorithm can append F (P1 , . . . , Pu ) to Ld . In this way,
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the algorithm may add up to q(κ) polynomials in total to the lists. Occasionally, we assume in
the following that the algorithm additionally outputs an element a ∈ Zn in the case of a DL-type
problem and a polynomial P ∈ L1 in the case of DH-type problem, respectively.
Let us first formalize the leak-resistance of a problem. When do group elements actually leak
information due to equality relations? To see this, reconsider the definition of the generic oracle
in Section 5.4.2 and observe that two encodings Ei,j and Ei,j ′ are equal if and only if the
evaluation Li,j − Li,j ′ (x) yields zero. However, it is clear that such an equality relation yields
no information about particular choices x if it holds for all elements of Zcn × (Z∗n )ℓ−c . Thus,
(ℓ,c)
denoting the ideal of Ln
containing all Laurent polynomials that are effectively zero over
c
∗ ℓ−c
Zn × (Zn ) by
I n = {P ∈ Ln(ℓ,c) ∣ ∀x ∈ Zcn × (Z∗n )ℓ−c ∶ P (x) ≡ 0 mod n}
(5.1)

an equality yields no information at all if (Li,j − Li,j ′ ) ∈ I n . Otherwise, a non-trivial collision
occurred and A learns that x is a modular root of Li,j − Li,j ′ .
By Definition 5.7 we capture the chance that information about the secret choices x is leaked
in the course of a computation due to non-trivial equalities between group elements. For this
purpose we can make use of (Ω, q)-SLP-generators since they generate all possible sequences
of polynomials that may occur as internal state of the generic oracle OΩ during an interaction
with an q-GGA.

Definition 5.7 (Leak-resistance). A DL-/DH-type problem P is called (Ω, q, ν)-leak-resistant
if for all (Ω, q)-SLP-generators S and κ ∈ N we have
Pr[∃i and P, P ′ ∈ Li s.t. (P − P ′ )(x) ≡ 0 mod n ∧ P − P ′ ∉ In ∶
(n, I, Q) ← SIGenP

(n,I,Q)

r

(κ);

(L1 , . . . , Lk ) ← S(n, κ, I, Q);
r

x ← Zcn × (Z∗n )ℓ−c
r

] ≤ ν(κ)

Now assume that no information about x can be gained. In this case, we can restrict to consider
algorithms applying trivial solution strategies to solve instances of a problem. That means, we
can restrict our considerations to the subclass of generic algorithms that, when fixing all inputs
except for the choice of x, always apply the same fixed sequence of operations from Ω and provide
the same output in order to solve an arbitrary problem instance. Thus, the algorithm actually
acts as a straight-line program in this case. More precisely, assuming the absence of non-trivial
collisions, we can show that a generic algorithm is essentially equivalent to an SLP-generator.
Definitions 5.8 and 5.10 formalize the chance of solving a DL-type or DH-type problem using
such a trivial way. For DL-type problems this essentially means the chance to blindly guess
Q(x).
Definition 5.8 (SLP-intractability of DL-Type Problems). A DL-type problem P is called
(Ω, q, ν)-SLP-intractable if for all (Ω, q)-SLP-generators S and κ ∈ N we have
Pr[Q(x) ≡ a mod n ∶

(n, I, Q) ← SIGenP
r

(n,I,Q)

(κ);

(a, L1 , . . . , Lk ) ← S(κ, n, I, Q);
r

x ← Zcn × (Z∗n )ℓ−c
r

] ≤ ν(κ)
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Definition 5.9 formulates the seemingly stronger notion of ν-non-triviality that is independent
of Ω and SLP-generators. Clearly, a DL-type problem P that is ν-non-trivial for some function
ν is also (Ω, q, ν)-SLP-intractable for any Ω and any q. While Definition 5.8 reflects what is
actually needed to prove GGA-intractability, our practical conditions presented in Section 5.6
ensures that a DL-type problem is ν-non-trivial where ν is a negligible function.
Definition 5.9 (Non-Triviality of DL-Type Problems). A DL-type problem P is called ν-nontrivial if for all (computationally unbounded) algorithms R that on input (κ, n, I, Q) output some
element a ∈ Zn and for all κ ∈ N we have
Pr[Q(x) ≡ a mod n ∶

(n, I, Q) ← SIGenP
r

(n,I,Q)

a ← R(κ, n, I, Q);
r

(κ);

x ← Zcn × (Z∗n )ℓ−c
r

] ≤ ν(κ)

For DH-type problems, we consider the probability to obtain Q(x) when evaluating the output
r
P of an q-SLP-generator with x ← Zcn × (Z∗n )ℓ−c . Remember that the SLP-generator cannot
simply output Q that is given as input to him, but the output P must be generatable from I
by only using (at most q) operations from Ω.
Definition 5.10 (SLP-intractability of DH-type Problems). A DH-type problem P is called
(Ω, q, ν)-SLP-intractable if for all (Ω, q)-SLP-generators S and all κ ∈ N we have
Pr[(P − Q)(x) ≡ 0 mod n ∶
(n, I, Q) ← SIGenP

(n,I,Q)

r

(κ);

(P, L1 , . . . , Lk ) ← S(κ, n, I, Q);
r

x ← Zcn × (Z∗n )ℓ−c
r

] ≤ ν(κ)

Finally, Theorem 5.1 relates GGA-intractability to leak-resistance and SLP-intractability.
Theorem 5.1 (GGA-intractability of DL-/DH-type Problems). If a DL-type problem is
(Ω, q, ν1 )-leak-resistant and (Ω, q, ν2 )-SLP-intractable then it is (Ω, q, ν1 + ν2 )-GGA-intractable.
If a DH-type problem is (Ω, q, ν1 )-leak-resistant and (Ω, q, ν2 )-SLP-intractable then it is
1
(Ω, q, 2κ −(q(κ)+z(κ))
+ ν1 + ν2 )-GGA-intractable.
Proof. We restrict to the more complex case of DH-type problems. The proof for DL-type
problems works analogously.
In the following we assume a DH-type problem P according to Definition 5.1 and an operation
set Ω according to Definition 5.2 are given. Considering a fixed operation set Ω, we denote the
corresponding generic oracle simply by O = OΩ . Furthermore, we consider an arbitrary but
fixed κ ∈ N and output
r
(n,I,Q)
(n, I, Q) ← SIGenP
(κ)

of the problem instance generator.

Let A be an arbitrary q-GGA. Let S denote the event that A on input

(κ, n, I, Q, (σ1 (P (x)) ∣ P ∈ I1 ), . . . , (σk (P (x)) ∣ P ∈ Ik )),
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where x ← Zcn ×(Z∗n )ℓ−c and σ ← Σkn , outputs an encoding s = σ1 (a) such that Q(x) − a ≡ 0 mod n.
We can split the success event S into the event S′ that A wins with an encoding that occurred
during computation, i.e., s ∈ E1 , and the event S′′ that A wins with a new encoding, i.e., s ∈/ E1 .
Since a new encoding is associated with an uniformly random element from Zn ∖ L1 we have
r

r

Pr[S′′ ] ≤

1
1
≤ κ
.
n − (q(κ) + z(κ)) 2 − (q(κ) + z(κ))

In the remainder of this proof we are concerned with bounding the probability of the event S′ .
From now on we assume that A always outputs an encoding contained in E1 .
Introducing a Simulation Game. Starting from the real game we first introduce an intermediate game before we specify the actual simulation game.

An Equivalent Oracle. Let us define an equivalent oracle, denoted by O ′ , by doing a slight
change to the original oracle O: instead of choosing the encoding functions σ up front, we
define them just-in-time, i.e., we apply the well-known lazy sampling technique. More precisely,
each time a new polynomial P should be appended to a list Li the following computation is
triggered to determine the encoding of P (x): O ′ checks if there exists any index 1 ≤ j ≤ ∣Li ∣
such that
(P − Li,j )(x) ≡ 0 mod n .
If this equation holds for some j, then the respective encoding Ei,j is appended to Ei again.
r
Otherwise, the oracle chooses a new encoding s ← Sn ∖ Ei and appends it to Ei . It is easy to
see that O ′ and O are equivalent, i.e., their behavior is perfectly indistinguishable.
The definition of success in this intermediate game is adapted accordingly: Let S∗ denote the
event that A outputs an encoding E1,j such that
(Q − L1,j )(x) ≡ 0 mod n .

Certainly, we have Pr[S∗ ] = Pr[S′ ].

The Simulation Oracle. Now we replace O ′ by a simulation oracle Osim . The simulation oracle
behaves exactly like O ′ except for the encodings of elements in order to be independent of x:
Each time a new polynomial P should be appended to some list Li , Osim checks whether there
exists an index 1 ≤ j ≤ ∣Li ∣ such that
P − Li,j ∈ I n
(5.2)

In other words, it checks if Li contains a polynomial Li,j that evaluates to the same value as
P for all possible choices and thus describes the same function as P . If this is the case, the
encoding Ei,j is appended to Ei again, where j is the smallest index for which Equation (5.2)
is satisfied. Observe that if this equation is satisfied for two different indices j and j ′ then we
also have Ei,j = Ei,j ′ . Thus, actually it does not matter which of the corresponding encodings
is taken if more than one polynomial matches. If Equation (5.2) cannot be satisfied, the oracle
r
Osim chooses a new encoding s ← Sn ∖ Ei and appends it to Ei .

In this way, the determined encoding and thus the behavior of Osim is independent of the
particular secret choices x given as input to it. Obviously, the applied modification also leads
to a behavior differing from that of O ′ in the case that there exists an index i and P, P ′ ∈ Li
such that
(P − P ′ )(x) ≡ 0 mod n ∧ P − P ′ ∈/ I n .

We denote this simulation failure event by F. Note that if and only if F occurs, the simulation
oracle computes different encodings for the same group element. The success event in the
simulation game is defined as before. We denote this event by Ssim .
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Remark 5.1. Note that the modification of the element encoding procedure differs from the
one applied in the previous proofs in the context of the black box ring model. The simulation
technique used here is deterministic in contrast to the previous ones. In particular, it does not
allow that different group elements are assigned to the same encoding. More precisely, we have
Ei,j = Ei,j ′ if and only if Li,j − Li,j ′ ∈ I n (and especially: Li,j (x) ≡ Li,j ′ (x) mod n).
It is easy to see that we have the following relationship between the considered events:
S∗ ∧ ¬F ⇐⇒ Ssim ∧ ¬F
That means, both games proceed identically unless a simulation failure occurs. Using this
relation we immediately obtain the desired upper bound on the success probability in the original
game in terms of the success probability and the failure probability in the simulation game:
Pr[S] = Pr[S′′ ] + Pr[S′ ]
1
≤ κ
+ Pr[S′ ]
2 − (q(κ) + z(κ))
1
= κ
+ Pr[S∗ ]
2 − (q(κ) + z(κ))
1
≤ κ
+ Pr[Ssim ] + Pr[F]
2 − (q(κ) + z(κ))

The last inequality follows from Lemma 2.1.

Bounding Probabilities in the Simulation Game. Remember that the behavior of Osim
is independent of the secret x. That means, assuming fixed random coins for Osim and A, the
r
simulation game proceeds identically for all possible choices of x ← Zcn × (Z∗n )ℓ−c . So the lists
of polynomials L1 , . . . , Lk maintained by Osim stay the same and A outputs the same encoding
E1,j for any x. In other words, A computes a straight-line program in this case. The choice
of A’s random tape can therefore be thought of as selecting an SLP from a set of alternatives.
Hence, assuming arbitrary but fixed random coins only for Osim (which are needed by the oracle
to sample encodings), A is equivalent to some (Ω, q)-SLP-generator. This is the key observation
for bounding the success and failure probability in the simulation game as done in the following.

Provided that the considered DH-type problem P is (Ω, q, ν1 )-leak-resistant there is a common
function ν1 bounding the probability of any (Ω, q)-SLP-generator in computing two polynomials
P, P ′ ∈ Li (for arbitrary 1 ≤ i ≤ k) such that
(P − P ′ )(x) ≡ 0 mod n ∧ P − P ′ ∈/ I n .

From this it follows immediately that ν1 also upper bounds the probability of a simulation
failure during an interaction of the q-GGA A and the simulation oracle Ssim , i.e.,
Pr[F] ≤ ν1 (κ) .

Similarly, assume that P is (Ω, q, ν2 )-SLP-intractable and let (P, L1 , . . . , Lk ) be the output of
an arbitrary (Ω, q)-SLP-generator. Then we know that the probability of P ∈ L1 in colliding
with the challenge polynomial, i.e.,
(Q − P )(x) ≡ 0 mod n ,

for x ← Zcn × (Z∗n )ℓ−c is upper bounded by ν2 . Thus, it follows that also the probability of A in
finding an encoding E1,j such that L1,j collides with Q is bounded by this function, i.e.,
r

Pr[Ssim ] ≤ ν2 (κ) .

This concludes the proof of our theorem.
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5.6

Practical Hardness Conditions

In this section, we present easily checkable conditions ensuring that a DH-type (DL-type) problem is (Ω, ν1 , q)-leak-resistant and (Ω, ν2 , q)-SLP-intractable (ν2 -SLP-intractable) with q being
polynomial and ν1 and ν2 being negligible functions in the security parameter. Reviewing
the corresponding definitions, we see that the probabilities ν1 and ν2 are closely related to the
probability of randomly picking roots of certain multivariate Laurent polynomials. Section 5.6.1
(ℓ,c)
shows that the probability of finding such a root is small for non-zero polynomials in Ln having low total absolute degrees. This observation is the main line along which we develop our set
of practical conditions. More precisely, in Section 5.6.2 we deduce upper bounds on the degree
of polynomials that can be generated from the input polynomials applying q operations from
Ω. Based on these bounds, we finally derive the conditions for leak-resistance in Section 5.6.3
and for SLP-intractability in Section 5.6.4 and 5.6.5.

5.6.1

The Probability to Pick a Root of a Laurent Polynomial

The following auxiliary lemmas provide the desired link between the degrees of a multivariate
Laurent polynomial and the probability of randomly picking one of its roots.
We start with Lemma 5.2 being an extended version of a Lemma by Shoup (cf. Lemma 2.22).
It upper bounds the probability of randomly picking a root over Zcn × (Z∗n )ℓ−c of a non-zero
multivariate polynomial in terms of its degree.
Lemma 5.2. Let p ∈ P be a prime, e ∈ N, and n = pe . Let P ∈ Zn [X1 , . . . , Xℓ ] be a non-zero
polynomial of total degree d. Then for 0 ≤ c ≤ ℓ we have
r

Pr

x←Zcn ×(Z∗n )ℓ−c

[P (x) ≡ 0 mod n] ≤

d
.
p−1

Proof. We can write the polynomial P as P = ps ⋅ R for some integer s ≥ 0 and polynomial
R ∈ Zpe [X1 , . . . , Xℓ ] such that R ≡/ 0 mod p and deg(R) = d. Since we assume that P ≡/ 0 mod pe
it follows that ps < pe . Let (x1 , . . . , xℓ ) ∈ Zℓpe be a root of the polynomial P . Then we have
pe ∣ P (x1 , . . . , xℓ ) ⇔ pe ∣ ps R(x1 , . . . , xℓ ). Since ps < pe it follows that pe−s ∣ R(x1 , . . . , xℓ ) and
thus R(x1 , . . . , xℓ ) ≡ 0 mod p. That means every root (x1 , . . . , xℓ ) ∈ Zℓpe of P over Zpe is also a
root of R over the prime field Zp . Thus, if (x1 , . . . , xℓ ) ∈ Zcn × (Z∗n )ℓ−c is a root of P modulo pe
then (x′1 , . . . , x′ℓ ) = (x1 mod p, . . . , xℓ mod p) ∈ Zcn × (Z∗n )ℓ−c is a root of R modulo p. A simple
consequence of a lemma by Schwartz (Lemma 1 in [Sch80]) tells us that R has at most
∣Zcn × (Z∗n )ℓ−c ∣

d
= dpc (p − 1)ℓ−c−1
∣Z∗p ∣

roots in Zcn × (Z∗n )ℓ−c modulo p. Thus, P has at most
dpc (p − 1)ℓ−c−1 p(e−1)ℓ
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roots in Zcn × (Z∗n )ℓ−c modulo pe . So we get
r

Pr

x←Zcn ×(Z∗n )ℓ−c

[P (x) ≡ 0 mod pe ] ≤
=

dpc (p − 1)ℓ−c−1 p(e−1)ℓ
pec (pe−1 (p − 1))ℓ−c

dpc p(e−1)ℓ
peℓ−ec−ℓ+c+ec (p − 1)

dp(e−1)ℓ+c
p(e−1)ℓ+c (p − 1)
d
=
.
p−1
=

Finally, Lemma 5.3 provides an upper bound on the probability of picking a root of a Laurent
polynomials of degree d. We make use of Lemma 5.2 to prove this result.
Lemma 5.3. Let p ∈ P be a prime, e ∈ N, and n = pe . Let P ∈ Ln , where 0 ≤ c ≤ ℓ, be a
non-zero Laurent polynomial of total absolute degree d. Then we have
(ℓ,c)

r

Pr

x←Zcn ×(Z∗n )ℓ−c

[P (x) ≡ 0 mod n] ≤

(ℓ − c + 1)d
.
p−1

Proof. Actually, we like to upper bound the probability of randomly picking a root of P by
applying Lemma 5.2. However, P is a Laurent polynomial and may exhibit negative exponents
in some variables preventing us from using this lemma directly. Therefore, let us consider the
polynomial
R ⋅ P, where R ∶= ∏ Xjd .
c<j≤ℓ

Since we have R(x) ∈ Z∗n , i.e., it is no zero-divisor, for all x ∈ Zcn × (Z∗n )ℓ−c , we know that R ⋅ P
has exactly the same roots as P (and is in particular a non-zero polynomial). Thus, we can
determine the probability for randomly picking a root of R ⋅ P instead.
Now observe that in the product polynomial R⋅P all variables only occur with positive exponents
and so it can be seen as a “regular” polynomial over Zn : by multiplying with R, a term of the
′
′
form Xj±d , where d′ ≤ d, occurring in P is reduced to the term Xjd±d . It is easy to see that the
total degree of the product polynomial is upper bounded by
d + (ℓ − c)d = (ℓ − c + 1)d .
Since R ⋅ P is not the zero polynomial we can apply Lemma 5.2 yielding
r

Pr

x←Zcn ×(Z∗n )ℓ−c

[P (x) ≡ 0 mod n] =
≤

r

Pr

x←Zcn ×(Z∗n )ℓ−c

[(R ⋅ P )(x) ≡ 0 mod n]

(ℓ − c + 1)d
.
p−1
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5.6.2

Representing Operation Sets as Graphs: Bounding Polynomial Degrees

We aim at formalizing the class of operation sets that only allow for a small raise of the degrees
of polynomials that can be generated by any (Ω, q)-SLP-generator. Remember, these are the
polynomials that can be generated from the input polynomials by applying operations from Ω
at most q(κ) times. Moreover, for this kind of operation sets concrete upper bounds on the
polynomial degrees should be derived.
To this end, we introduce a special type of graph, called operation set graph (Definition 5.11),
modeling an operation set and reflecting the corresponding raise of degrees.
Definition 5.11 (Operation Set Graph). An operation set graph G = (V, E) is a directed multiedge multi-vertex graph. There are two types of vertices, namely group and product vertices.
The vertex set V contains at least one group vertex and zero or more product vertices. Each
group vertex in V is labeled with an unique integer. All product vertices are labeled by Π. E
contains zero or more directed edges, where an edge may connect two group vertices or a group
and a product vertex.
Let Ω be an operation set involving k groups. Then the operation set graph GΩ = (V, E)
corresponding to Ω is constructed as follows: V is initialized with k group vertices representing
the k different groups, where these vertices are labeled with the numbers that are used in the
specification of Ω, say the numbers 1 to k. For each operation (○, s1 , . . . , su , d, F ) ∈ Ω we add
additional product vertices to V and edges to E. Let the polynomial F describing the operation
○ be represented as sum of non-zero monomials Mi , i.e., F = ∑i Mi . Then for each Mi we do
the following:
(1) We add a product vertex and an edge from this vertex to the group vertex with label d.
(2) For each variable Yj (1 ≤ j ≤ u) occurring with non-zero exponent ℓ in Mi we add ℓ edges
from the group vertex labeled with the integer sj to the product vertex just added before.
In order to embed the notion of “increasing polynomial degrees by applying operations” into
the graph model, we introduce the following graph terminology: We associate each group vertex
in a graph with a number, called weight. The weight may change by doing walks through the
graph. Taking a walk through the graph means to take an arbitrary path that contains exactly
two group vertices (that are not necessarily different) where one of these vertices is the start
point and the other is the end point of the path. Note that such a path may contain at most
one product vertex.3 A walk modifies the weight of the end vertex in the following way:
∎

If the path contains only the two group vertices, the new weight is set to be the maximum
of the weights of the start and end vertex.

∎

If the path contains a product vertex, the new weight is set to be the maximum of the old
weight and ∑ wj , where u is the indegree and wj is the weight of the j-th predecessor of
u

j=1

this product vertex.
We define a free walk to be a walk on a path that only consists of the two group vertices and no
other vertex. A non-free walk is a walk on a path containing a product vertex. It is important
to observe that
3

For the graphs obtained by applying the construction rules to an operation set it holds that each such path
always contains a product vertex. However, we need this relaxed definition in the subsequent proof.
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∎

a non-free walk can actually increase the maximum vertex weight of a graph in contrast
to a free-walk.

∎

after each non-free walk the weight of any vertex can be changed at most finitely many
times by doing free walks.

Hence, the following definition of the q-weight makes sense: Let q be a fixed positive number.
We consider finite sequences of walks through a graph, where each sequence consists of exactly
q non-free walks and an arbitrary finite number of free walks. We define the q-weight of a
(group) vertex to be the maximum weight of this vertex over all such sequences. Similarly, we
define the q-weight of an operation set graph to be the maximum of the q-weights of all its
vertices. Considering the above observations, we see that the q-weight of any vertex and thus
the q-weight of the graph is well-defined and a finite number.
Obviously, the q-weights of the vertices 1, . . . , k of an operation set graph GΩ can be used to
upper bound the degrees of the output polynomials L1 , . . . , Lk of any (Ω, q)-SLP-generator
S when setting the initial vertex weights appropriately. This is captured more formally in
Lemma 5.4.
Lemma 5.4. Let I = (I1 , . . . , Ik ), where Ii ⊂ Ln , and Q ∈ Ln
be given. Let Ω be an
operation set involving k groups and GΩ be the corresponding operation set graph, where we
define the initial weight of any group vertex i to be the maximal degree of the polynomials in
Ii . Let S be a (Ω, q)-SLP-generator. Then for any output (L1 , . . . , Lk ) ∈ [S(κ, n, I, Q)], where
κ is some fixed positive number, the degrees of the polynomials in Li are upper bounded by the
q(κ)-weight of the group vertex i.
(ℓ,c)

(ℓ,c)

Remark 5.2. Assume we set the initial weights of any group vertex i to be the the maximal positive (respectively negative) degree, i.e., the maximal sum of the positive (respectively negative)
exponents in any monomial, of the input polynomials Ii . Then the q(κ)-weight of the group
vertex i can be used to bound the positive (and negative) degrees of any Laurent polynomial in
Li . Similarly, it could be used the to bound the positive or negative degree of a single variable
Xj occurring in any Laurent polynomial in Li . Thus, the following results on the q-weight are
also helpful to bound those degrees, which is especially interesting with regard to Condition 5
in Section 5.6.5.
With regard to the definition of the q-weight, we can immediately simplify the structure of
operation set graphs: Clearly, we do not change the q-weight of a graph if we remove self-loops,
i.e., edges that have the same vertex as start and end point, and product vertices with indegree
1. In the latter case the two edges entering and leaving the vertex are replaced by a single edge
going from the predecessor vertex to the successor vertex. In the following we only consider
operation set graphs reduced in this way and thus being compliant to Definition 5.12.
Definition 5.12 (Reduced Operation Set Graph). A reduced operation set graph is an operation
set graph that does not contain any product vertex with indegree one or self-loops.
As an illustrating example, consider the reduced operation set graph depicted in Figure 5.1,
which belongs to the operation set for the w-BDHI problem (cf. Example 5.4).
The following condition characterizes graphs that do not allow for a super-polynomial grow of
vertex weights. Intuitively, it prohibits any kind of repeated doubling.
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2
∏

1

3

Figure 5.1: Operation set graph GΩ for Ω = {(○1 , 1, 1, 1, Y1 + Y2 ), (○2 , 2, 2, 2, Y1 + Y2 ), (○3 , 3, 3, 3, Y1 + Y2 ),
(inv 1 , 1, 1, −Y1 ), (inv 2 , 2, 2, −Y1 ), (inv 3 , 3, 3, −Y1 ), (ψ, 2, 3, Y1 ), (e, 2, 3, 1, Y1 ⋅ Y2 )} of w-BDHIP (strongly
connected components are marked by dashed borders)

Condition 1. Let GΩ be a reduced operation set graph. Then for every strongly connected
component4 C of GΩ it holds that every product vertex contained in C has at most one incoming
edge from a vertex that is also contained in C.
Furthermore, for the q-weight of operation set graphs satisfying Condition 1, it is possible to
derive meaningful upper bounds as given in Theorem 5.5.
Theorem 5.5. Let GΩ be a reduced operation set graph satisfying Condition 1. Let n1 denote the
number of product vertices contained in GΩ , umax the maximal indegree and dmax the maximal
initial weight of these product vertices, and n2 the number of SCCs containing at least one
product and one group vertex. Then the q-weight of GΩ is upper bounded by
⎧
⎪
dmax (umax )n1 ,
⎪
⎪
⎪
⎪
D(n1 , n2 , umax , dmax , q) = ⎨dmax en1 ,
⎪
⎪
umax q n1
⎪
⎪
d
(
⎪
max
n1 ) ,
⎩

n2 = 0
n2 > 0 and q <

n2 > 0 and q ≥

e
umax n1
e
umax n1

,

where e denotes Euler’s number.

Example 5.5. Condition 1 is satisfied for GΩ depicted in Figure 5.1 since the strongly
connected component containing the product vertex contains no other vertices. We have
n1 = 1, n2 = 0, and umax = 2. When setting the initial weight of any group vertex in GΩ to
some value dmax = w, then Theorem 5.5 yields that for any q the q-weight of the graph is
bounded by 2w.

Note that the factor by which the (maximal) initial weight of the vertices can be increased
only depends on the particular operation set graph. Hence, with regard to Lemma 5.4, once we
have shown that an operation set only allows to increase degrees by a low (i.e., polynomially
bounded) factor, this certainly holds for all problems involving this operation set and does not
need to be reproven (as it is currently done in the literature).
Proof. The operation set graph GΩ can have manifold forms. Table 5.1 summarizes which
connections between vertices are possible in GΩ . In order to determine an upper bound on the
q-weight of GΩ we apply a sequence of slight transformations to the graph that simplify its
structure and can only increase its q-weight. Finally, we will end up with a graph for the case
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Table 5.1: Possible connections between different types of vertices in GΩ

Vertex Type
group
product

Indegree
0...∗
2...∗

Possible Predecessors
group, product
group

Outdegree
0...∗
1

Possible Successors
group, product
group

i

Figure 5.2: Structure of an SCC containing more than one vertex after first modification

n2 = 0 and n2 > 0, respectively, exhibiting a very simple structure that allows us to determine
the desired bound.
The following transformations simplify the structure of the strongly connected components of
the graph so that we end up with only a few different forms. In the course of these modifications
we sometimes add new group vertices to the graph receiving edges from other group vertices.
This is the reason why the notion of free-walks has been introduced in Section 5.6.2. When
adding such a vertex, we always assume that it is labeled with a new unique integer and initially
receives the weight dmax .
Modification 1. First of all, we set the initial weight of each group vertex to dmax . Clearly,
it will not change the q-weight of the graph if we replace directly connected group vertices
within each SCC by a joined single vertex. Incoming and outgoing edges of the individual
group vertices are simply connected to the joined vertex. Finally, we remove all self-loops in
the graph.
Now, the graph may contain three different types of SCCs. We have SCCs consisting of a single
group vertex or a single product vertex. Moreover, there may exist SCCs that contain more
than one vertex. Such SCCs comply with the structure depicted in Figure 5.2. The cloud shown
in this figure is composed of one or more product vertices and zero or more group vertices that
are connected as follows:
∎

each group vertex is connected to one or more product vertices also contained in the SCC.

∎

each group vertex has zero or more incoming edges from outside the SCC and zero or
more outgoing edges to other SCCs (omitted in Figure 5.2).

4
A strongly connected component of a directed graph GΩ = (V, E) is a maximal set of vertices U ⊂ V s.t.
every two vertices in U are reachable from each other. The strongly connected components of a graph can be
computed in time O(∣V ∣ + ∣E∣) (e.g., see [CLR90]).
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Figure 5.3: Transformation of a group vertex with connections to more than one product vertex
∎

each product vertex has exactly one incoming edge from exactly one group vertex also
contained in the SCC and it has exactly one outgoing edge to a group vertex also contained
in the SCC.

∎

each product vertex has at least one incoming edge from outside the SCC (omitted in
Figure 5.2).

Note that there might be more than one path through the cloud since group vertices might have
edges to more than one product vertex inside the cloud.

Modification 2. The following modification only needs to be applied if n2 > 0. We reduce all
SCCs containing more than two vertices to SCCs containing exactly two vertices. Certainly, it
can only increase the q-weight of a graph if we connect each group vertex in such an SCC with
each other by direct edges in both directions. Thus, we can join all group vertices within the
same SCC as we did in the course of the first modification. In this way, we get one group vertex
that is connected to more than one product vertex in the same SCC. This situation is depicted
at the left hand side of Figure 5.3.
Assume that a joined group vertex has outgoing edges to m product vertices. The m product
vertices have u1 − 1, . . . , um − 1 incoming edges from outside the SCC. These edges stem from
group vertices. For the sake of simplicity, we omitted additional incoming and outgoing edges
of the joined group vertex shown in Figure 5.3. We transform such a structure as follows: we
remove all m product vertices and connect their incoming edges to an extra group vertex added
to the graph (outside the SCC). Furthermore, we add a product vertex to the SCC and connect
the newly added group vertex via umax − 1 edges to this product vertex. Finally, we put an edge
from the joined group vertex to the product vertex and another edge in the opposite direction.
Hence, we receive an SCC containing exactly one group and one product vertex that form a
cycle as shown on the right hand side of Figure 5.3. We apply the transformation just described
also to SCCs containing exactly one group and one product vertex (i.e., m = 1) if the product
vertex has an indegree smaller than umax .
To summarize, our graph can now be composed of the following types of strongly connected
components: SCCs consisting of a single group vertex (Type 1), or a single product vertex
(Type 2) or a group and a product vertex (Type 3).

Modification 3. We apply the following modification provided that n2 > 0: The structure of
the graph is further simplified by replacing any SCC of Type 2 by an SCC of Type 3 as shown
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Figure 5.4: Transformation of an SCC consisting of a single product vertex

in Figure 5.4. The product vertex of the SCC of Type 3 (on the right hand side of the figure)
has umax − 1 incoming edges. The group vertex in this SCC has been newly added to the graph.
Note that we cannot simply use the group vertex j for this purpose since this may introduce
additional cycles to the graph. Moreover, observe that the group vertices i1 , . . . , iu that were
connected to the SCC of Type 2 are now connected to another new group vertex added outside
the SCC. This new vertex has umax − 1 edges to the product vertex in the SCC.
Modification 4. Let us consider each SCC of the graph as a single vertex. The resulting graph
is a directed acyclic graph (DAG). We perform a topological sort on this DAG, i.e., we arrange
the vertices of the DAG in different layers such that Layer 0 contains only the sources of the
DAG, Layer 1 only the vertices that receive edges from vertices in Layer 0, Layer 2 only the
vertices that receive edges from Layer 1 or Layer 0 and so on. In general, vertices in Layer j
can only receive edges from vertices contained in Layers i < j.
Now observe that paths through the DAG starting at the same source may split at some vertex
and join again at another vertex. To analyze the q-weight of the graph we like to prevent this.
We further simplify the DAG such that if a path branches at some vertex the splitted paths
never join again.
To this end, we proceed as follows: We first describe the modifications for the case n2 > 0. We
start at Layer 1 and consider all SCCs having incoming edges from multiple different sources
at Layer 0. If this is the case for an SCC of Type 1, we can simply keep exactly one edge
from one arbitrary source and remove all other edges. Note that we do not change the q-weight
of the graph in this way since all sources are group vertices and are associated with the same
initial weight dmax . Now assume that an SCC of Type 3 has this property. Remember that the
product vertex of such an SCC has umax − 1 ≥ 1 incoming edges from vertices of Layer 0 and
the group vertex may have m ≥ 0 incoming edges from outside the SCC. In this case we remove
all incoming edges, choose an arbitrary source at Layer 0 and connect this source via umax − 1
edges to the product vertex and via one edge to the group vertex of this SCC.

After that, we consider the SCCs in Layer 2. Such an SCC may have incoming edges from
different vertices of Layer 0 and Layer 1. We have to choose that predecessor vertex that allows
for the maximal rise of weights among all predecessors. After having selected such a predecessor,
we remove the edges from all other predecessors and connect the chosen predecessor to the SCC
of Layer 2 in the way described before. The right predecessor is chosen as follows: If the SCC
of Layer 2 receives only edges from Layer 0, we can pick an arbitrary predecessor of this layer.

87

Chapter 5. Sufficient Conditions for Intractability over Black-Box Groups

⋮

∏

∏

⋮

⋯

⋮

∏

Figure 5.5: Paths containing the q-weight for the case n2 = 0

If it has one or more edges from Layer 1, then we only need to consider the predecessors from
Layer 1. If one or more of them are SCCs of Type 3, we pick one of these as source. If all of
them are SCCs of Type 1, then we choose an arbitrary of these as source.
In general, we handle one layer after another in this way. If we are at a certain layer and
find an SCC receiving edges from multiple predecessors, we do the following to select a single
predecessor: we count the number of SCCs of Type 3 along each path from a source of the
DAG in Layer 0 to this SCC. and choose the predecessor being part of the path that exhibits
the maximal number. (If more than one path has a maximal number of SCCs of Type 3, we
can choose an arbitrary of the corresponding predecessors.)
In the case n2 = 0, we apply the same transformations where the predecessor is selected according
to the maximal number of SCCs of Type 2.
Analyzing the q-weight. Now, it is clear that the q-weight of the graph will be the weight at
a vertex belonging to the path from a source to a sink of the DAG that contains the maximal
number of SCCs of Type 2 if n2 = 0 or of Type 3 if n2 > 0. Moreover, it is generated by doing
walks only along this path. This is because splitted paths will never join again and so in order
to obtain a maximal vertex weight it is not “worthwhile” to do walks along different paths.
Let us first consider the case n2 = 0. The structure such a path is shown in Figure 5.5. For
the sake of simplicity, we omitted group vertices that may exist between the depicted group
vertices. Note that the presence of such additional group vertices does not affect the q-weight of
a graph. It is easy to see that the best strategy in order to achieve a maximal vertex weight by
doing a number of q walks along the shown path is to first apply a walk from the source of the
path to the second group vertex via the product vertex, then to apply a walk from this group
vertex to the third group vertex via the second product vertex, and so on. Since the path may
contain at most n1 product vertices each of indegree umax , the q-weight is upper bounded by
dmax uqmax
in the special case q ≤ n1 and in general by
1
.
dmax unmax

Now, let us consider the case n2 > 0. Figure 5.5 shows the path structure for this case, where
additional group vertices between the SCCs of Type 3 are omitted again. In order to achieve
a maximal vertex weight, we first apply a certain number a1 of walks from the source to the
group vertex of the first SCC, then a certain number a2 of walks from the group vertex of the
second SCC to the group vertex of third SCC and so on.
We can easily analyze the effects of this strategy: Doing a1 > 0 walks in a row from the source
to the group vertex of the first SCC results in a weight in the latter group vertex of at most
dmax + a1 (umax − 1)dmax ≤ a1 umax dmax .

88

5.6. Practical Hardness Conditions

...
∏
...
∏

∏
...
∏
Figure 5.6: Paths containing the q-weight for the case n2 > 0

Then doing a2 > 0 walks in a row from the group vertex of the second SCC to the group vertex
of the third SCC results in a weight in the latter group vertex of at most
a1 umax dmax + a2 (umax − 1)(a1 umax dmax ) ≤ a2 umax (a1 umax dmax )
= a1 a2 dmax u2max .

In general, when applying this strategy and doing a1 > 0 walks to the 1st SCC, a2 > 0 walks to
the 2nd SCC, ... , and finally at > 0 walks from the group vertex of the (t − 1)-th SCC to the
group vertex of the t-th SCC, this results in a weight of at most
t

dmax utmax ∏ ai .
i=1

Remark 5.3. The product in Equation (5.6.2) can immediately be upper bounded by observing
that each ai is clearly smaller or equal to q. This leads to the rough upper bound
1
q n1 .
dmax unmax

However, it is possible to derive a slightly tighter bound than this which is done in the following.
Let m ≤ n1 be the number of SCCs along this path and q be the total number of walks we perform
on this path. We like to upper bound the product (5.6.2) under the following constraints on
the occurring parameters: dmax ≥ 1, umax ≥ 2, ∑ti=1 ai = q, and t ≤ min(q, m). First, we can show
that the t-partition of q in summands ai leads to a maximal product of summands if all ai are
equal. More precisely, for all t ≥ 1 and all a1 , . . . , at > 0 with ∑ti=1 ai = q we have
t
q t
∏ ai ≤ ( ) .
t
i=1
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The above inequality can be shown using induction on t: For t = 1 the statement is obviously
true. For t > 1 we have
t

t−1

i=1

i=1

∏ ai = at ∏ ai
q − at t−1
)
t−1
q t−1
q q− t
≤ (
)
t t−1
q t
=( ) .
t
≤ at (

(5.4)

)
The 2nd inequality of Equation (5.4) follows from the fact that the function f (x) = x ( q−x
t−1
q
restricted to the domain (0, q) reaches its absolute maximum for x = t .

t−1

Hence, if we have already decided to involve a certain fixed number t of consecutive SCCs of the
path in our walks, we obtain a maximal weight by spending (approximately) the same number
of walks on each SCC since
t

dmax utmax ∏ ai ≤ dmax (
i=1

umax q t
) .
t

It remains to determine the “best” choice for t.

q
) in the domain (0, ∞) yields that f reaches its absolute
Considering the function f (x) = ( umax
x
umax q
umax q
e
maximum f (x) = e
at x = e , where e denotes Euler’s number. Furthermore, f has
q
no other local extremum. So it is monotonically increasing in (0, umax
e ] and decreasing in
umax q
( e , ∞). From this observation it follows immediately that for all t ≤ n1 we have
x

dmax (

⎧
⎪dmax en1 ,
umax q t ⎪
) ≤⎨
umax q n1
⎪
t
d
(
⎪
max
n1 ) ,
⎩

q<

q≥

e
umax n1
e
umax n1

.

Based on the ideas underlying the reductions in the previous proof, it is possible to devise a
graph algorithm (Algorithm 1) that determines individual bounds on the q-weights of the group
vertices which are often tighter than the generic bound from Theorem 5.5. The principle of the
algorithm is simple. We consider the directed acyclic graph that is composed of the SCCs of
the operation set graph. We move from the sources to the sinks of the DAG and bound the
q-weights of the vertices within each SCC recursively. More precisely, we label each SCC with
a q-weight (bound) based on the weight of the vertices inside the SCC and the SCCs having
direct edges to the considered SCC. As a starting point, the algorithm considers the SCCs of
indegree zero that due to Condition 1 may only be composed of group vertices. Then all SCCs
receiving only edges from these sources are labeled, and so on. In the end when all SCCs are
labeled, the q-weight bound of a group vertex is simply set to be the q-weight bound of the
(unique) SCC it is contained in.

5.6.3

Ensuring Leak-Resistance

To provide leak-resistance, we ensure that any difference of two distinct polynomials computable
by a (Ω, q)-SLP-generator is of low degree. We do so by demanding that the input polynomials
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Algorithm 1 Computation of the q-weights of group vertices.

Input: q, reduced operation set graph G satisfying Condition 1, initial weights for k group vertices
Output: q-weights w1 , . . . , wk of group vertices 1, . . . , k
1: Perform a topological sort on the DAG of G, i.e., arrange the SCCs of G in layers 0 to ℓ such that
SCCs in layer j can only receive edges from SCCs contained in layers i < j.
2: for each layer j = 0 ∶ ℓ do
3:
for each SCC C in layer j do
4:
if C consists only of group vertices then
5:
Set weight of C to maximum of weights of vertices contained in C and weights of SCCs in
layers i < j having edges to C.
6:
end if
7:
if C consists only of a single product vertex then
8:
Set weight of C to sum of weights of SCCs in layers i < j having edges to C.
9:
end if
10:
if C consists of at least one product vertex and one group vertex then
11:
Let w be the maximum of the weights of group vertices contained in C and the weights of
SCCs in layers i < j having edges to these group vertices.
12:
For each product vertex Π in C, compute sum of weights of SCCs in layers i < j having edges
to Π, and let v be the maximum of these sums.
13:
Set weight of C to w + qv.
14:
end if
15:
end for
16: end for
17: for i = 1 ∶ k do
18:
Set wi to weight of SCC containing the group vertex i.
19: end for

I of a problem P have low degrees (Condition 2) and restrict to operation sets Ω only allowing
for small increase of degrees (Condition 1).
Condition 2. There exists r1 ∈ poly(x) such that for all κ ∈ N, I ∈ [SIGenIP (κ)]:
max (deg(P )) ≤ r1 (κ).

1≤i≤k,P ∈Ii

If these conditions are satisfied, we can derive a concrete leak-resistance bound ν for any runtime
bound q as done in Theorem 5.6.
Theorem 5.6. Let Ω be an operation set such that Condition 1 is satisfied. Furthermore, let P
be a DL-type or DH-type problem satisfying Condition 2. Then for any q ∈ poly(x), the problem
P is (Ω, q, ν)-leak-resistant, where
ν(κ) = k(q(κ) + z(κ))2

(ℓ − c + 1)D(n1 , n2 , umax , r1 (κ), q(κ))
2κ

is a negligible function.

Example 5.6. [Leak-resistance for w-BDHIP] The degrees of the input polynomials of the
w-BDHI problem are polynomially upper bounded through w(κ) by definition. As we have
already seen in Example 5.5, Ω satisfies Condition 1 yielding D(1, 0, 2, w(κ), q(κ)) = 2w(κ).
Furthermore, for w-BDHIP we have parameters k = 3, ℓ = 1, and c = 0. Thus, by Theorem 5.6
the problem P is (Ω, q, ν)-leak-resistant, where
ν(κ) =

12(q(κ) + w(κ) + 1)2 w(κ)
.
2κ
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Proof of Theorem 5.6. Let S be some (Ω, q)-SLP-generator. Furthermore, let (n, I, Q) ←
r
(n,I Q)
SIGenP , (κ) and (L1 , . . . , Lk ) ← S(κ, n, I, Q). Remember that ∣Li ∣ is upper bounded by
q(κ) + z(κ). Applying Theorem 5.5 and Lemma 5.4 yields that for for every P ∈ Li , deg(P ) is
upper bounded by D(n1 , n2 , umax , r1 (κ), q(κ)), where n1 denotes the number of product vertices
contained in GΩ , umax the maximal indegree of these product vertices, and n2 the number of
SCCs containing at least one product and one group vertex. Moreover, note that every poly(ℓ,c)
nomial not contained in the ideal In is certainly not the zero polynomial in Ln . Thus, by
applying Lemma 5.3 and using the assumption 2κ < p < 2κ+1 we get
r

Pr[∃i and P, P ′ ∈ Li s.t. (P − P ′ )(x) ≡ 0 mod n ∧ P − P ′ ∉ In ]
(ℓ − c + 1)(D(n1 , n2 , umax , r1 (κ), q(κ)))
≤ k(q(κ) + z(κ))2
p−1
(ℓ
−
c
+
1)(D(n
,
n
1 2 , umax , r1 (κ), q(κ)))
≤ k(q(κ) + z(κ))2
2κ

where x ← Zcn × (Z∗n )ℓ−c .
r

5.6.4

Ensuring SLP-Intractability for DL-type Problems

In view of Lemma 5.3, in order to ensure SLP-intractability for a DL-type problem it suffices to require the challenge polynomial being non-constant (Condition 3) and of low degree
(Condition 4).
Condition 3 (Non-Triviality of DL-type Problems). There exists κ0 ∈ N such that for all κ ≥ κ0 ,
(ℓ,c)
(n,Q)
(n, Q) ∈ [SIGenP (κ)] the polynomial Q is not a constant in Ln .

In plain language, Condition 3 is the very natural condition that the solution of a DL-type
problem should depend on the secret choices. Otherwise, the considered problem would be
totally flawed, i.e., solvable with a success probability equal to 1.
Note that Definition 5.1 allows a problem to have a “completely different” challenge polynomial Q for each possible group order n = pe . However, in practice, the form of the challenge
polynomial usually does not depend on the parameter n. More precisely, there exists a Laurent
polynomial Q′ over Z such that for any n the corresponding challenge polynomial is simply
defined by Q′ mod n (e.g., Q′ = X1 for the DLP). In this case observing that Q′ is not a constant (over the integers) immediately implies that for almost all primes p and all integers e the
(ℓ,c)
polynomial Q′ mod pe is not constant in Ln .
Moreover, by Condition 4 we restrict to challenge polynomials with low degrees. Note that we
had a similar condition for the input polynomials.
Condition 4. There exists r2 ∈ poly(x) such that for all κ ∈ N, Q ∈ [SIGenQ
P (κ)]:
deg(Q) ≤ r2 (κ).

Assuming the above conditions are satisfied for a DL-type problem, Theorem 5.7 implies that
the problem is ν-non-trivial, where ν is a negligible function in the security parameter.
Theorem 5.7. Let P be a DL-type problem satisfying Condition 3 and Condition 4. Then the
problem P is ν-non-trivial, where
⎧
⎪
κ < κ0
⎪1,
ν(κ) = ⎨ (ℓ−c+1)r2 (κ)
⎪
, κ ≥ κ0
⎪
2κ
⎩
is a negligible function.
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Example 5.7. Let us consider the DLP. Here, Conditions 3 and 4 are satisfied since we
always have deg(Q) = 1 =∶ r2 (κ). Moreover, remember that ℓ = c = 1 for the DLP. Thus, by
Theorem 5.7 the problem is ν-SLP-intractable where ν(κ) = 21κ .

Proof of Theorem 5.7. Clearly, the probability considered in Definition 5.8 is always upper
bounded by 1 for κ ≤ κ0 , where κ0 is the bound from Condition 3. Now let κ ≥ κ0 . Furr
(n,Q)
thermore, let (n, Q) ← SIGenP (κ) and an arbitrary value a ∈ Zn be given. Condition 3 yields
(ℓ,c)

that Q − a is not zero in Ln and from Condition 2 we know that deg(Q − a) is upper bounded
by r2 (κ). Thus, by applying Lemma 5.3 and using the assumption 2κ < p < 2κ+1 we get
Pr[Q(x) ≡ a mod n] ≤

(ℓ − c + 1)r2 (κ) (ℓ − c + 1)r2 (κ)
≤
p−1
2κ

for x ← Zcn × (Z∗n )ℓ−c .
r

5.6.5

Ensuring SLP-intractability for DH-type Problems

To ensure SLP-intractability of DH-type problems we formulate similar conditions as in the
case of DL-type problems. More precisely, we ensure that the difference polynomials considered
in the definition of SLP-intractability (Definition 5.10) are never zero and of low degree.
The non-triviality condition (Condition 5) states that an efficient SLP-generator can hardly
ever compute the challenge polynomial (in L1 ), and thus solve the problem with probability 1.
Condition 5 (Non-Triviality of DH-type Problems). For every q ∈ poly(x) there exists
(n,I,Q)
(κ)], and
κ0 ∈ N such that for all κ ≥ κ0 , (Ω, q)-SLP-generators S, (n, I, Q) ∈ [SIGenP
(L1 , . . . , Lk ) ∈ [S(κ, n, I, Q)], P ∈ L1 we have P ≠ Q in Ln

(ℓ,c)

.

We note that Condition 5 appears to be more complex compared to the practical conditions
seen so far and it is not clear to us how to verify it in its full generality. However, to the best
of our knowledge it is easy to check for any particular problem of practical relevance. Usually,
one of the following properties is satisfied implying the validity of Condition 5:
∎

The total degree of every P ∈ L1 is bounded by a value which is smaller than the total
degree of Q.

∎

The positive/negative degree of every P ∈ L1 is bounded by a value which is smaller than
the positive/negative degree of Q.

∎

The positive/negative degree of some variable Xj in every P ∈ L1 is bounded by a value
which is smaller than the positive/negative degree of that variable in Q.

Remember, that we can make use of the results from Section 5.6.2 for proving that a problem
satisfies one these properties. It should also be pointed out that it is possible to derive easier
versions of Condition 5 by restricting the considered class of problems and operation sets.
However, in the scope of this thesis we do not follow this approach.

Moreover, we have to prevent that an (Ω, q)-SLP-generator outputs a polynomial P ≠ Q frequently “colliding” with Q and thus serving as a good interpolation for Q. Assuming P is low
degree, which is given by Conditions 1 and 2, it remains to demand that Q is of low degree as
well:
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Condition 6. There exists r2 ∈ poly(x) such that for all κ ∈ N, Q ∈ [SIGenQ
P (κ)]:
deg(Q) ≤ r2 (κ).

We need the practical conditions for leak-resistance in addition to the ones stated in this section
for showing that a DH-type problem is (Ω, q, ν)-SLP-intractable, where ν is a negligible function
in the security parameter. This is captured by Theorem 5.8.
Theorem 5.8. Let Ω be an operation set such that Condition 1 is satisfied. Furthermore, let
P be DH-type problem satisfying Condition 2, Condition 5, and Condition 6. Then for any
q ∈ poly(x), the problem P is (Ω, q, ν)-SLP-intractable, where
⎧
⎪
⎪1,
ν(κ) = ⎨ (ℓ−c+1)(r2 (κ)+D(n1 ,n2 ,umax ,r1 (κ),q(κ)))
⎪
,
⎪
2κ
⎩

κ < κ0

κ ≥ κ0

is a negligible function.

Example 5.8. [SLP-intractability of w-BDHIP] Remember, that for this problem the challenge polynomial is fixed to Q = X1−1 . Moreover, observe that all variables occur only with
positive exponents in the input polynomials. Thus, also every polynomial P ∈ L1 will exhibit
only variables occurring with positive exponents. Hence, Condition 5 is trivially satisfied
(independently of the considered operation set Ω).5 Condition 6 is satisfied since we always
have deg(Q) = 1 =∶ r2 (κ). As we have already seen in the previous sections, Conditions 1
and 2 hold yielding the upper bound D(1, 0, 2, w(κ), q(κ)) = 2w(κ) on the degrees of the
polynomials P ∈ L1 . Moreover, we have parameters k = 3, ℓ = 1, and c = 0. Thus, by
Theorem 5.8 the problem is (Ω, q, ν)-SLP-intractable, where
ν(κ) =

2 + 4w(κ)
.
2κ

Proof of Theorem 5.8. Clearly, the probability considered in Definition 5.10 is bounded by 1
for κ ≤ κ0 , where κ0 is the bound from Condition 5. Now let κ ≥ κ0 , q be an arbitrary polyr
(n,I Q)
nomial, and S be some (Ω, q)-SLP-generator. Furthermore, let (n, I, Q) ← SIGenP , (κ) and
r
(L1 , . . . , Lk ) ← S(κ, n, I, Q). Remember that ∣L1 ∣ is upper bounded by q(κ) + z(κ). Condition 5
(ℓ,c)
yields that for all Laurent polynomials P ∈ L1 the difference Q − P is not zero in Ln . From
Condition 2 we know that deg(Q) is polynomially upper bounded by r2 (κ) and deg(P ) is upper
bounded by D(n1 , n2 , umax , r1 (κ), q(κ)) which results from Theorem 5.5 and Lemma 5.4. Thus,
we have
deg(Q − P ) ≤ r2 (κ) + D(n1 , n2 , umax , r1 (κ), q(κ))

for all P ∈ L1 . By applying Lemma 5.3, this leads to a probability of

(ℓ − c + 1)(r2 (κ) + D(n1 , n2 , umax , r1 (κ), q(κ)))
p−1
(ℓ − c + 1)(r2 (κ) + D(n1 , n2 , umax , r1 (κ), q(κ)))
≤
2κ

Pr[(Q − P )(x) ≡ 0 mod n] ≤

for x ← Zcn × (Z∗n )ℓ−c .
r

φ(n)−1

(1,0)

5
Note that X1−1 ≠ X1
in Ln
but these polynomials evaluate to the same value for all x1 ∈ Z∗n . However,
Conditions 1 and 2 ensure that for any efficient SLP-generator there exists κ0 s.t. for all κ ≥ κ0 the polynomial
φ(n)−1
X1
cannot be computed.
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5.7

Extensions

In this section we extend our framework in several directions: We introduce a new type of
operation realizing decision oracles in Section 5.7.1. The considered class of problems is enlarged
in Section 5.7.2 by allowing rational functions for specifying problem challenges.

5.7.1

Proving the Non-Existence of Generic Reductions

The basic role of operation sets is to reflect the natural abilities (e.g., computing the group
law) of a generic algorithm with respect to the algebraic setting but they can also be used to
model oracles, additionally given to an algorithm, solving certain computational or decisional
problems. In this way, the conditions can also serve as a means to analyze the relationship of
cryptographic problems. More precisely, the conditions can help us to prove that there exists
no generic (polynomial-time) reduction between certain problems: a problem P1 is not (Ω1 , q)generically-reducible to a problem P2 if P1 is (Ω2 , q, ν)-GGA-intractable, where ν is a negligible
function and Ω2 is an operation set containing all operations that Ω1 does plus an operation
implementing a P2 -oracle.
In the following we analyze which kind of problem solving oracles can be represented by a
polynomial function. Besides distinguishing between the well-known classes of computational
and decisional oracles, we also distinguish between fixed-base oracles solving problem instances
only with respect to fixed generators and regular oracles where the generators belonging to
a problem instance can be chosen freely. More precisely, let us assume that an instance of a
problem P should be solved with the help of a fixed-base oracle for a problem P ′ . Then this
oracle only works with respect to the generators given as part of the problem instance of P.
Clearly, fixed-base oracles are restricted versions of the corresponding regular oracles. Thus,
such an oracle may only be used to prove or disprove the existence of a reduction from P to a
restricted (fixed-base) version of the problem P ′ .6
We can realize most fixed-base computational oracles as an operation of the form given in
Section 5.4.1, i.e., using a fixed polynomial F over Z. However, we cannot implement regular
oracles solving computational problems. For instance, consider the algebraic setting of the wBDHI problem. Let g2 , g3 , and g1 = e(g2 , g3 ) be fixed generators of cyclic groups G2 , G3 , and
G1 given as part of a problem instance of the w-BDHI problem. It is important to observe
that all group elements are represented by the generic oracle with respect to these generators or
more precisely with respect to the isomorphic generator 1 in (Zn , +). A fixed-base oracle for the
bilinear Diffie-Hellman problem over the three groups receives three elements g2y1 , g2y2 , g2y3 ∈ G2
as input and returns e(g2 , g3 )y1 y2 y3 ∈ G1 . The operation (OFB-BDH , 2, 2, 2, 1, Y1 Y2 Y3 ) realizes
such an oracle. It is easy to see that our practical conditions are still satisfied for the w-BDHI
problem if we we add this operation to the operation set considered in Example 5.4. Thus, the
w-BDHI problem remains “hard” in this case. A regular oracle for the BDH problem is given
generators g2y4 ∈ G2 , g3y5 ∈ G3 as an additional input and returns
e(g2y4 , g3y5 )y1 y2 y3 = e(g2 , g3 )y1 y2 y3 y4
′

′

′

−2 y

5

,

(5.5)

where y1′ , y2′ , y3′ are the discrete logarithms of g2y1 , g2y2 , g2y3 to the base g2y4 . Note that we cannot
realize this oracle as an operation compliant to our definition since a Laurent polynomial F =
Y1 Y2 Y3 Y4−2 Y5 would be required for its representation. However, only “regular” polynomials are
6

However, it is easy to see that in the case of the Diffie-Hellman problem both types of oracles are equivalent.
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permitted for representing operations. This restriction is not an arbitrary decision. Without it
it is not clear how to ensure the leak-resistance property.
Besides computational oracles, it is also of interest to realize decisional oracles that can be
queried in order to solve a DL-/DH-type problem. For instance, this is needed for the analysis
of so-called gap problems (e.g., see [OP01]). To include such oracles in our setting, we need to
add a new type of operation similar to the one already known: we allow decisional oracles that
that can be represented as a mapping of the form
f ∶ Gs1 × ⋯ × Gsu → {0, 1}

f (gsy11 , . . . , gsyuu )

= 1 iff F (y1 , . . . , yu ) ≡ 0 mod n,

where u ≥ 1, s1 , . . . , su ∈ {1, . . . , k} are some fixed constants, F ∈ Z[Y1 , . . . , Yu ] is some fixed
polynomial, and g1 , . . . , gu are generators given as part of a problem instance of the respective
DL-/DH-type problem. We denote such a decision operation by a tuple (f, s1 , . . . , su , {0, 1}, F ).
The above formulation is particularly useful as it allows to express decision oracles defined by
rational functions. In this way, most fixed-base and regular decisional oracles can be implemented in our framework. As an example, consider a regular decisional BDH oracle. This
oracle takes e(g2 , g3 )y6 ∈ G1 as additional input compared to the regular computational oracle
described above. It outputs 1 iff
e(g2 , g3 )y1 y2 y3 y4

−2 y

5

= e(g2 , g3 )y6 ⇐⇒ y1 y2 y3 y4−2 y5 ≡ y6 mod n .

(5.6)

Clearly, this is a rational equation. However, testing the validity of this equation is certainly
equivalent to testing whether
y1 y2 y3 y5 − y42 y6 ≡ 0 mod n
(5.7)
is satisfied. Thus, we can realize a regular decision BDH oracle in our model by means of the
decision operation (ODBDH , 2, 3, 2, 2, 2, 1, {0, 1}, Y1 Y2 Y3 Y5 − Y42 Y6 ).
Clearly, a decision operation constitutes another source of information for a generic algorithm.
Thus, we have to adapt the definition of leak-resistance slightly: Let us assume that any (Ω, q)SLP-generator additionally outputs a list L0 which is initially empty and to which polynomials
P ∶= F (P1 , . . . , Pu ), where P1 ∈ Ls1 , . . . , Pu ∈ Lsu , may be added that result from applying
any decision operation (f, s1 , . . . , su , {0, 1}, F ) contained in Ω. Similar to equalities between
computed group elements (cf. Section 5.5), an equality P (x) ≡ 0 mod n verified by a decision
operation yields no information about particular choices x if it holds for all elements from
Zcn × (Z∗n )ℓ−c . This observation leads to the following extended version of the leak-resistance
property:
Definition 5.13 (Leak-resistance). A DL-/DH-type problem P is called (Ω, q, ν)-leak-resistant
if for all (Ω, q)-SLP-generators S and κ ∈ N we have
Pr[∃i > 0, P, P ′ ∈ Li s.t. (P − P ′ )(x) ≡ 0 mod n ∧ P − P ′ ∉ In or
∃P ∈ L0 s.t. P (x) ≡ 0 mod n ∧ P ∉ In ∶
(n, I, Q) ← SIGenP
r

(n,I,Q)

(κ);

(L0 , L1 , . . . , Lk ) ← S(κ, n, I, Q);
r

x ← Zcn × (Z∗n )ℓ−c
r

] ≤ ν(κ)
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It is not hard to see that no extra (practical) condition (in addition to Conditions 1 and 2) is
needed to ensure that computations remain leak-resistant.7 Just to clarify, the new operation
type does not need to be represented in an operation set graph and correspondingly Condition 1
only concerns an operation set excluding decision operations. We can immediately bound the
probability of leakage due to decision operations. This leads to the leak-resistance bound ν
given in Theorem 5.9. Note that compared to the previous bound, only the negligible function
dq(κ), where d is a constant, has been added.
Theorem 5.9. Let Ω be an operation set such that Condition 1 is satisfied and let d ∈ N be
a bound on the degree of any polynomial describing a decision operation in Ω (we set d = 0
if no such operation exists). Furthermore, let P be a DL-type or DH-type problem satisfying
Condition 2. Then for any q ∈ poly(x), the problem P is (Ω, q, ν)-leak-resistant, where
ν(κ) =

1
(ℓ − c + 1)(k(q(κ) + z(κ))2 + dq(κ))D(n1 , n2 , umax , r1 (κ), q(κ))
κ
2

is a negligible function.
Informally speaking, the above theorem implies that any DL-/DH-type problem that is hard for
GGAs (by satisfying our practical conditions) remains being hard even if we additionally admit
any decision oracle representable by an operation of the above type. We therefore conclude
that a decision oracle is no significant help in solving a computational problem over black-box
groups.
Example 5.9. [Leak-resistance for w-BDHIP with DBDH oracle] Let us assume we extend
the operation set given in Example 5.4 by the operation
(ODBDH , 2, 3, 2, 2, 2, 1, {0, 1}, Y1 Y2 Y3 Y5 − Y42 Y6 )
implementing a decision BDH oracle. The polynomial in the above tuple is of degree 4.
Thus, by Theorem 5.9 the w-BDHI problem is (Ω, q, ν)-leak-resistant, where
ν(κ) =

5.7.2

1
2(2w(κ))(3(q(κ) + w(κ) + 1)2 + 4w(κ)) .
2κ

Problem Challenges Specified by Rational Functions

Our framework defined so far only covers problems where the solution of a problem instance
can be represented as a (Laurent) polynomial function of the secret choices. This restriction
excludes important problems like the w-strong Diffie-Hellman problem and the w-strong Bilinear
Diffie-Hellman problem [BB04a]. Informally speaking, the w-SDH problem can be described
as follows: Let G be a cyclic group of prime order p and g a corresponding generator. Then
1
2
w
given group elements g, g x , g x , . . . , g x ∈ G, where x ∈ Z∗p , the task is to find v ∈ Z∗p and a

group element a ∈ G such that a = g x+v . Observe that here the solution is defined by a rational
1
is not defined
function of the secret choices and the value v that can be chosen freely. If x+v
over Zp for particular x and v (this is the case when v = −x), then the problem instance shall
be deemed to be unsolved.
1

We can easily extend our framework in this way. To let the class of DL-/DH-type problems
(Definition 5.1) cover this problem type we do the following: We first need to introduce two
7

If we allow decision oracles to depend on the security parameter, i.e., the number of inputs u and the form of
the polynomial F defining the output, then we would need to demand that deg(F ) is polynomial bounded in κ.
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additional parameters ℓ′ and c′ defining the range Zcn × (Z∗n )ℓ −c from which the algorithm is
allowed to choose the value v. Furthermore, we consider structure instance generators SIGen
(ℓ,c)
that, instead of Q ∈ Ln , output two Laurent polynomials Q1 and Q2 over Zn in the variables
X1 , . . . , Xℓ , V1 , . . . , Vℓ′ where only the variables Xc+1 , . . . , Xℓ and Vc′ +1 , . . . , Vℓ′ may appear with
negative exponents. These polynomials represent a rational function
′

′

′

R ∶ (Zcn × (Z∗n )ℓ−c ) × (Zcn × (Z∗n )ℓ −c ) → Zn
Q1 (x, v)
(x, v) ↦
.
Q2 (x, v)
′

′

′

Note that by partially evaluating Q1 and Q2 with some v ∈ Zcn ×(Z∗n )ℓ −c , we obtain two Laurent
(ℓ,c)
polynomials Q1 (X, v) and Q2 (X, v) from Ln .
′

′

′

A problem instance of such an extended DL-/DH-type problem is defined as before. Given a
′
′
′
problem instance, the challenge is to output some v ∈ Zcn × (Z∗n )ℓ −c such that Q2 (x, v) ∈ Z∗n as
well as the element
Q1 (x,v)
⎧
, for a DL-type problem
⎪
⎪
⎪ Q2 (x,v)
⎨ Q1 (x,v)
.
⎪
Q2 (x,v)
⎪
⎪
g
,
for
a
DH-type
problem
⎩ 1
Note that this modification is indeed a generalization of our problem class definition. All
problems covered by the old definition are also covered by the new definition simply by setting
Q2 = 1 and ℓ′ = 0.
Adapting the major part of the framework to the new definition is quite straightforward. In
fact, the definition of leak-resistance, the corresponding conditions and theorems stay the same
since we did not make any change to the functions describing the relation between the private
choices and the public group elements, i.e., the input polynomials. In the following, we only
sketch important differences in comparison to the previous version of the conditions.
For this purpose, we need to introduce some new notation. We denote by
F(Ln(ℓ,c) ) = {

Q1
∣ Q1 , Q2 ∈ Ln(ℓ,c) , Q2 is not a zero-divisor}
Q2
(ℓ,c)

the (total) ring of fractions (aka. ring of rational functions) of Ln
with a, b ∈ Zn is called a constant fraction. The ring
(ℓ,c)
(ℓ,c)
by identifying Q ∈ Ln with Q1 ∈ F(Ln ).

(ℓ,c)
Ln

. An element

a
b

∈ F(Ln

(ℓ,c)

)

can be seen as a subring of this ring

Q1
Q2 , describing the challenge of an extended DL-/DH-type
′
′
′
Q (X,v)
v ∈ Zcn × (Z∗n )ℓ −c we obtain a fraction Q12 (X,v) that is not necessarily a
(ℓ,c)
(ℓ,c)
of F(Ln ). This is because Q2 (X, v) might be a zero-divisor in Ln .

Note that if we evaluate the fraction
problem, with some

well-defined element
However, we can exclude this case, because by choosing such a fraction (i.e., by selecting this
particular v) an algorithm can never solve a problem instance:
Lemma 5.10. If P ∈ Ln
is a zero-divisor.

(ℓ,c)

is a zero-divisor then for any x ∈ Zcn ×(Z∗n )ℓ−c the element P (x) ∈ Zn

Proof. It is easy to see that if P is a zero-divisor then there exists an element a ≠ 0 ∈ Zn such
that a ⋅ P = 0. Thus, also for any P (x) we have a ⋅ P (x) = 0.
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(ℓ,c)

Thus, our conditions only need to address fractions being elements of F(Ln

).

We stipulate the following extended definitions for the SLP-intractability of a DL-type and a
DH-type problem, respectively. Note that the SLP-generators now additionally output v in
order to select a specific fraction.
Definition 5.14 (SLP-intractability of DL-Type Problems). A DL-type problem P is called
(Ω, q, ν)-SLP-intractable if for all (Ω, q)-SLP-generators S and κ ∈ κ we have
Pr[Q2 (x, v) ∈ Z∗n and R(x, v) ≡ a mod n ∶
(n, I, Q1 , Q2 ) ← SIGenP

(n,I,Q1 ,Q2 )

r

(κ);

(v, a, L0 , . . . , Lk ) ← S(κ, n, I, Q1 , Q2 );
Q1
;
R←
Q2
r

x ← Zcn × (Z∗n )ℓ−c
r

] ≤ ν(κ)

Definition 5.15 (SLP-intractability of DH-type Problems). A DH-type problem P is called
(Ω, q, ν)-SLP-intractable if for all (Ω, q)-SLP-generators S and κ ∈ N we have
Pr[(Q2 (x, v) ∈ Z∗n and (P − R(X, v))(x) ≡ 0 mod n ∶
(n, I, Q1 , Q2 ) ← SIGenP

(n,I,Q1 ,Q2 )

r

(κ);

(v, P, L0 , . . . , Lk ) ← S(κ, n, I, Q1 , Q2 );
Q1
R←
;
Q2
r

x ← Zcn × (Z∗n )ℓ−c
r

] ≤ ν(κ)

The GGA-intractability of a DL-/DH-type problem is still related in the same way to the leakresistance property and the SLP-intractability of the problem. That means, Theorem 5.1 still
holds for our extension and can reproved very easily.
To ensure SLP-intractability, we require Conditions 7 and 8 for DL-type problems and Conditions 7 and 9 for DH-type problems to be satisfied.
Condition 7. There exists r2 ∈ poly(x) such that for all κ ∈ N, (n, Q1 , Q2 ) ∈ [SIGenP
′
′
′
and v ∈ Zcn × (Z∗n )ℓ −c :

(n,Q1 ,Q2 )

(κ)],

max{deg(Q1 (X, v)), deg(Q2 (X, v))} ≤ r2 (κ).

Condition 8 (Non-Triviality of DL-type Problems). There exists κ0 ∈ N such that for all
′
′
′
(n,Q ,Q )
Q (X,v)
κ ≥ κ0 , (n, Q1 , Q2 ) ∈ [SIGenP 1 2 (κ)], and v ∈ Zcn × (Z∗n )ℓ −c we have that Q21 (X,v) is not a
(ℓ,c)

constant fraction in F(Ln
zero-divisor).

) (provided that it is a well-defined element, i.e., Q2 (X, v) is not a

Condition 9 (Non-Triviality of DH-type Problems). For every q ∈ poly(x) there exists
(n,I,Q1 ,Q2 )
(κ)],
κ0 ∈ N such that for all κ ≥ κ0 , (Ω, q)-SLP-generators S, (n, I, Q1 , Q2 ) ∈ [SIGenP

(P, L0 , . . . , Lk ) ∈ [S(κ, n, I, Q1 , Q2 )], and v ∈ Zcn ×(Z∗n )ℓ −c we have that Q21 (X,v) ≠ P in F(Ln
(provided that it is a well-defined element, i.e., Q2 (X, v) is not a zero-divisor).
′

′

′

Q (X,v)

(ℓ,c)

)
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These conditions imply (Ω, q, ν)-SLP-intractability for the same negligible functions ν as stated
in Theorems 5.7 and 5.8. To reprove Theorem 5.7, one needs to observe that the conditions
ensure that for any a and non-zero-divisor Q2 (X, v) the Laurent polynomial
Q1 (X, v) − aQ2 (X, v)

is non-zero has a total degree upper bounded by r2 . Similarly, for the proof of Theorem 5.8 we
observe that for any P and non-zero-divisor Q2 (X, v) the Laurent polynomial
Q1 (X, v) − P Q2 (X, v)

is non-zero and has a total degree upper bounded by r1 + r2 .
Example 5.10. [SLP-intractability of w-SDHP] For the w-SDH problem we have parameters
Param w−SDH = (k = 1, ℓ = 1, c = 0, ℓ′ = 1, c′ = 0, z = w + 1)

and a structure instance generator SIGenw−SDH that on input κ returns
((G = G1 , g = g1 , n = p), (I = I1 = {1, X11 , . . . , X1

w(κ)

Note that for any v1 ∈ Z∗p , the fraction

}, Q1 = 1, Q2 = X1 + V1 )) .

Q1 (X, v)
1
=
Q2 (X, v) X1 + v1

is an element of F(Ln ) but not an element of the subring Ln . Hence, Condition 9 is
trivially satisfied, since P is always a Laurent polynomial (independently of the considered
operation set Ω). Condition 7 is satisfied since we always have
(ℓ,c)

(ℓ,c)

max{deg(Q1 (X, v), deg(Q2 (X, v))} = 1 =∶ r2 (κ) .
As we can easily see, Conditions 1 and 2 hold assuming an operation set containing operations for performing the group law and inversion of elements in G1 , i.e.,
Ω = {(○, 1, 1, 1, Y1 + Y2 ), (inv , 1, 1, −Y1 )}

yielding the upper bound D(0, 0, 0, w(κ), q(κ)) = w(κ) on the degrees of the polynomials
P ∈ L1 . Thus, the problem is (Ω, q, ν)-SLP-intractable, where
ν(κ) =

5.8

w(κ) + 1
.
2κ

Conclusions and Future Work

In this work we have presented easily verifiable conditions that are sufficient for the hardness of
generalized forms of discrete logarithm and Diffie-Hellman problems in an extended black-box
group model. On the one hand our conditions ensured that not too much information about
the secret choices is leaked by computable group elements (leak-resistance) and on the other
side that the considered problem is not solvable in a trivial way (SLP-intractability). It is
worth noting that once we have shown that a certain operations set preserves leak-resistance
(Condition 1), this can be re-used in all situations deploying the same algebraic setting. The
leak-resistance property has already been proven for many common settings, including a single
group G1 with the usual operations, a pair of groups (G1 , G2 ) that additionally admit a bilinear
map e ∶ G2 × G2 → G1 , and a trio of groups (G1 , G2 , G3 ) that additionally admit a bilinear map
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e ∶ G2 × G3 → G1 with or without a computable homomorphism ψ ∶ G2 to G3 . Remember that
such a setting may also contain certain computational or decisional oracles. We showed that
leak-resistance is still guaranteed if we admit arbitrary decisional oracles.

We believe that simplified hardness conditions can be obtained for groups of order n = pe ⋅ s
with e > 1, i.e., if the group order n is divisible by a power of a large prime. In this case the
ideas presented by Maurer and Wolf in [MW98] can be applied to our general framework as
follows: We can represent every component xi mod pe of x = (x1 , . . . , xℓ ) ∈ Zcn × (Z∗n )ℓ−c by its
p-adic expansion, i.e.,
(e−1) e−1
(1)
(0)
p ,
xi mod pe = xi + xi p + ⋯ + xi

where 0 ≤ x(j) ≤ p − 1. Then we can restrict to consider the hardness of a sub-problem, namely
we assume that for each of the private choices xi the values xi mod s and all digits of the p-adic
(e−1)
expansion of xi mod pe except for the last, i.e., xi
, are known. Thus, the secrets of the
(e−1)
(e−1)
. Clearly, this additional knowledge can only
, . . . , xℓ
sub-problem are only the values x0
increase the success probability of an algorithm and yields an upper bound on the probability
of solving the original problem. The beneficial effects of considering this sub-problem are that
we only need to handle linear polynomials since the multiplication of two polynomials of the
form Xpe + a modulo pe yields a constant polynomial. For this reason, we think that deriving
conditions for the hardness of these sub-problems is a promising approach.
However, the model we proposed also exhibits a number of shortcomings. In particular, we
insist that group operations need to be describable by polynomial functions. This restriction
means that we are unable to consider group operations or oracles which are based on rational
1
functions, such as g x ↦ g x . We were also forced to restrict our attention to group element
inputs defined by finite Laurent polynomials. For instance, this restriction prevents the use of
1
input elements of the form g x+c , which have infinite Laurent expansions.
These two problems are related. We cannot allow non-polynomial group operations as they give
rise to group elements defined by rational functions. We cannot allow group elements encoded
by rational functions as it is too difficult to control the total degree of rational functions: simple
operations such as addition can cause the total degree of the rational function representing the
group element to increase exponentially. It is unclear how to prove that such elements still do
not leak much information about the secret choices.
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Part II

Efficient Hard- and Software
Architectures for Cryptography and
Cryptanalysis
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Chapter 6

Hardware Architectures for Small
and Medium-Sized LSEs over F2k
Solving linear systems of equations (LSEs) is a very common computational problem appearing
in numerous research disciplines and in particular in the context of cryptanalytic and cryptographic algorithms. In this chapter, hardware architectures implementing variants of Gaussian
elimination for LSEs over F2k are presented. The architectures we are going to describe feature
linear running times in the size of an LSE and can be clocked at high frequencies. In Chapters 7
and 10, these designs are used as the main building blocks of a guess-and-determine attack on
A5/2 and a core for multivariate signature schemes, respectively.
Part of the work to be presented in this chapter has been published in [BMP+ 06, BBR+ 08,
BERW08].

6.1

Introduction

Clearly, from a complexity-theoretical point of view, the solution of an LSE is efficiently computable. For instance, using Gaussian elimination any LSE can be solved in at most cubic time.
However, for some applications, especially cryptanalytic attacks, software implementations of
current algorithms for solving LSEs proved to be insufficient or unsatisfying in practice. Usually,
this is due to the large dimension or number of LSEs that need to be solved in these scenarios. In
Section 6.1.2, we provide an overview of occurrences of this problem in the context of cryptanalytic and cryptographic applications. After that, we outline our hardware-based approaches for
solving LSEs as well as related work in Section 6.1.2. The underlying method of our approaches
is Gaussian elimination, or more precisely a variant thereof, called Gauss-Jordan elimination,
which is described in Section 6.1.3. Note that since we are considering LSEs over discrete structures, namely finite fields, fast numerical algorithms computing approximative solutions are not
applicable.

6.1.1

LSEs in Cryptography and Cryptanalysis

The security of a multitude of asymmetric schemes (like RSA or ElGamal) is based on the wellknown factorization problem or the discrete logarithm problem. The currently fastest algorithms
for solving these number-theoretic problems are the general number field sieve (GNFS) and the
index calculus algorithms involving very large but sparse LSEs over F2 and Fp , respectively.
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For instance, when factoring 1024-bit integers using the GNFS, LSEs of dimension 1010 × 1010
(estimated) exhibiting only 1012 non-zero entries need to be solved.
Medium-sized to large but dense LSEs typically appear in the cryptanalysis of symmetric ciphers. In particular, this type of LSE results from algebraic attacks which are generically
applicable to any block or stream cipher. The overwhelming majority of symmetric ciphers can
be represented as finite state machines (FSMs) with the state transition and output functions
being defined over some binary fields. The output of such a FSM depends on a number of input
bits (which are often known) and the secret internal state that should be determined. In other
words, for each output bit one obtains a (sometimes rather complicated) boolean equation in
terms of the state and input bits. In the course of an algebraic attack, one tries to exploit some
weakness of the considered cipher to derive advantageous non-linear equations of preferably low
degree. Since no efficient generic algorithm is known for solving such systems directly, some
linearization method is applied to convert the system into an LSE. Note that this LSE usually
exhibits a much greater number of unknowns than the original non-linear system.
Due to these facts the boolean functions representing symmetric ciphers are always required
to be highly non-linear. However, in practice it often turns out to be possible to mount an
efficient algebraic attack. This is typical of hardware oriented stream ciphers: since non-linear
operations over large numbers of variables are relatively expensive in hardware, the designers of
this kind of ciphers generally just combine several linear or poorly non-linear mappings. This
makes the ciphers vulnerable to algebraic attacks.
For instance, in Chapter 7 we present a (hardware-assisted) algebraic attack on the GSM stream
cipher A5/2 which is based on the work by Barkan, Biham, and Keller [BBK03]. Here we face
the problem of solving 216 systems of 555 linear equations over F2 .1 The A5/2 session key can
be immediately derived from a solution being consistent with the output stream of the cipher.
Another example which however leads to LSEs of significantly larger dimension is the efficient
algebraic attack on the Bluetooth encryption scheme E0 proposed in [Arm02]. Here, the equation
generation and linearization methods succeed to output an LSE with at most 224.056 unknowns.
Note that since then some improvements of this attack have been proposed [Arm04, AA05].
Furthermore, all stream ciphers (e.g., LILI-128, Toyocrypt, Phelix, Snow, Turing, etc.) based
on simple combiners and on combiners with memory2 are potentially vulnerable to algebraic
attacks [Cou04, Cou03, CM03, Cou05].
Apart from the field of cryptanalysis, LSEs also play a central role in some cryptographic applications. For example, the performance of public-key signature schemes based on multivariate
quadratic polynomials highly depends on the efficiency of solving small LSEs over finite extension fields. This class of signature schemes is of special interest due to its resistance to quantum
computer attacks. To get an impression, for the generation of a signature using the Rainbow signature scheme [DS05] with recent recommendations for parameter choices, two LSEs of
dimension 12 × 12 over F28 need to be solved. In Chapter 10 we propose a generic hardware architecture for this kind of signature schemes with a hardware LSE solver being a major building
block.
1

Note that the LSEs involved in this attack are actually underdetermined and thus cannot be solved in a
common sense. However, it is already sufficient to determine a certain subset of 61 variables.
2
These are several parallel linear feedback registers filtered by a specially selected boolean output function
with or without memory.
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6.1.2

Hardware-Based LSE Solving

There exist several works on hardware-based LSE solving targeting the class of very large
but sparse LSEs resulting from the GNFS algorithm [Ber01, LO91, GSST05]. Here, parts of
the Wiedemann or Lanczos algorithm [GL96, Wie86] are implemented in hardware. These
algorithms exploit the sparsity of the coefficient matrices and reduce the problem of solving an
LSE to the problem of computing certain sequences of matrix-vector products. Note that for
small to medium-sized matrices the overhead introduced by these advanced algorithms more
than compensates their better time complexity. Since in this work we are not focusing on large
sparse LSEs, we are not following these approaches and omit considering them in further detail.
Among the algorithms suitable for the class of small and medium-sized dense LSEs we are
considering, Gaussian elimination quickly turns out to be the algorithm of choice aiming for a
hardware implementation. This is due to its simplicity and generality, where the latter means
that in contrast to other methods, LSEs are not required to satisfy any special properties.3
The following work deals with the parallelized implementation of the (standard) Gaussian elimination algorithm. In [Par84], an implementation of Gaussian elimination over F2 for the ICLDAP (Distributed Array Processor by ICL) is described. The matrix dimension is limited to
4096 × 4096 entries according to the 4096 processors of the ICL-DAP. All element operations
(componentwise XOR) involved in a row operation can be done in parallel such that a row operation can be executed within a single clock cycle. This leads to an overall quadratic running
time. Unfortunately, the need for a supercomputer makes this solution quite expensive, while
the achieved grade of parallelism is still not optimal (as can be seen later on). In [GGHM05], the
implementation of an adapted algorithm for computing LU-decompositions (e.g., see [Gar05]) on
an NVidia GeForce 7800 GPU is described. Using their implementation, the LU-decomposition
of a 3500 × 3500 matrix (with 32-bit real number coefficients) can be computed in approximately 5 seconds, where the asymptotic time complexity is still cubic. This impressively shows
the power of non-x86 hardware. However, the cost (in 2005, the price for a GeForce 7800 GTX
graphics card was around USD 500) and time complexity are not yet optimal.
There are a number of publications dealing with systolic array implementations of Gaussian
elimination over prime fields. A systolic array is a network of simple processors, called cells,
where each processor is only connected to its direct neighbors. The array acts much like a filter
on data passing through it. In [HQR89], a triangular-shaped systolic architecture for Gaussian
elimination over F2 is described. Furthermore, required extensions for the more general case
of a prime field Fp as well as for realizing the backward-substitution phase (where the actual
solution is determined using the triangularized matrix) are sketched. Wang and Lin [WL93]
describe a systolic array similar to the one in [HQR89] realizing matrix triangulization over
F2 by Gaussian elimination and backward-substitution. For solving LSEs of dimension n × n
following both approaches an architecture consisting of n pivot cells (these are the cells on
n(n+1)
the main diagonal of the triangular array) and
basic cells is required. Furthermore, an
2
amount of about n2 delay elements (storing and delaying the transfer of intermediate results)
are needed in addition. The solution of the first LSE is computed after 4n cycles. Assuming
new LSEs can be feeded in continuously row by row, a new solution vector is ready after every
n cycles. Unfortunately, important figures of an actual implementation like the complexity
of the different cells, the area consumption of the systolic array, and the latency are missing
completely.
3

For instance, in order to apply the conjugate gradient method [HS52] the coefficient matrix needs to be
symmetric positive-definite.
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Based on the work in [HQR89] we present and evaluate a systolic architecture solving LSEs
over finite extension fields F2k in Section 6.4. As expected, this generalization features the
same asymptotic area and time complexity as the architecture for the F2 -case mentioned above.
Furthermore, we consider slight variants of this systolic array, called systolic network and systolic
lines. The systolic network architecture is similar to the systolic array but exhibits global
connections in both directions of the array. This allows the initial latency to be reduced to
2n clock cycles for the first result. However, clearly the critical path now depends on the size
of the whole array. This significantly slows down the design already for small n as will be
shown in Section 6.4. In contrast to that, in the systolic line architecture we only have global
connections in one direction and local connections in the other. In this way, the initial running
time can be reduced to 3n while still the architecture can be clocked at a high frequency. We
implemented all three variants of the systolic LSE solver for different parameters and provide
actual implementation figures.
Furthermore, we present a novel hardware approach realizing Gaussian elimination including
backward-substitution over F2k . By slightly modifying the flow of the Gauss algorithm and
parallelizing row operations, we were able to develop a highly efficient architecture for the special
case F2 . This architecture, called SMITH, is described in Section 6.2. It consists of a rectangular
array of simple processors exhibiting local as well as some global connections. For solving LSEs
of dimension n × n a number of n2 + n cells are required. In contrast to systolic arrays no
delay elements are needed. As another difference, the running time of the SMITH architecture
depends on the probability distribution of the matrix entries. For coefficient matrices with
uniformly distributed entries, the computation ends after 2n clock cycles. Loading the first
LSE into the architecture takes another n cycles. If the concrete application scenario allows to
continuously load new LSEs column-wise into the architecture then the loading phase causes no
additional overhead in terms of running time and a new solution vector can be output every 2n
clock cycles. In Section 6.3 we generalize our design to the case F2k . The resulting architecture
is called GSMITH. Naturally, the cells GSMITH is composed of are more complex compared
to the SMITH cells. We distinguish between pivot cells, pivot row and column cells, and basic
cells. An architecture consisting of a single pivot cell, n pivot row and n−1 pivot column cells as
well as (n − 1)n basic cells are required to solve LSEs of dimension n × n. The GSMITH design
requires only a single F2k -inverter (contained in the pivot cell) whereas the systolic architectures
described above comprise n such inverters. These are very expensive building blocks (also in
comparison to multipliers) in terms of area and latency when considering large extension fields.
For sufficiently large k (where k >= 8 can already been considered sufficiently large), the running
time of our architecture for LSEs with uniformly random entries is reduced to n instead of 2n
cycles. Consequently, using column-wise pipelining every n cycles a new output is produced.
We provide concrete implementation figures for the GSMITH design.
Each of the architectures to be presented exhibits some unique features. Which architecture
eventually provides the best performance depends on concrete application scenario and implementation platform. Section 6.5 discusses these issues and draws some conclusions.

6.1.3

Gauss-Jordan Elimination

The hardware LSE solvers we are going to consider implement variants of Gaussian elimination
which is described in the following. In order to maintain simplicity and consistency throughout
this chapter, we will use the following basic notation for describing matrix algorithms:
∎
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∎

⃗i .
The i-th row vector of a matrix A is denoted by a

∎

The j-th column vector of a matrix A is denoted by aj .

∎

An element in the i-th row and j-th column of a matrix A is denoted by ai,j .

∎

Column vectors are denoted by lowercase letters, e.g., b.

Gaussian elimination transforms a given linear system of equations of the form
A⋅x=b
into the equivalent system

U ⋅ x = b′ ,

where U is an upper triangular matrix, by applying elementary row operations. This includes
the swapping of two rows and adding a multiple of one row to another. The system U ⋅ x = b′
can then trivially be solved by using backward substitution.
The Gauss-Jordan algorithm is a variant of Gaussian elimination where the backwardsubstitution steps are interleaved with the elimination steps. Thus, when the algorithm terminates the resulting matrix is not just an upper triangular matrix U , but the identity matrix.
In this way one immediately obtains the solution vector without doing any post-processing. A
more complete introduction to Gaussian and Gauss-Jordan elimination can be found in [Gar05].
When describing algorithms for solving LSEs in the following, we do not explicitly take care of
the right hand side b. One can think of it as an additional, passive column to the coefficient
matrix A. That means, the algorithm is carried out as if this column is not present (i.e., its
presence does not influence the execution of the algorithm in any way), but every executed
row/column operation also affects the passive column.
The Special Case F2
For matrices over F2 , Gauss-Jordan elimination is quite simple: The required row operations
consist of the conditional XOR of two rows and the swapping of two rows.
More precisely, the steps performed by Gauss-Jordan elimination are given in Algorithm 2.
where we assume that the matrix A given as input is non-singular. Steps 2 to 6 take care of
⃗s , where
the diagonal ak,k (called pivot element) being non-zero by identifying the first row a
s ≥ k, with a non-zero element in the currently considered column k and exchanging this row
⃗k . This process is called pivoting. After that, Steps 7 to 13 perform the elimination
with a
⃗k . These two
of all non-zero elements in the currently considered column by adding the row a
steps, namely pivoting and elimination are repeated for all columns of the coefficient matrix A,
transforming A into the identity matrix. In the end, the passive column would then contain the
desired result.
Software Complexity. Let us consider the worst and average case running time of Algorithm 2.
The worst case complexity for the pivoting step is quadratic. Furthermore, n column eliminations are necessary, each consisting of about n row operations. A row operation during the k-th
column elimination consists itself of n − k + 1 XOR operations. Hence, in total about n3 XOR
operations are required yielding a worst case running time of O(n3 ).

For the average case, let us assume a matrix A = (ai,j ) with uniformly distributed entries, i.e.,
Pr[ai,j = 1] = 12 , as input to the algorithm. In this case, the pivoting step has linear complexity.
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Algorithm 2 Gauss-Jordan Elimination over F2
Input: Non-singular matrix A ∈ F2n×n
1: for each column k = 1 ∶ n do
2:
s←k
3:
while as,k = 0 do
4:
s←s+1
5:
end while
⃗k with a
⃗s
6:
exchange a
7:
for each row i = 1 ∶ n do
8:
if (i ≠ k) ∧ (ai,k ≠ 0) then
9:
for each element j = k : n do
10:
ai,j ← ai,j ⊕ ak,j
11:
end for
12:
end if
13:
end for
14: end for
Moreover, during a column elimination a row operation will only be executed with probability
1
2 (due to the condition in Line 8). Thus, we obtain the following (expected) number of XOR
operations
⎛ 1 n ⎞ n3 + n2 1 3
≈ n .
∑1 =
4
4
k=1 i=1 ⎝ 2 j=k ⎠
n

n

∑∑

Hence, the running time of Algorithm 2 in the average case as defined above is still cubic.

The More General Case F2k
Algorithm 3 presents Gauss-Jordan elimination for a n ×n matrix over F2k . The main difference
in comparison to the special case F2 are the additional Steps 7–10. Here a normalization of
the pivot row is performed, i.e., the pivot element ak,k is transformed to 1 by multiplying all
elements of the row with the inverse of ak,k . Since ak,i = 0 for i < k, real multiplications only
need to be performed for elements to the right of the pivot element. As before, Steps 11 to 18
are responsible for the elimination of all non-zero elements in the currently considered column
⃗k is used for this purpose. The three basic operations, namely
but now the normalized row a
pivoting, normalization and elimination are repeated for all columns until eventually the identity
matrix is obtained. Clearly, the worst-case as well as the average-case runtime of the general
Gauss-Jordan algorithm is (still) cubic in n.

6.2

SMITH — A Hardware LSE Solver for the Special Case F2

This section describes the SMITH architecture for solving LSEs over F2 where SMITH is an
abbreviation for “Scalable Matrix Inversion on Time-Area optimized Hardware”. Note that
this architecture has originally been presented in [BMP+ 06] and has also been published as part
of [Pel06]. Section 6.2.3 contains new implementation results which have not been published
before.
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Algorithm 3 Gauss-Jordan Elimination over F2k
Input: Non-singular matrix A ∈ Fn×n
2k
1: for each column k = 1 ∶ n do
2:
s←k
3:
while as,k = 0 do
4:
s←s+1
5:
end while
⃗k with a
⃗s
6:
exchange a
7:
for each element i = k + 1 ∶ n do
8:
ak,i ← ak,i ⋅ a−1
k,k
9:
end for
10:
ak,k ← 1
11:
for each row i = 1 ∶ n do
12:
if (i ≠ k) ∧ (ai,k ≠ 0) then
13:
for each element j = k + 1 ∶ n do
14:
ai,j ← ai,j ⊕ ak,j ⋅ ai,k
15:
end for
16:
ai,k ← 0
17:
end if
18:
end for
19: end for

6.2.1

Adapting Gauss-Jordan Elimination over F2 to Hardware

The main idea in order to obtain an efficient hardware implementation of the Gauss-Jordan
algorithm is to perform all steps involved in an elimination operation, i.e., Steps 7–13 in Algorithm 2, in parallel instead of executing them one by one.
Moreover, we change the flow of the algorithm in order to simplify an implementation in hardware: having a fixed matrix and changing the row under examination is equivalent to always
examining the first row and shifting the whole matrix accordingly. Obviously, this is also true
for columns. The shifting approach has the following “advantages”: we always need to consider
only the first column in order to find a pivot element. Furthermore, always the first row can be
used for elimination. Hence, we choose this approach for our implementation since it is better
suited for hardware.
Applying the changes described above, Gaussian elimination over F2 is transformed to Algorithm 4 which works as described in the following. As before, we iterate over all columns of
Algorithm 4 Hardware-based Gauss-Jordan Elimination over F2
Input: Non-singular matrix A ∈ F2n×n
1: for each column k = 1 ∶ n do
2:
while a1,1 = 0 do
3:
A ← shiftup(n − k + 1, A);
4:
end while
5:
A ← eliminate(A);
6: end for
the matrix A. In the k-th iteration we perform the following steps to obtain a pivot element:
we do a cyclic shift-up of all rows not yet used for elimination (due to the shifting approach
these are the first n − k + 1 rows) until the element at the fixed pivot position (a1,1 ) is non-zero.
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More precisely, the mapping shiftup on (n − k + 1, A) is computed4 (in one step) until a1,1 is a
non-zero element, where shiftup is defined as:
shiftup ∶ {1, . . . , n} × F2n×n → F2n×n

⃗n )T ) ↦ (⃗
⃗i , a
⃗1 , a
⃗i+1 , . . . , a
⃗n )T
(i, (⃗
a1 , . . . , a
a2 , . . . , a
After a pivot element has been found in the k-th iteration (it is now located in the first row), we
⃗1 to all other rows a
⃗i where i ≠ 1 and ai,1 ≠ 0 to eliminate these elements. In
add the first row a
addition, we do a cyclic shift-up of all rows and a cyclic shift-left of all columns. By doing the
cyclic shift-up operations after an elimination, rows already used for elimination are “collected”
at the bottom of the matrix, which ensures that these rows are not involved in the pivoting step
anymore. The cyclic shift-left ensures that the elements which should be eliminated in the next
iteration are located in the first column of the matrix. More precisely, the following (partial)
mapping is computed which combines the actual elimination, the cyclic shift-up and the cyclic
shift-left:
eliminate ∶ F2n×n → F2n×n

a1,2 ⋯ a1,n ⎞ ⎛ a2,2 ⊕ (a1,2 ∧ a2,1 ) ⋯ a2,n ⊕ (a1,n ∧ a2,1 ) 0⎞
⎛ 1
⋮
⋮
⋮⎟
⎜ a2,1 a2,2 ⋯ a2,n ⎟ ⎜
⎜
⎟↦⎜
⎟
⎜ ⋮
⋮
⋮ ⎟ ⎜an,2 ⊕ (a1,2 ∧ an,1 ) ⋯ an,n ⊕ (a1,n ∧ an,1 ) 0⎟
⎝an,1 an,2 ⋯ an,n ⎠ ⎝
a1,2
⋯
a1,n
1⎠
Indeed, the mappings shiftup and eliminate can be computed within a single clock cycle using
our special purpose hardware architecture SMITH described in Section 6.2.2.
Figure 6.2.1 illustrates the application of Algorithm 4 on input of the LSE
⎛1 0 1⎞ ⎛x1 ⎞ ⎛0⎞
⎜1 0 0⎟ ⋅ ⎜x2 ⎟ = ⎜1⎟
⎝1 1 1⎠ ⎝x3 ⎠ ⎝0⎠
For the sake of concreteness, we explicitly treat the right hand side as an additional passive
column to A and view the changes on this extended matrix resulting from each execution step.
Rows already used for elimination are visualized by shading the corresponding elements. For
convenience, a small arrow indicates the position of the passive column.
When the algorithm terminates, the coefficient matrix has been transformed into the identity
matrix. The passive column is the leftmost column and contains the solution
x = (1, 0, 1)T .
Complexity
In the following we analyze the running time of Algorithm 4 on input A ∈ F2n×n . Assuming
that an application of shiftup and eliminate can be computed in a single clock cycle each, we
simply have to count the total number of these primitive operations. As one can easily see from
Algorithm 4, always exactly n applications of eliminate are performed and only the number of
shiftup applications varies depending on the concrete matrix.
Best and Worst Case Running Time. In the best case we have no application of shiftup at all
and in the worst we have exactly n−k applications of shiftup during the k-th iteration (assuming
A is uniquely solvable). Hence, we obtain the following bounds on the running time:
4

In the actual hardware implementation we keep track of the used rows by means of a used-flag instead of
using a counter.
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1 0 1 0
1 0 0 1
1 1 1 0

0 1 1 0
1 0 0 0
0 1 0 1

1 0 0 0
0 1 1 0
0 1 0 1

a) eliminate

b) shiftup

c) eliminate

1 1 0 0
1 0 1 0
0 0 0 1

1 1 0 0
0 0 1 0
1 0 0 1

d) eliminate

e) finished

Figure 6.1: Example application of Algorithm 4

Theorem 6.1 (Upper and Lower Bounds on Running Time). Let A ∈ F2n×n be a non-singular
matrix. Then the running time T (n) of Algorithm 4 on input A is bounded by
n ≤ T (n) ≤

n2 + n
= O(n2 ).
2

Expected Running Time for Random Matrices. Let us consider a random matrix A as input to
Algorithm 4 where each entry ai,j equals 1 with probability α ∈ (0, 1), i.e.,
Pr[ai,j = 1] = α

for all 1 ≤ i, j ≤ n. Furthermore, for 0 ≤ k ≤ n let A(k) denote the matrix A after the k-th
(k)
iteration of the for-loop and let H (k) = (hi,j ) denote the (n − k) × (n − k) matrix which is
obtained by deleting the last k rows and columns of A(k) . Now, it is important to observe that
during the k-th iteration only the elements of the first column of H (k−1) are considered in the
pivoting step. If α = 12 then it is easy to see that the probability
Pr[hi,j = 1] =
(k)

1
2

stays the same for all 0 ≤ k < n.5 Thus, the expected number of required shiftup operations
equals 1 in each iteration. Hence, for α = 21 we obtain the following average running time:

Theorem 6.2 (Expected Running Time for α = 21 ). Let A = (ai,j ) ∈ F2n×n be a matrix such that
Pr[ai,j = 1] = 21 for 1 ≤ i, j ≤ n. Then the expected running time of Algorithm 4 on input A can
be approximated by 2n.
Doing similar considerations (and some simplifying assumptions), the following estimate of the
running time can be established for the general case α ∈ (0, 1):
5

This is due to the fact that the XOR sum of two uniformly distributed bits is uniformly distributed.
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Figure 6.2: Density-dependency of the running rime of the SMITH architecture

Proposition 6.3 (Expected Running Time for α ∈ (0, 1)). Let α ∈ (0, 1) and A = (ai,j ) ∈ F2n×n
be a matrix such that Pr[ai,j = 1] = α for 1 ≤ i, j ≤ n. Then the expected running time T (n) of
Algorithm 4 on input A can be approximated by
n

T (n) ≈ ∑

1
,
k=1 Pk

3
2
where P1 = α and Pk = −2Pk−1
+ Pk−1
+ Pk−1 , k > 1.

It is easy to see that the sequence Pk converges to 12 for all α ∈ (0, 1). Since this sequence
converges quite fast for α belonging to a large interval around 12 , the running time is very close
to 2n for almost all matrices except for very sparse or very dense matrices. The accuracy of
our estimations has been approved by a benchmark of a software simulation of the proposed
hardware architecture, where the number of required clock cycles to process random matrices of
different densities has been counted. The results of this benchmark are depicted in Figure 6.2.

6.2.2

The Proposed Hardware Architecture

We will now describe the basic functionality and the operating modes of the hardware architecture implementing Algorithm 4.
Functional Description
In order to implement Algorithm 4 in hardware, we use a mesh structure of “smart memory”
cells: The whole device consists of memory cells, which are able to execute the two atomic
operations defined in Section 6.2.1 in a single clock cycle. The design at hand performs a
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Figure 6.3: SMITH: I/O of a basic cell

parallel computation of both operations where the pivot element is used as multiplexing signal
for the appropriate result. In this way, we save a clock cycle for deciding between the two
operations. Besides for the actual computation, both operations can also be used for initially
loading the values into the design. Below, we will describe the basic constituents of the design
and its interrelation.
The Basic Cell and its Interconnections. Figure 6.3 depicts a basic cell of the architecture
with all required connections. Each cell stores a single entry ai,j of the matrix A and has local
connections to 4 direct neighbors: above (out1,lock row), below (in1,lock lower row), left
above (out2), and right below (in2). Furthermore, it is connected to a global network. The
global network comprises the signals from the pivot element (piv found = a1,1 ), the first element
in the corresponding row (row data = ai,1 ), and the first element in the corresponding column
(col data = a1,j ). Note that the used-flags for the corresponding row and the row below are
provided by the signals lock row and lock lower row, respectively. Additionally, every element
is connected to the global clock (clk) and reset (rst) network. The simple functionality of a
basic cell can be realized using only a few gates as shown in Figure 6.4.
The n × (n + 1) cells are arranged in a rectangular mesh structure as shown in Figure 6.5.
The cell in the top left corner always contains the pivot element. Its out1-signal is used as
piv found-signal for the whole design. The out1-signals of all other cells in the first column
are used as row data-signals for the corresponding rows. Similarly, the out1-signals of all other
cells in the first row are used as col data-signals for the corresponding columns.
Realizing the shiftup operation. If the current content of the pivot is equal to zero, the architecture performs a simple cyclic shift-up operation: all cells with the used-flag set to 0
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Figure 6.4: SMITH: Schematic of a basic cell

(lock row = 0) simply shift their values, being the content of their register, one row up. Values
in the upmost row will be shifted to the lowest unused row, resulting in a cyclic shift of all unused rows. The registers of all cells with the used-flag set to 1 (lock row = 1) are not affected
by the shift and stay constant. For realizing the cyclic shift from the first row to the last unused
row we make use of the col data, lock row, and lock lower row signals. More precisely, if
for a cell holds that the lock row signal is 0 and the lock lower row signal equals 1 then the
value of col data is stored to the register.
In the very beginning, values have to be loaded into the design. We can re-use the shiftup
operation to fill the architecture row-wise: Since a reset of the design sets the content of all
cells to 0, a shift-up is applied n times until the matrix is completely loaded, where the matrix
is feeded row-wise into the last row of cells. In order not to load more than n rows into the
design, the loading phase is coordinated by an input multiplexer, switching off the input after
n steps.
Realizing the eliminate operation: The eliminate operation is invoked when the pivot element
is not equal to zero (piv found = 1 = a1,1 ). Every cell except for those in the first row will
compute an XOR with the upmost column entry (col data = 1 = a1,j ) if the first entry in the
row is 1 (row data = 1 = ai,1 ). In the same step, the result is shifted to the upper left neighbor
of the cell (taking wraparounds into account). In this way, the first row of the current matrix
is shifted to the last row of cells. Finally, the lock row signals of the appropriate row of cells is
set to 1.
End of Computation. When all rows have actively been used for pivoting, the used-flag reaches
the topmost row and the architecture stops computing. In our design, this signal is used for
indicating the end of computation. The solution of the LSE Ax = b can simply be extracted by
reading out the registers of the first column (using the row data-signals which are wired out
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Figure 6.5: SMITH: Interconnections of basic cells

explicitly). Depending on the outer control logic, the topmost used-flag can be used to indicate
the finished state and eventually stop the computation until the result has been read.

Column-Wise Pipelining
In order to improve the performance when solving many LSEs in succession using the SMITH
architecture, one can exploit the fact that once a column has undergone elimination it does not
have to be kept inside the architecture anymore. So instead of keeping these columns, after each
elimination we can load one column of a new matrix into the rightmost column of cells. Using
this approach, solving the current matrix and loading a new matrix can be done in parallel.
However, there are some technical difficulties one has to cope with: it has to be ensured that
neither row permutations nor XOR operations can corrupt the columns of the new matrix while
processing the old one. This can be achieved with a flag similar to the already implemented
used-flag protecting the rightmost columns. Moreover, when loading the columns of the new
matrix one needs to take care of the fact that these columns are shifted diagonally through the
architecture. Hence, the first matrix column experiences n cyclic shifts until it reaches the first
column of cells, the second matrix column undergoes n − 1 shifts and so on. So column elements
need to be reordered correspondingly before loading, in order to avoid a permutation.
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Handling Not Uniquely Solvable LSEs
For the sake of simplicity, we always assumed uniquely solvable LSEs until now. However, in
some applications the solvability of an LSE might not be known prior to the computation. The
design can easily be extended to also detect and handle not uniquely solvable LSEs: In this
case, we will run into an infinite loop of shiftup operations at some point of the computation. To
detect such a loop and avoid a dead-lock, we have to initialize a counter after every elimination
step to limit the number of the subsequent shiftup operations. This number must be less than
the number of rows minus the number of locked rows.

6.2.3

Implementation Results

This section provides implementation results for the SMITH architecture such as running time
and area consumption on the low-cost Xilinx Spartan-3 XC3S1500 FPGA as well as the highperformance Xilinx Virtex-5 XC5VLX50 FPGA. Additionally, estimates for a possible ASIC
implementation are given.
The architecture has been implemented in VHDL and is kept generic to allow for easy modification of the LSE dimension. For synthesis, map, and place and route, Xilinx ISE 9.2 was used.
Mentor Graphics Modelsim SE was used for simulation. For loading data from and storing
data into the FPGA, we additionally implemented a simple interface to a host PC. It facilitates
automated tests with several test values for architectures of different sizes. Note that in order
to fully exploit the performance of our hardware LSE solver, the speed of data in- and output is
crucial. Hence, interfaces should be capable of running at high-speed (e.g., by using PCI-express
or proprietary systems such as those on a Cray-XD1).
Table 6.1 presents the results of our FPGA implementations. It shows the number of slices,
lookup-tables (LUTs), and flip-flops (FFs) occupied by the design as well as the number of gate
equivalents (GEs) estimated by the tool. The maximal frequency at which the architecture can
be operated is also given along with the runtime for solving n × n LSEs provided that input
can (RTpipe ) or cannot (RT) be provided in a pipelined fashion. Remember that the expected
number of clock cycles for processing LSEs of this dimension (assuming uniformly distributed
coefficients) is 2n in the pipelined and 3n in the non-pipelined case. To allow easy comparison
with other designs, the last column of the table contains a time-area product (TA) defined by
Slices ⋅ RT ⋅ RTpipe .

(6.1)

As one can easily see, the occupied area in terms of slices is equal to about 1.5⋅n2 on the Spartan3 and 0.55 ⋅ n2 on the Virtex-5 device. In this way, a Spartan-3 can host a SMITH architecture
up to a dimension of about 93 × 93 cells whereas the Virtex-5 can handle dimensions up to
114 × 114. Note that the operating frequency behaves more stable on the Virtex-5 than on the
Spartan-3. For instance, for n = 90 we can operate SMITH at 88% of the maximal frequency
of the Virtex-5 whereas on the Spartan-3 only about 42% is reached. Note that we did not
optimize the code for a certain FPGA, i.e., FPGA-specific optimizations might improve area
usage or speed.
Conventional FPGAs exhibit many features not usable for the designs presented in this chapter. Furthermore, the FPGA’s inherent overhead to maintain its programmability additionally
prevents from optimal time-area efficient designs. Hence, in order to obtain high-performance
LSE solvers, a realization as ASIC which can be tweaked completely to fit the requirements
should be considered.
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Table 6.1: FPGA implementation results for SMITH and the systolic network (SN), lines (SL), and array
(SA) architectures over F2

SMITH

SA

SL

SN

SMITH

SA

SL

SN

n
20
50
90
20
50
80
20
50
90
20
50
90
n
20
50
90
110
20
50
90
20
50
90
20
50
90

Xilinx XC3S1500 FPGA (13,312 Slices, 26,624 4-bit-LUTs/FFs, 300
Slices
LUTs
FFs
GEs
Freq. [MHz]
RT [µs]
606
1,176
434
10,531
178
0.34
3,731
7,384
2,574
64,899
150
1.00
12,239
24,161
8,239
210,884
127
2.13
820
251
817
9,509
262
0.31
5,050
1,376
5,047
52,259
262
0.76
12,880
3,481
12,877
129,209
262
1.22
370
272
437
6,475
234
0.27
2,082
1,507
2,597
33,145
232
0.65
6,537
4,693
8,277
100,341
224
1.21
159
253
227
3,521
34
1.18
793
1,415
1,322
19,493
13
7.69
2,340
4,370
4,182
60,423
7
25.71
Xilinx XC5VLX50 FPGA (7,200 Slices, 28,800 6-bit-LUTs/FFs, 550
Slices
LUTs
FFs
GEs
Freq. [MHz]
RT [µs]
237
755
429
8,717
550
0.11
1,413
4,867
2,557
54,525
539
0.28
4,504
16,035
8,198
177,829
487
0.55
6,263
23,995
12,218
265,709
391
0.84
363
479
840
12,493
550
0.15
1,727
2,699
5,100
65,743
550
0.36
5,804
8,459
16,380
201,143
550
0.65
161
460
460
9,320
550
0.11
912
2,650
2,650
45,800
550
0.27
3,082
8,370
8,370
136,440
550
0.49
160
252
250
3,764
102
0.39
715
1,376
1,375
20,632
39
2.56
2,045
4,281
4,275
64,167
21
8.57

MHz)
RTpipe [µs]
0.22
0.67
1.42
0.08
0.19
0.31
0.09
0.22
0.40
0.59
3.85
12.86
MHz)
RTpipe [µs]
0.07
0.19
0.37
0.56
0.04
0.09
0.16
0.04
0.09
0.16
0.20
1.28
4.26

TA
45
2,500
37,018
20
729
4,871
9
298
3,163
111
23,478
773,676
TA
2
75
917
2,946
2
56
604
1
22
242
12
2,343
74,659

To estimate the area consumption and performance of our architecture targeting an ASIC
implementation, we synthesized our design using the Virtual Silicon (VST) standard cell library
based on the UMC L180 0.18µ 1P6M Logic process. For synthesis and estimations the Synopsys
Design Compiler (version A-2007.12-SP1) was deployed. Table 6.2 shows our findings in terms
of estimated area, power consumption, running time, and time-area product for two choices of
n. The operating frequency was fixed here to 512 MHz. However, based on experiments we
conclude that clock rates up to a few GHz should also be possible.
As we can see, the stated number of gate equivalents roughly complies with the estimations
done in the context of our FPGA implementations. A basic cell requires about 17 GEs and
consumes not more than 0.04 mW at a clock rate of 512 MHz.
For comparison, a conventional Pentium 4 “Prescott” processor accumulates approximately
125 ⋅ 106 transistors (0.09 microns) and has a power consumption of about 100 W at a frequency
of 2.8 GHz. Hence, assuming one GE corresponds to 4 transistors, we can implement a SMITH
device up to a dimension of about 1300 × 1300 on a die size of less than that of a Pentium 4
CPU. Clocking this architecture at a frequency of 512 MHz would result in an estimated power
consumption of about 68 W.
For applications, an integrated pre- and post processing is certainly of interest in order to avoid
the architecture from running idle. Only a high-speed stream of in- and outputs can bring out
the best performance. This is the reason why the generation of LSEs as well as the verification
of the solutions is performed on-chip in the case of our SMITH-based A5/2 attack presented in
Chapter 7.
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Table 6.2: ASIC estimates for SMITH and the systolic network (SN), lines (SL), and array (SA) architectures over F2 (the operating frequency was set to 512 MHz)

SMITH
SA
SL
SN

6.3

n
50
100
50
100
50
100
50
100

Area [GE]
42,349
171,246
34,174
134,180
22,594
87,720
25,726
91,460

Power [mW]
103.59
347.31
267.65
1,128.50
137.42
531.72
146.56
570.33

RT [µs]
0.29
0.56
0.39
0.78
0.29
0.59
0.20
0.39

RTpipe [µs]
0.20
0.39
0.10
0.20
0.10
0.20
0.10
0.20

TA
2,456
37,400
1,333
20,932
655
10,351
515
7,134

GSMITH — A Hardware LSE Solver for F2k

In this section we briefly describe a generalization of SMITH for solving LSEs over the extension
field F2k . The resulting architecture, called GSMITH, was first presented in [BBR+ 08] as the
main building block of a time-optimized core for the rainbow signature scheme.

6.3.1

Adapting Gauss-Jordan Elimination over F2k to Hardware

Our hardware-optimized version of Gauss-Jordan elimination over F2k is given by Algorithm 5.
In comparison to the F2 version (Algorithm 4), not only all steps involved in an elimination
operation but also all steps required for a normalization operation are done in parallel.
Algorithm 5 Hardware-based Gauss-Jordan Elimination over F2k
Input: Non-singular matrix A ∈ Fn×n
2k
1: for each column k = 1 ∶ n do
2:
while a1,1 = 0 do
3:
A ← shiftup(n − k + 1, A);
4:
end while
⃗1 ← normalize(⃗
5:
a
a1 )
6:
A ← eliminate(A);
7: end for

The mappings shiftup and eliminate are defined as in Section 6.2.1 with the exception that the
ground field is now F2k instead of F2 and that, correspondingly, multiplication over this field
does not consist in a simple AND operation. Furthermore, we have the new mapping
normalize ∶ Fn2k → Fn2k

−1
(ai,1 , ai,2 , . . . , ai,n ) ↦ (1, ai,2 ⋅ a−1
1,1 , . . . , ai,n ⋅ a1,1 )

which is applied to the first row of the matrix when a non-zero pivot element has been found.
The hardware architecture to be presented in the next section is able to compute the mapping
shiftup in one clock. Also applying normalize immediately followed by eliminate will only require
a single clock cycle in total.
Running Time. We restrict to consider the expected running time for uniformly chosen matrices
since this is the most common type appearing in cryptographic applications. Note that shiftup
and the composition of normalize and eliminate are the two primitive operations of our hardware
architecture. Clearly, we always have n applications of eliminate/normalize independently of
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the entries of the matrix. To determine the required number of shiftup applications we observe
the following: If the matrix entries are uniformly distributed, one has α ∶= Pr[a1,1 = 0] = 21k
in the first iteration. In fact, this probability remains constant throughout all iterations since
the addition of two uniformly distributed field elements results in a uniformly distributed field
element and the multiplication of a non-zero element by a non-zero element cannot return zero.
The latter property is due to the fact that we have no zero divisors in a field. Therefore, the
1
expected number of shiftup applications is about 1−α
− 1 in each iteration and thus
n(

1
− 1)
1−α

in total. This leads to the following expected number of primitive operations executed by
Algorithm 5:
Theorem 6.4 (Expected Running Time). Let A ∈ F2n×n
be a matrix with uniformly random
k
entries. Then the expected running time of Algorithm 5 on input A can be approximated by
n
.
1 − 21k
For sufficiently large field extensions (i.e., for sufficiently large values of k), the required number
of shiftup operations can be neglected and so only about n clock cycles are needed to execute
the algorithm. For instance, for random coefficient matrices over F28 of dimension 12 × 12 only
about 12.05 ≈ n clock cycles are required.

6.3.2

The Proposed Hardware Architecture

Similar to SMITH, the basic structure of the GSMITH architecture is a rectangular mesh of cells.
In the following we describe these building blocks. In comparison to the SMITH architecture
the cells composing GSMITH are more complex. This is simply due to the fact that performing
arithmetic over the extension field F2k is more complex than binary arithmetic.
The architecture consists of four different types of cells which realize the three basic operations
involved in Algorithm 5. The cell in the upper left corner of the mesh structure is called the
pivot cell, the cells in the first row and the first column unlike the pivot cell are called the pivot
row and pivot column cells, respectively. The remaining cells are called basic cells.
We start by describing the basic cells being the most complex. Figure 6.6 shows the design and
interconnections of this cell type. Each cell has local connections to its four direct neighbors
and some global connections. Considering Figure 6.6, we additionally distinguish between data
connections (depicted by thick lines), which are k-bit buses for exchanging elements from F2k
between the cells, and 1-bit control signal connections (depicted by thin lines).
Let us first consider the local connections: A cell has a data and a control connection
(out1 and lock lower row) to its upper neighbor, a data and a control connection (in1 and
lock lower row) to its lower neighbor, and only data connections (out2 and in2) to its upper
left and lower right neighbor in the mesh. Similar to the SMITH architecture, a cell is also
connected to a global network providing a control signal (pivot found) from the pivot cell, a
data signal (row data) from the first cell of the respective row (a pivot column cell) and a data
signal (col data) from the first cell of the respective column (a pivot row cell) the considered
cell belongs to. Additionally, every cell is connected to the global clock (clk) and reset (rst)
network. For the sake of simplicity, the latter control signals are omitted in the figure.
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Figure 6.6: GSMITH: Schematic of a basic cell

Each basic cell stores one element ai,j ∈ F2k of the matrix in its k-bit register and contains one
adder and one multiplier to implement the eliminate operation. Moreover, it also contains some
multiplexers controlled by the signals piv found, lock row, and lock lower row. By means
of this multiplexers, we decide which data is input to the register depending on the operation
that is currently executed. The register content is kept if the current pivot element is zero
(piv found = 0) and the current row is locked (lock row = 1). Otherwise, new data is stored.
Assuming a non-zero pivot has been found, in2 is input to the register. If piv found is zero,
in1 or col data is stored depending on whether the lower row is locked (lock row = 1) or not.
Let us briefly consider the design of the other cell types in comparison to the basic cell. In the
pivot cell, shown in Figure 6.7, we do not need any multiplier or adder but an inverter combined
with a zero-tester. On the one hand, this component checks whether the current content of the
register is the zero element and sets the global control signal piv found to zero in this case.
On the other hand, if the register content is not equal to zero, the second output row data
of the component equals the inverse of this element which is needed to perform the normalize
operation (cf. Section 6.3.1). The pivot cell does not need an out1 nor an out2 data connection,
since these signals can be determined from the operation that is currently executed (which is
indicated by the global signal piv found).
Figure 6.8 graphically presents the structure of a pivot row cell. In comparison to the basic cell
type, these cells are equipped with a multiplier but no adder. Their row data bus is connected
to the output of the inverter of the pivot. The data received from this bus is input to the
multiplier of a pivot row cell. The second input of the multiplier is the current content of the
register. The output of the multiplier is connected to all basic cells of the respective column
and provides the data signal col data. This output is also the out2 signal of a pivot row cell.
A pivot column cell, depicted in Figure 6.9, contains neither an adder nor a multiplier. Its
register is connected to all basic cells of the respective row thereby providing the data signal row data required to execute the eliminate operation. Note that no out2 data connection
is required for these cells since this signal would always be equal to zero if processed by other
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Figure 6.7: GSMITH: Schematic of a pivot cell

cells. Furthermore, it is worth mentioning that the col data signal of these cells is always set
to zero.
Realizing the normalize and eliminate Operations: The operations normalize and eliminate are
invoked when the pivot element is not equal to zero (piv found = 1). The normalize operation
is realized by the pivot cell and pivot row cells whereas the eliminate operation is essentially
performed by the basic cells. In the case that the pivot element is non-zero, the pivot cell
computes the inverse of this value which is then multiplied by the pivot row cells with the
content of their registers. This product is provided to the basic cells in each column by the
corresponding pivot row cell using the col data bus. A basic cell multiplies this data with
the register content of the respective pivot column cell provided by the row data bus, adds the
result to the content of its own register and sends the sum to its upper left neighbor (out2).
Also the output of the multiplier of a pivot row cell is provided to the upper left neighbor with
respect to the wraparound. In the same clock cycle, each cell writes the data received from the
in2 bus into its register.

6.3.3

Implementation Results

The GSMITH architecture for LSEs over F2k of dimension n × n is basically comprised of the
following building blocks: n(n + 1) k-bit registers, a single F2k -inverter for computing a−1
1,1 , n
F2k -multipliers for normalizing the first row, and n(n − 1) F2k -multipliers and adders for the
elimination step. Hence, for sufficiently large values of n, the overall hardware complexity is
dominated by the flip-flops and multipliers. For realizing the F2k -inverter and the multipliers
we have chosen the area-efficient designs (for standard-base representation) proposed in [Paa94,
PR97].
We implemented the GSMITH architecture for solving LSEs of different dimensions over F28
on a Spartan-3 and a Virtex-5 FPGA. Table 6.3 presents the results of these implementations
in terms of area (Slices, FFs, LUTs), time (operating frequency, runtime in non-pipelined and
pipelined mode), and time-area product (as defined by Equation (6.1)). Remember that the
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Figure 6.8: GSMITH: Schematic of a pivot row cell

expected number of clock cycles for processing LSEs of dimension n × n (assuming uniformly
distributed coefficients) is about n in the pipelined and 2n in the non-pipelined case.
As one can see, the frequency remains relatively constant for the varying values of n on both
FPGAs. In general we can say that GSMITH can be operated about 2.7 times faster on the
Virtex-5 in comparison to the Spartan-3 device for the considered dimensions. On the Virtex-5
we can operate GSMITH at about 30% of the maximal frequency of the FPGA whereas on the
Spartan-3 only a ratio of about 20% can be reached. Regarding area consumption, the Virtex-5
can host our design upto an LSE dimension of 23 × 23 and the Spartan-3 can handle a maximal
dimension of about 20 × 20. We have an average cell area of about 14 slices for the former and
32 slices for the latter FPGA. Note that in comparison to the F2 -case, the average cell area
has been increased by factor greater than 20. Since we do not consider ASIC implementations
of LSE solvers over extensions fields in the following chapters, we refrain from giving ASIC
estimates at this point.

6.4

SN, SL, and SA — Systolic LSE Solvers for F2k

In this section, we propose and evaluate triangular-shaped systolic architectures implementing Gauss-Jordan elimination over F2k . Our approach is based on the work by Wang and
Ling [WL93] presenting an LSE solver for the special case F2 . A brief description of the architectures presented in the following has been published in [BERW08] where they are used as a
building block for a multivariate signature generation core (see also Chapter 10).

6.4.1

The Proposed Hardware Architectures

In the following, we will describe three architectures for solving LSEs over F2k which we call
systolic network (SN), systolic lines (SL), and systolic array (SL), respectively. We start by
considering the systolic network being the basic architecture. Then we introduce the other two
architectures as slight variants thereof.
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Figure 6.9: GSMITH: Schematic of a pivot column cell

Systolic Network
The systolic network architecture, depicted in Figure 6.10, is a mesh of simple processors similar to GSMITH. However, in contrast to GSMITH, these cells are connected in a triangular
structure. We distinguish between two types of cells. The cells on the main diagonal are called
pivot cells and the remaining cells are called basic cells. For solving an n × n LSE, we need an
architecture consisting of n pivot cells and n(n + 1)/2 basic cells. The LSE is feeded row-wise
into the architecture, one row per clock cycle. The k-th row of cells (counted from the bottom)
basically executes the k-th iteration of the Gauss-Jordan algorithm. However, the iterations are
not performed sequentially by the architecture, i.e., usually steps of more than one elimination
round are executed in the same clock cycle. The first component x1 of the solution vector is
ready after n+1 clock cycles. By producing a new component in each cycle, the complete vector
is ready after 2n cycles. In contrast to GSMITH, the runtime of this architecture is independent
of the distribution of the matrix entries, i.e., fixed for all matrices. In the following we consider
the two types of cells in more detail.
The design of a pivot cell is shown in Figure 6.11. The most complex component of this
cell is an F2k -inverter combined with a zero-tester. This component is needed for performing
normalization. Furthermore, the cell contains a single 1-bit register to memorize whether a
non-zero pivot element has already been found. Initially, the register is set to zero. If the input
Ein , being an element from F2k , is zero and Tout is also zero the output Eout is equal to 1. Here
we assume that the inverter component outputs 1 when receiving the zero element as input.
If Ein is not equal to zero and Tout is zero, the output Eout is the F2k -inverse of Ein . In the
case that Tout is equal to 1, the data Ein is simply passed unchanged to Eout . This is required
for computing multiples of the normalized pivot row in the course of an elimination operation.
The signal Crin is used to control the mode of operation of the row of cells the corresponding
pivot cell belongs to. We have two such modes, namely the initialize/backward-substitution
mode (Crin = 0) and the elimination mode (Crin = 1). Using the former mode, we indicate that
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Table 6.3: FPGA implementation results for GSMITH and the systolic network (SN), lines (SL), and
array (SA) architectures over F28

GSMITH

SA

SL

SN

GSMITH

SA

SL

SN

n
10
12
20
10
12
20
10
12
20
10
12
20
n
10
12
20
10
12
20
10
12
20
10
12
20

Xilinx XC3S1500 FPGA (13,312 Slices, 26,624 4-bit-LUTs/FFs, 300 MHz)
Slices
LUTs
FFs
GEs
Freq. [MHz]
RT [µs]
RTpipe [µs]
3,525
6,809
895
48,185
61
0.33
0.16
4,942
9,532
1,265
67,510
60
0.40
0.20
13,310
24,821
3,386
176,017
55
0.73
0.36
2,533
4,477
1,305
38,407
80
0.50
0.13
3,502
6,160
1,868
53,254
79
0.61
0.15
8,811
15,127
5,101
133,957
83
0.96
0.24
2,296
4,405
904
34,986
69
0.43
0.14
3,205
6,171
1,279
49,034
69
0.52
0.17
8,454
16,151
3,433
128,528
68
0.88
0.29
2,251
4,379
461
30,272
8
2.50
1.25
3,110
6,071
653
42,013
7
3.43
1.71
7,384
14,390
1,723
100,604
4
10.00
5.00
Xilinx XC5VLX50 FPGA (7,200 Slices, 28,800 6-bit-LUTs/FFs, 550 MHz)
Slices
LUTs
FFs
GEs
Freq. [MHz]
RT [µs]
RTpipe [µs]
1,562
4,301
895
37,267
164
0.12
0.06
2,238
6,269
1,265
54,003
164
0.15
0.07
5,748
17,134
3,386
147,026
164
0.24
0.12
1,262
3,498
1,305
36,136
213
0.19
0.05
1,663
4,826
1,866
50,162
213
0.23
0.06
4,177
12,292
5,110
129,344
214
0.37
0.09
1,249
3,782
900
34,884
208
0.14
0.05
1,641
5,175
1,272
47,853
208
0.17
0.06
4,165
13,872
3,400
126,724
209
0.29
0.10
1,157
3,479
460
28,033
17
1.18
0.59
1,596
4,885
648
39,379
13
1.85
0.92
4,025
10,965
1,720
90,515
12
3.33
1.67

TA
186
395
3,498
165
320
2,030
138
283
2,157
7,034
18,241
369,200
TA
11
23
166
12
23
139
9
17
121
805
2,716
22,383

data of a new LSE is going to be loaded into the row of cells and that old data, stored in the
registers of the cells, should be passed to the next row of cells for backward-substitution. The
elimination mode is turned on until all rows of the new LSE passed the respective row of cells.
A basic cell, shown in Figure 6.12, comprises a k-bit register, a F2k -multiplier, and a F2k -adder.
Furthermore, the cell contains a few multiplexers. If no pivot element has been found yet
(Tin = 0), the entering data Din is multiplied with Ein and stored in the register of the cell.
Thus, in the case of the currently processed pivot element being non-zero, normalization is
applied and the register content equals the inverse of the pivot multiplied by Din . If the pivot
is zero, the output of the multiplication is equal to the element Din (since Ein has been set to
1 by the pivot cell) which is simply stored and passed to the next row in the next clock cycle.
Note that in both cases, the old content of the register is passed as Dout to the next row of cells.
If a pivot element has been found before (Tin = 1), elimination is performed, i.e., we compute
Din + Ein r ,
where r denotes the current content of the register. The result is passed as Dout to the upper
row in the same clock cycle.
Table 6.4 illustrates the operation of the systolic network processing an LSE of dimension 3 × 3.
It shows the states of the basic cells in each clock cycle. More precisely, a column labeled with
ri,j contains the states of the register of the cell at the i-th row and j-th column of the mesh.
(k)
The symbol “X” marks states which are undefined or not of interest to us and ri,j denotes the
content of register ri,j in the k-th clock cycle. In the first cycle, we assume that the considered
element a1,1 is non-zero and can thus be used as pivot element. So the first row of the matrix
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Figure 6.10: Systolic Network: Interconnections of cells

Table 6.4: Register states of the systolic network while processing a 3 × 3 LSE
clk

event

1

a1,1 ≠ 0

2

a2,1 r1,2 + a2,2 = 0

(1)

r1,2
a1,2
a1,1

r1,3
a1,3
a1,1

r1,4

r2,3

r2,4

r3,4

out

b1
a1,1

X

X

X

X

a1,2
a1,1

a1,3
a1,1

b1
a1,1

a2,1 r1,3 + a2,3

a2,1 r1,4 + b2

X

X

(2)
a3,1 r
+a3,3
1,3
(2)
a3,1 r
+a3,2
1,2
(2)
a3,1 r
+a3,3
1,3
(2)
a3,1 r
+a3,2
1,2

(2)
a3,1 r
+b
1,4 3
(2)
a3,1 r
+a3,2
1,2
(2)
a3,1 r
+b
1,4 3
(2)
a3,1 r
+a3,2
1,2

(2)
r
2,4
(2)
r
2,3
(2)
r
2,4
(2)
r
2,3
(2)
r
2,4
(2)
r
2,3

(r1,2 r2,3 + r1,3 )r3,4 + (r1,2 r2,4 + r1,4 )

X

r3,4

(1)

(1)

a1,2
a1,1

a1,3
a1,1

b1
a1,1

4

X

X

X

5

X

X

X

X

X

6

X

X

X

X

X

3

(2)

a3,1 r1,2 + a3,3 ≠ 0

X
(3) (3)

(3)

(3)

(4) (4)

(3) (3)

(3)

(4)

(r2,3 r3,4 + r2,4 )
(5)

is normalized and stored to the registers of the first row of cells. In the second clock cycle,
the second row of the matrix is eliminated by adding the first (normalized) row. Since the
(1)
resulting diagonal element a2,1 r1,2 + a2,2 is zero, it cannot be used as the pivot for the second
elimination round. Hence, the eliminated matrix row is just temporarily stored in the 2nd row
of cells and send to the 3rd row in the next clock cycle. The 3rd row of the matrix is loaded
into the architecture during the 3rd clock cycle. At the same time it is eliminated by adding
the first, normalized row. Furthermore, the resulting row is normalized and stored to the 2nd
(2)
row of cells since the corresponding pivot element a3,1 r1,2 + a3,3 is not equal to zero. In the
4-th cycle, backward substitution starts. More precisely, this mode is activated for the first
row of cells. This leads to the value in register r1,4 passing the 2nd and the 3rd row of cells.
The result is the first component of the solution vector. During the 5-th and the 6-th cycle the
backward-substitution mode is activated for the 2nd and 3rd row of cells, respectively, yielding
the remaining two outputs.

127

Chapter 6. Hardware Architectures for Small and Medium-Sized LSEs over F2k

Tout

Crin
1-Bit Reg

F2k -Inv
Eout

Ein

Figure 6.11: Systolic Network: Schematic of a pivot cell
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Figure 6.12: Systolic Network: Schematic of a basic cell

Note that the architecture just described allows signals to propagate through the whole array
in a single clock cycle. So its critical path certainly depends on the problem size n slowing the
design down for large systems of equations (as demonstrated in Section 6.4.2). The inverters of
the n pivot cells contribute most to the latency of the architecture.
Systolic Array
To make the design independent of the problem size, we can interpose a one-cycle delay element
in each path between two cells where intermediate results are buffered in each cycle (instead
of propagating them). Such a delay element can be k-bit or a 1-bit register depending on
whether the considered path is a data or control signal bus. Clearly, this modification increases
the area consumption compared to the original design. Furthermore, to make the architecture
work correctly also the input data needs to be “aligned” appropriately: The input of a matrix
element ai,j+1 must be delayed by one clock cycle relative to ai,j and finally the input of bi by
one clock cycle relative to ai,n . In this way, the last piece of data being the element bn enters
the architecture in the 2n-th cycle. Backward-substitution starts immediately after this. The
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first component of the solution vector appears in the (3n + 1)-th and the last component in the
4n-th cycle. Hence, the initial runtime in terms of clock cycles has been doubled compared to
the original architecture. However, note that assuming new LSEs are feeded in continuously, a
new solution vector is ready after every n cycles. We call this fully pipelined variant a systolic
array LSE solver.
Systolic Lines
It is also possible to strike a balance between these two extreme approaches. In order to reduce
latency it is already almost as helpful to insert only delay elements into vertical paths. This
seems to be a good tradeoff between latency and area consumption due to additional registers.
Since no delay elements are present within horizontal paths, the input data does not need to
be staggered. That means, as in the original design, a complete row can enter the architecture
every clock cycle. Thus, the last matrix row is the input of the n-th cycle and the backwardsubstitution phase starts one cycle later. It is easy to see that with this approach the first
component of the solution vector leaves the architecture in the (2n + 1)-th cycle and so the
complete solution is ready after 3n clock cycles. We call this variant a systolic lines LSE solver.
Handling Not Uniquely Solvable LSEs
As described earlier, the LSEs considered in various application scenarios are not necessarily
uniquely solvable. Fortunately, for all three architectures it is easy to detect such LSEs. This can
be done by checking the state of the pivot cells after 3n clock cycles for a systolic array, 2n clock
cycles for a systolic lines architecture, and n clock cycles for a systolic network, respectively. If
any of the 1-bit registers contained in these pivot cells has not been set to 1, the system is not
uniquely solvable.

6.4.2

Implementation Results

We implemented the systolic architectures presented in the previous section on the same FPGA
platforms as the SMITH and the GSMITH design, i.e., a Xilinx Spartan-3 and a Virtex-5 device.
In the following we present our findings concerning area consumption and running time of these
implementations. Furthermore, we give ASIC estimates for the special case F2 . A comparison
of all LSE solvers with respect to these characteristics is done in the next section.
All systolic architectures we have seen, essentially consist of the following building blocks: n
n(n+1)
F2k -inverters and 1-bit-registers located in the pivot cells as well as 2 k-bit registers, F2k multipliers, and adders contained in the basic cells. For the systolic lines solver, we require an
n(n+1)
additional amount of 2 k-bit registers realizing the delay in vertical direction. The systolic
n(n+1)

array again induces an overhead of 2 k-bit and 1-bit registers in comparison to the systolic
lines design. As a matter of course, we used the same design for the F2k -inverters and the
multipliers [Paa94, PR97] as we did for GSMITH.
Table 6.3 shows our implementation results for different dimensions of LSEs over F28 . As one
can see, already for small LSEs of dimension 10 × 10 the systolic network exhibits pretty low
clocking frequencies. The operating frequencies of the SA and SL architectures are comparable
and stay relatively constant for the considered range of LSE dimensions. With regard to area
consumption, the Spartan-3 can handle the SA, SL, and SN designs upto a dimension of about
24 × 24, 25 × 25, and 26 × 26, respectively. Counting the delay elements as part of the systolic
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cells, we obtain an average cell area of approximately 38, 36, and 34, respectively. In the case of
the Virtex-5 we have maximal dimensions of about 26 × 26, 26 × 26, and 27 × 27 and an average
area consumption per cell of about 18.5, 18.2, and 17.5 for the different architectures.
Our findings for the special case F2 are given in Table 6.1. Except for very small LSEs, the
systolic network architecture is also not competitive here with regard to speed. Furthermore, it
is worth mentioning that on the high-performance Virtex-5 FPGA we can clock the SA as well
as the SN architecture at the maximal frequency even for relatively large dimensions. On the
Spartan-3, we have an average cell area of about 0.7, 1.7, and 3.7 slices for the SN, SL, and SA
architecture, respectively, leading to a maximal LSE dimension of about 193 × 193, 123 × 123
and 83 × 83. The Virtex-5 can handle maximal dimensions of about 168 × 168, 142 × 142, and
103 × 103 where a cell occupies about 0.5, 0.7, and 1.3 slices on average.
As done for the SMITH architecture, we synthesized our designs using the VST library based
on the UMC L180 0.18µ 1P6M Logic process in order to estimate area consumption and performance of an ASIC implementation. For synthesis we fixed an operating frequency of 512 MHz.
Table 6.2 shows our findings in terms of area, power consumption, running time and time-area
product. Note that surprisingly the area consumption of the SN architecture is slightly higher
than that of the SL architecture. This is most probably caused by the big drivers and buffers for
the high-fanout wires which are required to enable the systolic network to operate at this high
frequency. A systolic array cell requires about 26 GEs and consumes approximately 0.2 mW
whereas a cell of the systolic lines architecture occupies only 17 GEs while exhibiting a power
consumption of 0.1 mW.

6.5

A Brief Comparison and Conclusions

Considering the presented designs we can make the following general observations: The systolic
approaches feature the advantage that their running times are independent of the characteristics
of the coefficient matrix whereas for the SMITH/GSMITH architecture only expected running
times can be given. However, for matrices with uniformly distributed entries, frequently appearing in cryptographic applications, GSMITH (along with the SN architecture) has the lowest
asymptotic time complexity (2n) among all considered architectures when a continuous input
stream cannot be provided. Furthermore, it can be clocked at fairly high frequencies. In contrast to that, the systolic array has the highest asymptotic running time in this case, but due to
the fact that its critical path is independent of the problem size, it allows for higher frequencies
compared to all other designs. This makes the design especially attractive for large values of n.
The systolic network has the lowest asymptotic time complexity of all systolic approaches, but
at the expense of pretty low operating frequencies making the design unattractive already for
small values of n. The systolic lines approach provides a good tradeoff between asymptotic time
complexity and frequency. However, which architecture eventually provides the best absolute
running time highly depends on the concrete application scenario and implementation platform.
With regard to area consumption, the systolic architectures exhibit lower values for small k
than GSMITH. The systolic network performs best in this respect, followed by the systolic
lines and array architectures. Though, note that the GSMITH design requires only a single
F2k -inverter (contained in the pivot cell) whereas the systolic architectures comprise n such
inverters. This can become an advantage in favor of GSMITH when considering small LSEs
over large extension fields where inverters are very expensive (also in comparison to multipliers)
in terms of area and latency. However, in this work we are not going to analyze this issue in
more detail. Moreover, the ability of the GSMITH design to store the whole matrix can be
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advantageous in scenarios where LSEs should be generated on-chip and the cells of GSMITH
could be reused for this purpose. Another property that might of interest concerning possible
adaptions is that the computation of the whole architecture is controlled by a single cell.
With regard to our concrete implementation results, we can draw the following conclusions:
For LSEs of the considered sizes (10 ≤ n ≤ 20) over F28 , GSMITH exhibits the lowest absolute
running time of all architectures when input cannot be provided in a pipelined fashion. On the
high-performance Virtex-5 FPGA it also has a very good performance for a continuous input
stream. On the other side, GSMITH shows the biggest area consumption of all designs. For
n = 20, it occupies about 1.8 times the area of the SN architecture in terms of slices on the
Spartan-3 FPGA. The systolic array architecture features the best time-performance assuming
continuous input closely followed by the systolic lines architecture. When regarding the product
of occupied area, the running time in the non-pipelined mode as well as the running time in
the pipelined mode, the systolic lines architecture seems to be the LSE solver of choice for the
considered values of n.
For LSEs of the considered dimension over F2 , the systolic lines architecture has the best time
performance when input is provided in a non-pipelined fashion. However, for bigger values of
n, the systolic array will eventually performs better with respect to this, due to the persistency
of the operating frequency. The SA architecture also exhibits the best running time in the
pipelined-mode but already for values of n in the considered range. Interestingly, over F2 the
SMITH design exhibits a slightly lower area consumption than a SA, and the SL architecture is
significantly smaller than both. When weighting area consumption and both types of running
times equally the systolic lines approach seems to be best suited for 20 ≤ n ≤ 90.
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Chapter 7

A Hardware-Assisted Realtime
Attack on A5/2
A5/2 is a synchronous stream cipher that is used for protecting GSM communication. In this
chapter, we propose a special-purpose hardware device breaking A5/2 in about half a second
without the need for precomputations or memory, given only a few ciphertext frames from
the GSM speech channel. One of the main building blocks of this architecture is a hardware
solver for linear system of equations over F2 . We analyze the use of SMITH as well as the
SL architecture presented in Chapter 6 for realizing this component. Our hardware-assisted
attack extends the work by Barkan, Biham, and Keller [BBK03] who proposed an efficient
software-based attack on A5/2.
Most of the work presented in this chapter has been jointly done with Thomas Eisenbarth and
Andrey Bogdanov and has originally been published in [BER07].

7.1

Introduction

The Global System for Mobile communications (GSM) was initially developed in Europe in the
1980s. Today it is the most widely deployed digital cellular communication system all over the
world. The GSM standard specifies algorithms for data encryption and authentication. The
originally specified encryption algorithm in this standard was the stream cipher A5/1. However,
due to export restrictions, for deploying GSM out of Europe a new intentionally weaker version
of A5/1 was developed, the stream cipher A5/2. Though the internals of both ciphers were kept
secret, their designs were disclosed in 1999 by means of reverse engineering [BGW99].
The security of A5/1 has been extensively analyzed, e.g., in [BB06, BD00, BSW01, EJ03, Gol97,
MJB05, GNR08, GKN+ 08]. We also refer to Chapter 8 where a time-memory-data tradeoff
attack against A5/1 based on the COPACOBANA FPGA cluster is proposed. In this chapter
we focus however on the security of the (weaker) A5/2 algorithm. But note that although
the use of this algorithm has been officially discouraged in the meantime, its security still has
great importance on the security of GSM communication. This is not least due to flaws in the
GSM protocols that allow to take advantage of attacks on A5/2 even if a stronger encryption
algorithm (e.g., A5/1 or the new A5/3) is used [BBK03]. These flaws can be exploited whenever
the mobile phone supports the weak cipher.
A known-plaintext attack on A5/2 was presented in [GWG99]. The actual attack requires only
two plaintext frames, but these frames have to be exactly 1326 frames apart to fulfill a certain
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property. In [PFS00] a weaker attack on A5/2 was proposed which requires 4 arbitrary plaintext
frames and allows to decrypt most of the remaining communication. However, this attack does
not recover the internal state of A5/2.
Recently, Barkan et al. [BBK03] proposed a guess-and-determine attack that needs four plaintext
frames to find an A5/2 session key. The general idea of this attack is to guess 16 bits of the
internal state of the cipher and then express the output as a degree-2 function of the remaining
unknown 61 initial state bits. Each known plaintext frame yields 114 quadratic equations in
this way. Given 4 plaintext frames, one obtains an LSE of dimension 455 × 655 by linearizing
the equations. Though the system is underdetermined, experiments show that this number
of equations suffices to resolve the 61 original linear variables. In the same paper the attack
is transformed into a ciphertext-only attack. Here, due to the fact that GSM employs error
correction before encryption, the attacker knows the values of certain linear combinations of the
stream bits. The attack consists of a precomputation phase in which the equation systems for
all guesses are computed in advance and an online phase in which this data is used to quickly
solve the equations for the specific input frames. It is important to note that these guesses also
concern the initialization vectors (aka COUNT values) that are used to setup A5/2 and which
are derived from the frame numbers. Thus, as usual for time-memory tradeoffs, depending on
the precomputation time, memory and disk space one is willing to spend, not all frames may
be used in the online phase of the attack. The authors provide estimates for a full-optimized
attack against the GSM control channel SDDCH/8. In this case the precomputation can be
done in about 11 hours on a PC requiring 1GB of RAM and producing 4GB of data. In the
online phase, eight consecutive ciphertext frames are needed to recover the session key in about
one second.
All of the above attacks against A5/2 share the feature that they have been designed for software
implementation and so their efficiency has also been assessed for software. To the best of our
knowledge the alternative of an efficient hardware implementation of an attack against A5/2
has not been analyzed thoroughly yet. For the case of A5/1, Pornin and Stern [PS00] discussed
the possibility of accelerating attacks using software-hardware tradeoffs. It is suggested that
software should be used for the exhaustive search over clocking sequences and the generation
of affine subspaces containing key candidates. Special-purpose hardware is proposed for the
subsequent filtering of these affine subspaces. The hardware remains relatively simple, the
software part being responsible for all complex operations including Gaussian elimination. We
show that a hardware-only attack against A5/2 leads to significant improvements in terms of
time, memory, and flexibility compared to current software attacks, although existing attacks
are already quite efficient.
Our general approach is similar to the ciphertext-only attack described in [BBK03]. However,
no precomputation is required and the ciphertext frames that can be used to mount the attack
do not need to satisfy any special properties (e.g., appropriate differences of COUNT values).
In contrast to the software implementation in [BBK03], we designed our architecture to directly attack the speech channel. That means, it uses ciphertext frames from the GSM speech
traffic channel (TCH/FS and TCH/EFS) instead of a specific control channel (e.g., SDCCH/8
in [BBK03]) to mount the attack. The advantage is that eavesdropping can start immediately
at any time during a call (not only at the set-up of the call) without waiting until appropriate
data is transmitted over the specific control channel. However, since the proposed architecture
is quite generic using minor changes also other GSM channels (e.g., SDCCH/8) can be attacked.
Based on our architecture, even a hardware device is conceivable where the target channel can
be chosen at runtime.
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The basic architecture for attacking the speech channel requires 16 (consecutive) ciphertext
frames as input and outputs the recovered secret initial state of A5/2. This initial state is
sufficient to decrypt all frames of a session and to recover the key. The core blocks of the
architecture are 3 equation generators and the solver for linear systems of equations. In every
iteration, each equation generator produces one linear equation with the indeterminates being
the secret state bits of A5/2. After 185 iterations the generation of an LSE is completed. These
equations are input to an LSE solver performing parallelized Gauss-Jordan elimination. The
output of the LSE solver suggests the secret state candidate that needs to be checked. After
generating and solving 215 LSEs on average in this way, the right candidate can be found.
To have a proof of concept and a basis for evaluating the requirements on chip size and average
power consumption of an ASIC implementation, we implemented all critical parts of our design
in VHDL and synthesized it. Based on these results we estimated about 7.2 million gate
equivalents for our original (unoptimized) design. Assuming a moderate operating speed of 256
MHz for the main component of the chip and 512 MHz for the rest, the architecture consumes
roughly 11 Watts of energy and completes an attack in about 1 second on average. In comparison
with a recent desktop PC CPU, the Core 2 Duo “Conroe” processor, our design consumes about
10% of the area and 17% of the power.
The above estimates are based on a rather unoptimized design leaving room for significant
improvements in speed and chip area. For instance, in the original paper [BER07], the SMITH
architecture presented in Section 6.2 was used to realize the LSE solver module. However, in
the same paper replacing SMITH by a systolic architecture was pointed out as a promising way
in order to improve the performance of the overall engine. In the thesis at hand, we follow
this approach (in addition to presenting the original design) and propose an optimized engine
based on the newly proposed systolic lines architecture (cf. Section 6.4). The improved design
occupies only about two third of the original design in terms of area and is twice as fast.
The remainder of this chapter is structured as follows: The design of the A5/2 stream cipher
is described in Section 7.2. Section 7.3 provides the theory of the attack, i.e., we show in detail
how a ciphertext-only attack on A5/2 using data from the GSM speech channel can be mounted.
This includes demonstrating how the bits of the key stream can be expressed in terms of the
unknown register states as well how the GSM error-correction coding can be exploited to setup
an LSE using these bits. In 7.4 our special-purpose hardware architecture is presented. We
specify building blocks for implementing the generation of the stream bit terms, the set-up of
LSEs, and the computation and verification of solutions to these LSEs. Section 7.5 provides
area, time, and power consumption estimates for an ASIC implementation of the architecture.
Some optimizations based on the deployment of an SL LSE solver are presented in Section 7.6.
Some final conclusions are drawn in Section 7.7.

7.2

The A5/2 Stream Cipher

A5/2 is a synchronous stream cipher accepting a 64-bit key K = (k0 , . . . , k63 ) ∈ F64
2 and a 22-bit
22
initial vector IV = (v0 , . . . , v21 ) ∈ F2 derived from the 22-bit frame number which is publicly
known. It uses four linear feedback shift registers (LFSRs) R1, R2, R3 and R4 of lengths 19,
22, 23 and 17 bits, respectively, as its main building blocks (see Figure 7.1). The taps of the
LFSRs correspond to primitive polynomials and, therefore, the registers produce sequences of
maximal periods. R1, R2 and R3 are clocked irregularly based on the current state of R4.
The A5/2 keystream generator works as follows. First, the initialization phase as described by
Algorithm 6 is run. At the beginning of this phase all registers are set to 0. Then the key setup
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Figure 7.1: Design of A5/2 (the figure is due to [BBK03])

and the IV setup are performed. Here the key and IV bits are cyclically added to the registers
modulo 2, respectively. At the end of the initialization phase, one bit in each register is set to 1.
Then the warm-up phase is performed where R4 is clocked 99 times and and the output is
discarded. Note that already during this phase and also during the stream generation phase
which starts afterwards, the registers R1, R2 and R3 are clocked irregularly. More precisely,
the stop/go clocking is determined by the bits R4[3], R4[7] and R4[10] in each clock cycle as
follows: The majority of the three bits is computed, where the majority of three bits a, b, c is
defined by maj(a, b, c) = ab ⊕ ac ⊕ bc. R1 is clocked iff R4[10] agrees with the majority. R2 is
clocked iff R4[3] agrees with the majority. R3 is clocked iff R4[7] agrees with the majority. In
each cycle at least two of the three registers are clocked. After these clockings, R4 is (regularly)
clocked, and an output bit is generated from the values of R1, R2, and R3 by adding their
rightmost bits to three majority values, one for each register (see Figure 7.1). After warm-up
A5/2 produces 228 output bits, one per clock cycle. Half of them are used to encrypt uplink
traffic, while the remaining 114 bits are used to decrypt downlink traffic. In the remainder of
this chapter we always consider only a fixed half of this keystream used to encrypt the traffic
in one direction.

7.3

Description of the Attack

Our general approach is similar to the ciphertext-only attack described in [BBK03]. However,
no precomputation is required and the ciphertext frames that can be used to mount the attack
do not need to satisfy special properties like having appropriate frame numbers. The attack
requires the ciphertext of any ℓ frames encrypted using the same session key K. The parameter
ℓ depends on the channel that should be attacked. For instance, we need about ℓ = 16 frames
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Algorithm 6 Initialization phase of A5/2

22
Input: Key K = (k0 , . . . , k63 ) ∈ F64
2 , initialization vector IV = (v0 , . . . , v21 ) ∈ F2
1: R1 ← 0, R2 ← 0, R3 ← 0, R4 ← 0;
2: // Key Setup
3: for i = 0 ∶ 63 do
4:
Clock R1, R2, R3, R4;
5:
R1[0] ← R1[0] ⊕ ki , R2[0] ← R2[0] ⊕ ki , R3[0] ← R3[0] ⊕ ki , R4[0] ← R4[0] ⊕ ki ;
6: end for
7: // IV Setup
8: for i = 0 ∶ 21 do
9:
Clock R1, R2, R3, R4;
10:
R1[0] ← R1[0] ⊕ vi , R2[0] ← R2[0] ⊕ vi , R3[0] ← R3[0] ⊕ vi , R4[0] ← R4[0] ⊕ vi ;
11: end for
12: R1[15] ← 1, R2[16] ← 1, R3[18] ← 1, R4[10] ← 1;

for attacking the speech channel as shown in the following and about ℓ = 8 frames to attack the
SDCCH/8 channel of a GSM communication as shown in [BBK03].
The general idea is to guess the internal state of the register R4 right after initialization (we
have 216 possible states) and write every bit of the generated key stream, that has been used to
encrypt the ℓ known ciphertext frames, in terms of the initial states of the registers R1, R2 and
R3. We then use certain information about the key stream bits – which are provided by the
error correction coding of the GSM channel – to construct an overdetermined quadratic system
of equations. This system is linearized and then solved using Gaussian elimination. The above
procedure is repeated for different guesses of R4 until the correct solution is found. Using this
solution, we can easily reconstruct the internal state of A5/2 after initialization for an arbitrary
frame that has been encrypted using K. This is already sufficient to decrypt all frames of a
session, since we can construct the corresponding states and load them into the A5/2 machine.
However, by reversing the initialization phase, we can also recover the session key K.
In the following we consider the details of the attack. To this end, we first introduce some basic
notation: We denote the ℓ known ciphertext frames by C0 , . . . , Cℓ−1 and the corresponding (unknown) plaintext frames by P0 , . . . , Pℓ−1 . For each frame Ch (or Ph ), we denote the respective
initialization vector by IV h = (vh,0 , . . . , vh,21 ) and the key stream by Sh = (sh,0 , . . . , sh,113 ). Furthermore, let R1(h) , R2(h) , R3(h) and R4(h) be the internal states of the registers of A5/2 during
a certain cycle when generating Sh . Finally, given arbitrary variables x1 , . . . , xn (representing
bits), we define the set span(x1 , . . . , kn ) ∶= {a1 x1 ⊕ ⋯ ⊕ an xn ∣ (a1 , . . . , an ) ∈ Fn2 }.

7.3.1

Expressing Stream Bits as Register States

Let us consider the stream generation for a frame Ch . At the beginning of the initialization
phase the registers R1(h) , R2(h) , R3(h) and R4(h) are all set to zero. Then the key setup is
performed for 64 clock cycles, where in each cycle the first bit of each LFSR is set to the sum
of the respective feedback value and one of the key bits (see Section 7.2). After that, due to
the linearity of the feedback functions the bits of the three registers can be written as certain
linear combinations of K, e.g., R1(h) [0] = k0 ⊕ k19 ⊕ k38 ⊕ k47 . In the subsequent initialization
step, the IV setup, the initialization vector IV h is added to the content of the registers in an
analogous manner. Thus, the resulting register bits are (known) linear combinations of the key
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bits and the IV bits. Finally, certain bits of the registers are set to 1. More precisely, after
initialization the registers R1(h) to R4(h) can be written as
R1(h)
R2(h)
R3(h)
R4(h)

=
=
=
=

(α0 ⊕ σh,0 , . . . , α14 ⊕ σh,14 , 1, α15 ⊕ σh,15 , . . . , α17 ⊕ σh,17 ),
(α18 ⊕ σh,18 , . . . , α33 ⊕ σh,33 , 1, α34 ⊕ σh,34 , . . . , α38 ⊕ σh,38 ),
(α39 ⊕ σh,39 , . . . , α56 ⊕ σh,56 , 1, α57 ⊕ σh,57 , . . . , α60 ⊕ σh,60 ),
(α61 ⊕ σh,61 , . . . , α70 ⊕ σh,70 , 1, α71 ⊕ σh,71 , . . . , α76 ⊕ σh,76 ),

(7.1)

where αi ∈ span(k0 , . . . , k63 ) and σh,i ∈ span(vh,0 , . . . , vh,21 ).

This is the starting point of our attack. First observe that since IV h is known, the values σh,0
to σh,76 can be considered as known constants. So only the αi values are unknowns. Note that
we have the same αi ’s for all frames Ch . In the following, we guess the values of α61 , . . . , α76 ,
1
determine the initial secret state α ∶= (α0 , α1 , . . . , α60 ) ∈ F61
2 , and verify this solution. We have
16
to repeat this procedure at most 2 times until α61 , . . . , α76 take on the correct values.
In order to determine α, we have to write the bits of the key stream Sh for each frame Ch
in terms of α and use certain information about these bits to construct a linear system of
equations. Let us now see how this can be done. Remember that after initialization, irregular
clocking is performed in each cycle as described in Section 7.2. Before the first stream bit for
Ch is generated, the warm-up phase is executed running for 99 cycles. After warm-up, a stream
bit is generated from the current internal states of R1(h) , R2(h) and R3(h) every cycle. In an
arbitrary cycle of A5/2 (after initialization), these states can be written as
R1(h) = (βh,0 ⊕ δh,0 , . . . , βh,18 ⊕ δh,18 ),
R2(h) = (βh,19 ⊕ δh,19 , . . . , βh,40 ⊕ δh,40 ),
R3(h) = (βh,41 ⊕ δh,41 , . . . , βh,63 ⊕ δh,63 ),

where βh,0 , . . . , βh,18 ∈ span(α0 , . . . , α17 ), βh,19 , . . . , βh,40 ∈ span(α18 , . . . , α38 ), βh,41 , . . . , βh,63 ∈
span(α39 , . . . , α60 ), and δh,i ∈ span(vh,0 , . . . , vh,21 , 1). Note that the linear combinations βh,i
depend on the specific frame Ch since the clocking of the registers now depends on IV h . (Certainly, βh,i and δh,i also depend on the specific clock cycle.) However, it is important to observe
that we know the specific linear combination of αj ’s each βh,i is composed of as well as the
concrete value of each δh,i (since we know IV h and fix some values for α61 , . . . , α76 ).

A stream bit sh,k (k ∈ {0, . . . , 113}) is generated by summing up the output of the three majority
functions and the rightmost bits of the registers R1(h) , R2(h) and R3(h) (see Figure 7.1). More
precisely, in terms of the current state (k clock cycles after warm-up) of these registers the
output bit can be written as
sh,k =
⊕
⊕
⊕

maj (βh,12 ⊕ δh,12 , βh,14 ⊕ δh,14 ⊕ 1, βh,15 ⊕ δh,15 )
maj (βh,28 ⊕ δh,28 , βh,32 ⊕ δh,32 , βh,35 ⊕ δh,35 ⊕ 1)
maj (βh,54 ⊕ δh,54 ⊕ 1, βh,57 ⊕ δh,57 , βh,59 ⊕ δh,59 )
βh,18 ⊕ δh,18 ⊕ βh,40 ⊕ δh,40 ⊕ βh,63 ⊕ δh,63 .

(7.2)

It is important to note that due to the majority function, each output bit is a quadratic function
in α0 , . . . , α60 . More precisely, it has the general form
sh,k =
⊕

∑

0≤i<j≤17

∑

bi,j αi αj ⊕

39≤i<j≤60

∑

18≤i<j≤38

bi,j αi αj

bi,j αi αj ⊕ ∑ ai αi ⊕ c,

(7.3)

0≤i≤60

Since the registers R1(h) , R2(h) and R3(h) are clocked irregularly after initialization based on certain bits of
R4
by guessing α61 to α76 , the clocking of these registers are fully determined.
1

(h)
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Figure 7.2: Simplified view on GSM convolutional coding, interleaving, and A5/2 encryption

for some bi,j , ai , c ∈ F2 .
To linearize the above relations, we simply replace each quadratic term αi αj by a new variable
21⋅20
22⋅21
γi,j . In this way we obtain 18⋅17
2 + 2 + 2 = 594 new variables. Thus, each stream bit can
be described by at most 655 variables (and a constant).

7.3.2

Setting Up LSEs Using Speech Channel Data

Now, we describe how a ciphertext-only attack using data from the speech traffic channel can
be mounted. In the case of a ciphertext-only attack the direct output stream of A5/2 is not
known. However, we have access to certain linear combinations of the output bits. This is
due to the fact that A5/2 is encrypting linearly in the plaintext (as any synchronous stream
cipher) and to the linear error-correction coding procedure that is performed before encryption.
The applied error-correction procedure is however specific to the GSM channel (see [Ins99]
for details on GSM channel coding). How this procedure can be exploited in the case of the
GSM control channel SDCCH/8 is sketched in [BBK03]. We analyze how this can be done
in the case of the full-rate speech traffic channel (TCH/FS and TCH/EFS) where a different
interleaving procedure is used. We like to point out that our description is more constructive
and detailed compared to the one in [BBK03], making it especially useful with regard to an
actual implementation.
To protect a 260-bit block of speech data produced by the speech coder against transmission
errors a multi-stage error-correction procedure is performed. This procedure increases the data
size by adding redundant data in each stage and also reorders bits. We are interested in the
last two stages of this procedure which are depicted in Figure 7.2. Here the 267-bit blocks ID i
containing some intermediate data are input to a so-called non-recursive binary convolutional
encoder (of rate 1/2 with memory length 4 and constant length 5). The outputs of the con-
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volutional coder are the 456-bit blocks CD i . The function CC computed by the convolution
encoder can be described as follows:
CC ∶ ID i = (idi,0 , . . . , idi,266 ) ↦ (cdi,0 , . . . , cdi,455 ) = CD i , where
⎧
idi,k ⊕ idi,k−3 ⊕ idi,k−4 ,
0 ≤ j ≤ 377 and j = 2k
⎪
⎪
⎪
⎪
cdi,j = ⎨idi,k ⊕ idi,k−1 ⊕ idi,k−3 ⊕ idi,k−4 , 0 ≤ j ≤ 377 and j = 2k + 1
⎪
⎪
⎪
⎪
378 ≤ j ≤ 455
⎩idi,182+(j−378) ,

Note that the last 78 bits of ID i are actually not protected by a convolutional code. Rather these
bits are just copied unchanged to the tail of CD i . The important property of the convolutional
code bits of an arbitrary block CD i (Bits 0–377) — that is exploited later on — are the following
linear dependencies that hold for 1 ≤ j ≤ 184:
cdi,2j ⊕ cdi,2j+1 ⊕ cdi,2j+2 ⊕ cdi,2j+3 ⊕ cdi,2j+6 ⊕ cdi,2j+8 ⊕ cdi,2j+9 = 0

(7.4)

As we can see in Figure 7.2, the blocks CD i are not directly encrypted. Prior to encryption,
they are first reordered and interleaved “block diagonal”. The result of the interleaving is a
distribution of the reordered 456 bits of a given data block CD i over the eight 114-bit blocks
P4i+0 , . . . , P4i+7 using the even numbered bits of the first 4 blocks and odd numbered bits of
the last 4 blocks. The reordered bits of the next data block CD i+1 use the even numbered bits
of the blocks P4i+4 , . . . , P4i+7 and the odd numbered bits of the blocks P4i+8 , . . . , P4i+11 . The
interleaving of CD i+2 and subsequent blocks is done analogously. So new data starts every 4-th
block and is distributed over 8 blocks. Considering the example in Figure 7.2, this means that
each of the blocks
∎

P0 , . . . , P3 contains 57 bits of data from CD 0 ,

∎

P4 , . . . , P7 contains 57 bits of data from CD 0 and 57 bits from CD 1 ,

∎

P8 , . . . , P11 contains 57 bits of data from CD 1 and 57 bits from CD 2 ,

∎

P12 , . . . , P15 contains 57 bits of data from CD 2 .

More precisely, the following function can be used to describe the reordering and interleaving
of data blocks:
f ∶ N × {0, . . . , 455} → N × {0, . . . , 113}
(i, j) ↦ (4i + (j mod 8), 2(49j mod 57) + (j mod 8) div 4)

We have the following relation between the bits CD i and the output blocks P(4i+0) , . . . , P(4i+7) :
cdi,j = pf (i,j) ,

where the right-hand side denotes the bit with index f (i, j) belonging to block P(4i+(j mod 8)) .

A 114-bit block Pi produced by the interleaver is then encrypted by computing the bitwise
XOR with the output stream Si resulting in the ciphertext frame Ci . The linear dependencies
of the convolutional code bits seen in Equation 7.4 also propagate to the ciphertext because
the encryption is linear in the plaintext and the keystream. So taking the interleaving and
reordering into account, we can exploit this property to obtain equations of the form
cf (i,2j) ⊕ cf (i,2j+1) ⊕ cf (i,2j+2) ⊕ cf (i,2j+3) ⊕ cf (i,2j+6) ⊕ cf (i,2j+8) ⊕ cf (i,2j+9)
⊕ sf (i,2j) ⊕ sf (i,2j+1) ⊕ sf (i,2j+2) ⊕ sf (i,2j+3) ⊕ sf (i,2j+6) ⊕ sf (i,2j+8) ⊕ sf (i,2j+9)
= pf (i,2j) ⊕ pf (i,2j+1) ⊕ pf (i,2j+2) ⊕ pf (i,2j+3) ⊕ pf (i,2j+6) ⊕ pf (i,2j+8) ⊕ pf (i,2j+9)
= cdi,2j ⊕ cdi,2j+1 ⊕ cdi,2j+2 ⊕ cdi,2j+3 ⊕ cdi,2j+6 ⊕ cdi,2j+8 ⊕ cdi,2j+9 = 0
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for 0 ≤ j ≤ 184. It is important to note that the ciphertext and stream bits in the above equation
do not belong to a single ciphertext and stream block, respectively. Rather, for fixed i eight
consecutive ciphertext blocks and corresponding streams are involved in the 185 equations. A
single equation involves bits from 5 different blocks and streams. These effects are due to the
interleaving and reordering (and make an efficient hardware implementation somewhat tricky).
Hence, given 16 consecutive ciphertext blocks we can setup LSEs with 555 equations and 655
unknowns using the results from the previous section.2 Though the LSEs are underdetermined,
we found out by experiments (similar to [BBK03]) that this number of equations is always
sufficient to determine the 61 original linear variables α using Gaussian elimination. Having
determined the values of these variables, merely the consistency with the quadratic equations
needs to be checked to identify the correct secret initial state.

7.4
7.4.1

A Hardware Architecture for Attacking A5/2
Overview

Our architecture is sketched in Figure 7.3. It accepts 16 ciphertext frames and the 16 corresponding IVs as input. The hardware calculates and outputs the recovered 77-bit state α0 , . . . , α76 .
The given ciphertext frames and IVs are stored in the Ciphertext Module (CM). Each of the
three Equation Generators (EGs) generates 185 linear equations with the secret state bits αi
(0 ≤ i ≤ 60) as variables (cf. Equation (7.5)). The EGs receive the required IVs and ciphertext
bits from the CM. A generated equation is passed to the buffer of the LSE Solver. This buffer
is needed because the LSE Solver accepts only one equation per clock cycle, but the three
EGs produce their equations simultaneously. After the LSE Solver is filled with 555 equations,
it proceeds with the actual solving step and produces a candidate for the secret state. This
candidate is sent from the LSE Solver to the Key Tester (KT) that verifies whether the correct
state has been found. This verification process is done in parallel to the determination of a
new candidate. More precisely, while equations for the j-th candidate are generated by the
EGs, the (j − 1)-th candidate is tested by the KT. All processes are controlled by the Control
Logic Unit (CLU) that performs synchronization and clocking for the CM, EGs, the LSE Solver,
and the KT. Its main task is to ensure that the right stream and ciphertext bits are combined
(within the EGs and also the KT) to form the desired equations as described in Section 7.3.2
in Equation (7.5).

7.4.2

Equation Generators

Three EGs are used to generate the system of linear equations for the LSE Solver. Each EG
is associated with one of the 3 convolutional code blocks CD 0 , . . . , CD 2 whose data is spread
— due to interleaving — over 8 of the 16 given ciphertext blocks Ch (cf. Section 7.3.2). By
means of the CM an EG has access to the required 8 ciphertext blocks and the corresponding
IVs and generates 185 equations from this data.
As shown in Figure 7.4, an EG consists of eight Stream Generators (SGs) and one Stream
Combiner (SC) which are all controlled by the CLU. Each of the eight SGs is associated with
one of the eight ciphertext frames Ch related to its EG. More precisely, Stream Generator SGj
(0 ≤ j ≤ 7) belonging to Equation Generator EGi (0 ≤ i ≤ 2) is associated with frame C(4i+j) .
The SG for a frame Ch consists of an expanded A5/2 engine and can produce linearized terms
2

Assuming that the first 8 blocks contain the encrypted data of a whole convolutional code block.
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C0 , . . . , C15 , IV 0 , . . . , IV 15 (in)

Ciphertext
Module (CM)

Equation
Generators (EG)

CLU

Key Tester (KT)

α0 , . . . , α76 (out)

Buffer

LSE Solver

Figure 7.3: Overview of the A5/2 attack engine

for the 114 stream bits sh,k (cf. Equation (7.3)). For instance, SG0 in EG1 is associated with C4
and is able to generate linear terms for the stream bits s4,0 , . . . , s4,113 . Each EG also contains
another type of component, the Stream Combiner, that takes care of adding the right stream
bit terms and the right ciphertext bits together in order to get the final equations that are then
passed to the LSE Solver.

Stream Generators
The SG unit consists of an A5/2 engine where the states of the LFSRs R1, R2, and R3 are
represented by vectors of αi ’s instead of single bits. We implemented the Ri’s as vector LFSRs
instead of standard scalar LFSRs to obtain linear expressions in the variables αi (i.e.,every
addition and shift operation is applied to a linear combination of αi ’s). Figure 7.5 shows
an example of this representation for R1 right after the initialization phase. Each column
vector gives the dependence of the corresponding bit of the simple LFSR on the αi ’s and a
constant (Equation (7.1) describes exactly the same state of the vector LFSR). Hence the rows
of the matrix indicate the dependence on the corresponding αi while the columns indicate the
position in the LFSR. The row at the bottom corresponds to the constants σh,i . Right after the
initialization phase, each column (ignoring the bottom row) only contains a single 1, because
before warm-up each position of each Ri depends only on a single αi (cf. Equation (7.1)). The
only exception are the three positions in R1 through R3 that are set to one. Here the respective
positions do not depend on any αi but the respective constant part is 1. Note that no clock
cycles need to be wasted to actually perform the initialization phase for vector LFSRs, since we
can precalculate the IV’s influence on each LFSR position
Each SG performs the warm-up phase where its vector LFSRs are clocked 99 times. Every time
a vector LFSR is clocked (forward), all columns are shifted one position to the right, the last
column is dropped and the first column is calculated as an XOR of the columns according to
the feedback term. After warm-up, the CLU can query one of its 114 outputs. To produce this
output, the SG is clocked as many times as necessary to reach the desired linear expression for
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Figure 7.4: Equation Generator with its components Stream Generator and Stream Combiner

sh,k . An SG can be clocked forward as well as backward3 , resulting in an average of 36 clock
cycles required for generating one output equation. The output is generated by XORing the
result of the majority function as described in Equation (7.3).
The majority function performs a pairwise “multiplication” of all three input vectors and binary
adds the intermediate results and the vector that directly enters the equation (e.g, R1[18] in
Figure 7.5). The multiplication of two column vectors is done by binary multiplying each
element of one vector with each element of the other vector. The resulting term for one key bit
sh,k is linearized by assigning each quadratic variable to a new variable (represented by a “new”
signal line). We implemented the multiplication of Equation (7.3) to be performed in one clock
3
Figure 7.5 depicts only the control logic for forward clocking. For simplicity reasons we also omitted certain
other control and data signals in the figure.
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Figure 7.5: Detailed view on R1 represented within a SG after initialization
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cycle. Instead of rotating a number of registers several times, we directly tap and combine all
input bits of these registers that are required for the computation of a specific output bit.
Since the domain of each instance of the majority function is restricted to one register, its action
is local and one obtains three smaller quadratic equations with disjunct variables (except for the
constant term) before the final XOR. That is, the results of the different vector LFSRs do not
have to be XORed and can be directly output (the first 655 data lines). The only operation one
has to perform to compute this XOR is to add the three constant bits (the last single-bit output
of each SG). Note that the local quadratic equations do not have to be linearized explicitly since
we already use the linearized form to represent quadratic equations in hardware (each linear or
quadratic term is represented by one bit).
Each of the 8 SGs accepts 3 control signals from the CLU indicating the clocking direction
(forward or backward), the stop-go command (as the vector LFSRs belonging to different SGs
need to be clocked a different number of times), and the initialization command (increment R4
and perform warm-up).

Stream Combiner
The SC combines the results of the SGs with the corresponding ciphertext bits from the CM
to produce the equations for the LSE Solver. More precisely, it works as follows: the output
of an SG are 656 signals representing a certain stream bit sh,k . The signal representing the
constant value c of sh,k (cf. Equation (7.3)) is then XORed with the respective ciphertext bit
ch,k provided by the CM. By having a closer look at Equation (7.5) and the involved function
f , we can see that this 656-bit result is sometimes needed for the generation of two consecutive
equations. Moreover, note that sometimes also the current and the previous result of an SG are
required at the same time to build an equation. To this end, the result of an SG is buffered in
the SC (see Figure 7.5). A signal of the CLU is used to decide which of the 8 previous and 8
current results are XORed together. The resulting equation is now passed as new equation to
the buffer of the LSE Solver.

7.4.3

Ciphertext Module

The CM stores the 16 ciphertext blocks and IVs and provides them to the SCs and the KT
in the required order. It consists of 24 memory blocks for storing ciphertexts and 16 memory
blocks for storing the IVs. The content of the ciphertext memory blocks can be cyclicly shifted
in both directions. The ciphertexts C0 , . . . , C15 are initially stored in the bit order as they are
recorded from air. C0 , . . . , C7 is put in the first 8 memory blocks, C4 , . . . , C11 is put in the next
8 memory blocks and C8 , . . . , C15 is put in the last 8 blocks.
Each EG and the KT has parallel access to the 8 required IVs. Each of the SCs needs only
access to 8 of the 24 ciphertext memory blocks. More precisely, the SC belonging to EGi is
provided with the first bit of memory block 4i + 0 to 4i + 7 respectively (i.e, the positions where
the bits c4i+j,0 are initially stored). The content of these memory blocks needs to be rotated
in the same way as the vector LFSRs within the 8 SGs of EGi . To this end, the CM receives
the same control signals from the CLU as the SGs. Finally, the KT accesses the first bit of the
ciphertext memory blocks 0 to 7, respectively, i.e., the same bits as EG0 .
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7.4.4

LSE Solver

The LSE Solver is controlled by the CLU. Each time an equation in an Equation Generator
is ready, the LSE Solver obtains a signal for loading the equation. As all orders have been
processed and all equations loaded into the LSE Solver, it receives a command from the CLU
that the LSE has been completely generated. The LSE Solver writes the 61-bit result into a
buffer. When the LSE Solver finished processing an LSE, it signals that a solution is ready.
The CLU informs the Key Tester that the secret state candidate is in the buffer. It is then read
out and verified by the KT.
In the original paper [BER07], the SMITH architecture presented in Section 6.2 was used to
realize the LSE Solver module. Accordingly, the performance estimates of the attack engine
were based on this choice. However, in the same paper we pointed out that replacing SMITH
by a systolic architecture might be a promising approach in order to improve the performance
of the overall engine significantly. Since no implementation figures for these architectures were
available at that time, we did not follow this approach in the paper. In this thesis, we provide
both the original estimates based on the SMITH architecture as well as estimates for an improved
engine due to the deployment of the newly proposed systolic lines architecture (cf. Section 6.4).
Section 7.6 describes the latter optimization.
For our application scenario, some adaptions of the SMITH architecture are needed which are
outlined in the following.
Using the SMITH Design for Implementing the LSE Solver
Note that the SMITH architecture as described in Section 6.2 only handles quadratic LSEs.
However, using minor modifications the architecture can also perform Gauss-Jordan elimination
on underdetermined LSEs (n = 555 < 656 = m) as required for our purposes here.

Clearly, our SMITH architecture now consists of n rows each containing m cells. Only
min(m, n) = n elimination rounds need to be performed. To this end, however no specific
adaptions of the control logic are required. It is guaranteed by means of the used-flag (cf.
Section 6.2.2). To ensure that the solution can be read out from the first column of cells as it
is usually done using the SMITH architecture, the right hand side of an LSE needs to be input
to (n + 1)-th column of the architecture. The last (and real) modification, which is described
by the next paragraph, is applied in order to avoid dead-locks and a waste of clock cycles due
to zero-columns caused by linearly dependent equations.

The required number of clock cycles is determined by two steps which are applied n times:
pivoting and elimination. Remember that by pivoting we mean the search for a non-zero
element in a certain column of the respective coefficient matrix, which is then used during
the elimination step to zero-out all other entries in this column being equal to 1. While the
elimination operations consume a fixed amount of n clock cycles in total, a variable number of
clock cycles for pivoting is required. This number highly depends on the characteristics of the
coefficient matrix. Roughly speaking, if the matrix columns contain many zero entries pivoting
requires many clock cycles and may dominate the total costs. In our case, we initially have
dense matrices that however contain many linearly dependent row vectors resulting in many
zero-columns while the algorithm proceeds. More precisely, our experiments show that each
of our LSEs contains about 160 to 190 linearly dependent equations. Note that a zero-column
causes a dead-lock of our original architecture when pivoting is applied to this column. A naive
approach to circumvent this, is to count the number of shiftup operations in each pivoting step
and skip this column (by just setting the piv found signal to 1) as soon as a certain threshold is
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reached. However, each shiftup operation costs a clock cycle and for a zero-column no pivoting
and no subsequent elimination is actually required. By performing zero-column detection in an
efficient manner, we can save these clock cycles and proceed immediately with the next column.
Since in the case of the SMITH architecture the logic for pivoting is physically located in a
single column (the 1st column), we can efficiently realize this detection by computing the OR
over all entries of this single column. Using this simple adaption, the pivoting operations for
the whole matrix consume about 4000–4500 cycles (instead of more than 60000 using the naive
approach).
Thus, as soon as the last equation has been loaded into the architecture, SMITH can start
processing the LSE. A solution is ready after about 5000 cycles which corresponds to a running
time of about 9n. Unfortunately, we have to stop generating a new LSE until SMITH has
finished its computation. Pipelining as described in Section 6.2.2 cannot be applied here since
the input is generated row-wise and it is not clear how the LSEs can be produced column-wise
efficiently.
Remark 7.1. Since in this scenario, the random entries of a coefficient matrix are obviously not
chosen independently and with the same distribution, Theorem 6.2 guaranteeing an expected
running time of approximately 2n does not hold here.

7.4.5

Key Tester

The KT receives the output of the LSE Solver, i.e., the secret state candidate and checks its
correctness. The KT is built-up as a modified EG. The determined candidate is written into the
SG-engines of the KT, which are normal A5/2 engines that can be clocked in both directions.
Hence, the size of this modified SGs is much smaller and they produce single bits as output. For
the verification of a candidate, the output bits sh,k generated by the SGs are combined with the
ciphertext bits according to Equation (7.5) like it is done within a regular EG. If all resulting
XOR-sums are equal to 0, the correct secret state has been found and is written out.

7.4.6

Control Logic Unit

The CLU controls all other components and manages the data flow. It ensures that the right
stream bit expressions are generated, combined with the ciphertext bits, and passed to the LSE
Solver. Once all 555 equations of an LSE have been generated, this is signaled to the LSE Solver
by the CLU. Moreover, it stops the EGs until a solution has been computed. When the LSE is
solved, the candidate is passed to the KT. The KT is operated in parallel to the generation of
the new LSE.
The CLU generates the same sequence of 24-bit control signals for each of the three EGs and
the KT (cf. Figure 7.4). Remember that each SG belonging to an EG receives 3 of these signals.
They determine the direction in which the engine is clocked, whether the engine is clocked at all,
and whether the R4 register need to be increased (to generate equations for a new candidate).
The generation of these signals can be immediately derived from Equation (7.5). More precisely,
the CLU internally generates an order for each of the 185 equations an EG should produce.
From such an order the required signals can be easily derived. The orders for the first 21
equations are shown in Table 7.1. Each order thereby consists of 7 pairs (fi , bi ) (0 ≤ i ≤ 6).
The number fi equals the index of a ciphertext/key-stream block modulo 8 (cf. Equation (7.5))
required in an equation. So this number addresses one of the 8 SGs belonging to an EG. The
integer bi (which can be negative) is the relative position of the required bit within the fi th ciphertext/key-stream block. “Relative” means that this position is given relatively to the
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Table 7.1: Orders (fi , bi ) required to set up Equation i for 0 ≤ i ≤ 20 ((fi , 0) means that the current
output of Stream Generator fi is needed)
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position of the bit (of this block) that was required just before. This number can be used to
signal how often and in which direction an SG should be clocked. Considering the columns of
Table 7.1, we see that these pairs occur (almost) periodically. So orders can be generated easily
in hardware.
Besides the three control signals for each SG, the CLU has to produce a 16-bit mask to control
which outputs of the SGs are XORed within an SC (cf. Figure 7.4). As can be derived from
Table 7.1, only 7 bits of the mask are simultaneously set to 1. Finally, the CLU also “orders” the
needed ciphertext bits from the CM which is done in the same way as stream bits are “ordered”
from the SGs.
Operating Procedure
During the setup of our attack engine, all components are being initialized and 16 ciphertext
frames and 16 corresponding IVs are read into the CM. The R4 registers of the EGs are set to
the initialization value 0.
After initialization, the equations are generated, solved, and tested for all different possible
states of R4 until the right state is found. Hence the following steps are performed 215 times
on average:
(1) The registers R4 are incremented and the warm-up is executed in the SGs. This step
requires 99 clock cycles. The SGs are now ready to generate the linearized terms for the
stream bits sh,k when queried.
(2) The LSE Solver gets filled with 555 equations. The CLU queries each of the three EGs
185 times to receive these equations. The CLU plays an important role in this, because
it controls each SG to provide the right sh,k terms, which are then combined by the SCs
and passed to the buffer of the LSE Solver. The SGs inside the EGs need to be clocked
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36 times on average to produce the necessary terms. So the generation of a new LSE is
completed after about 6600 clock cycles.
(3) Once the generation of an LSE has been finished, this is signaled to the LSE solver. If the
SMITH design is used to implement this component, it takes roughly 5000 cycles until
the result is calculated.
(4) The determined candidate is fed into the KT and the warm-up is executed. This step
takes 99 cycles.
(5) The CLU queries the KT 185 times to generate the output bits. If all parity checks in
the KT succeed, the recovered 77-bit state is passed to the output. Performing this step
takes about 6600 clock cycles.
Since the KT and the EGs have the same components their warm-up and equation generation
phases can be performed in parallel. More precisely, Steps 1 and 4 as well as 2 and 5 are
executed in parallel. Hence, the KT introduces no additional overhead in terms of clock cycles
except for checking the solution of the very last LSE.

7.5

Implementation Results and ASIC Estimates

Due to the size of the architecture, an ASIC realization seems most realistic. We decided to
keep the operating speed at 256 MHz for the LSE Solver to achieve a decent power consumption
at still reasonable performance time. Since the remaining components are significantly smaller
than the LSE Solver and there are periods where those components are idle, they are clocked
at twice the speed (512 MHz). This way the LSE Solver still accounts for the major part of the
overall power consumption and heat development. At these clock rates the secret state of A5/2
can be recovered in about
215 ⋅ (

99 + 185 ⋅ 36
5000
+
) s ≈ 1.07 s
6
512 ⋅ 10
256 ⋅ 106

on average when using SMITH for implementing the LSE Solver component.
To evaluate the requirements on chip size and average power consumption, we implemented our
design in VHDL and synthesized it using the VST library based on the UMC L180 0.18µ 1P6M
logic process. Due to the huge size of the whole system, simulation and synthesis were done
component-wise. A synthesis of the whole design should further decrease the needed area.
All critical components were implemented and synthesized. Table 7.2 shows the synthesis results. For each component the area requirements in terms of gate equivalents (GE) are given
as well as the consumed average power in µW. The second column shows at which clocking frequency a component is operated. For uncritical components like the Stream Combiner and the
Ciphertext Module module, for example, area and power consumption were estimated rather
than synthesized. Conservative assumptions on the needed number of flip-flops and logic gates
were translated into area and power estimations. Estimated components are indicated by ∗ .
The last row of Table 7.2 shows the estimated sum for both, area and power consumption of a
realization of the whole design. Obviously the LSE Solver accounts for the biggest part of the
area needed, almost 86% of the total area of the design. Yet the sum of the other components
account for roughly 40% of the total power consumption of 11 W. This is due to the higher
operating frequency of these components. Note that many components appear multiple times
in the design. For instance, the EG appears 3 times, resulting in a total amount of 24 SGs.
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Table 7.2: Implementation results and estimates for our A5/2 attack engine (∗ indicates that values were
estimated)
Component
Stream Generator (SG)
Key Tester (KT)
SMITH LSE Solver
Buffer∗
Stream Combiner∗ (SC)
Ciphertext Module∗ (CM)
Control Logic Unit∗ (CLU)
Full Design∗

Clock Speed [MHz]
512
512
256
512
512
512
512
256/512

Area [kGE]
28.9
0.7
6,190.9
15.0
95.5
16.6
4.6
7,207.9

Power Consumption [mW]
129.9
2.9
6,553.4
24.7
431.8
27.3
20.1
11,041.4

The full design needs roughly 7.2 million GEs and consumes roughly 11 Watts of energy. For
comparison, a recent desktop CPU, the Core 2 Duo “Conroe” processor, accumulates roughly
2.9 ⋅ 108 transistors (0.065 microns) and draws up to 65 Watts [Cor06]. Hence, assuming one
GE corresponds to 4 transistors, we used about 10% of the area and 17% of the power of this
common CPU.

7.6

Some Optimizations of the Original Attack Engine

This section describes some technical optimizations of the original design yielding significant
improvements in terms of running time and area consumption.
Replacing SMITH by a Systolic Lines LSE Solver
As already pointed out in the original paper [BER07], the SMITH architecture is not the optimal
choice for realizing the LSE Solver component in the present application scenario. In the same
paper, the usage of a systolic architecture is suggested as a promising way to improving the
performance of the attack engine. In this section we are going to work out the details of this
approach.
Choosing the systolic lines (SL) architecture among all systolic architectures presented in Section 6.4 is a natural decision for this application scenario: It can be clocked at fairly high
frequencies (≥ 256 MHz) even for large LSE dimensions but consumes less area than the systolic
array. The systolic network cannot be expected to allow high operating frequencies at these
dimensions unless requiring more area than the systolic lines architecture (cf. Table 6.2).
Similar to the SMITH device, we need to change the structure of the SL architecture slightly: to
n(n+1)
process an n × (m − 1) LSE, n pivot cells and ∑ni=1 m − i = nm − 2 basic cells arranged in the
obvious way are required. Furthermore, note that the architecture expects a new equation (of
the same LSE) as input in each clock cycle. However, as explained in Section 7.4.2, this property
is not satisfied but three new input equations are ready every 36 clock cycles on average. Since
we do not want to prevent the SL from processing until a sufficient number of equations have
been buffered to ensure a continuous input stream, we simply input a zero row-vector in case
that no equation is ready at a certain point in time. If we keep the elimination mode turned on
until the last real equation of an LSE entered the architecture (which is signaled by the CLU),
this modification does not affect the solution of the computation.
Observe that as soon as the last equation of an LSE has been feeded into the architecture, the
SL is actually ready to process the equations of the next LSE. However, if we want to operate
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the KT component requiring the solution of the old LSE synchronously to the EGs generating
new equations (in order to reuse the CM and parts of the CLU), we have to wait for the LSE
Solver to finish computation. Completing the the backward substitution phase for the old LSE
takes 2n = 1110 clock cycles.

We like to highlight that for the application scenario at hand, the SL architecture features the
great advantages in comparison to SMITH that its runtime does not depend on the characteristics of the coefficient matrix and computation can already start when the first equation of an
LSE is ready. Besides that, it also exhibits a lower area consumption.
Deploying the SL architecture in place of SMITH results in the following new performance
estimates for the overall engine: Let us assume the SL architecture is operated at a frequency of
256 MHz whereas the other components run at 512 MHz. Then the engine is able to determine
the secret state in about
215 ⋅ (

2 ⋅ 555
99 + 185 ⋅ 36
+
) s ≈ 0.57 s
6
512 ⋅ 10
256 ⋅ 106

on average. Thus, the optimized engine is about twice as fast as the original one. Synthesis of the
SL architecture using the Synopsys Design Compiler yields an estimated area consumption of
3,575.9 kGE and an average power consumption of 11,358.6 mW. This translates to 4,611.4 kGE
and 15,846.6 mW for the full design which corresponds to a decrease of 36% in terms of area
and an increase of 44% in terms of power consumption compared to the original engine.
Running LSE Solver and EGs in Parallel
We can save up the 1110 additional clock cycles (except for the very last LSE) that are required
by the SL architecture to output the solution after the last equation of an LSE entered the
architecture. To this end, we need to make the verification process (i.e., the KT component)
independent of the generation of new LSEs (i.e., the EGs): Assuming the EGs work independent,
the setup and warm-up phase as well as the generation of new equations (Steps 1 and 2 in the
operating procedure given in Section 7.4.6) can be done while the LSE Solver is still busy with
processing the previous LSE (Step 3). In this way, no overhead in terms of running time except
for the very last LSE is introduced by Step 3 and for the last elimination only 1110 additional
cycles are required. To render this possible, we have to hold copies of the ciphertext blocks
C0 , . . . , C7 and set up a separate control for the KT component including a separate logic for
the generation of “orders” as described above. We can start the KT as soon as a new solution
has been generated by the LSE Solver. Furthermore, the running time of the KT could be
reduced by only verifying the candidate against 64 bits (which is already sufficient) instead of
185 as it is currently done. Due to this optimization, we could achieve an average running time
of
99 + 185 ⋅ 36
215 ⋅ (
) s ≈ 0.43 s
512 ⋅ 106
at the expense of about 13 kGE additional area and 33 mW power consumption compared to
SL-based attack engine.
Adjusting Operating Frequencies
Using the modification described in the above paragraph, it is also possible to lower the power
consumed by the SL LSE Solver without increasing the running time of the architecture: Clocking the LSE Solver at 256 MHz and the EGs at 512 MHz still does not yield a continuous stream
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of equations at the input port of the LSE Solver. The minimal time needed by the EGs to pro14
duce three new equations is 512⋅10
6 s ≈ 0.027 µs (cf. Table 7.1), whereas the SL architecture is
3
able to process three equations in 256⋅10
6 s ≈ 0.012 µs. Hence, we could even halve the operating
frequency of the LSE Solver without causing an overrun at the 3-rows buffer connected to the
input of the LSE Solver. This would also halve the power consumption of this component.
Alternatively, the frequency of the remaining circuit could be doubled to decrease the overall
running time.

7.7

Conclusions and Future Work

In this work we proposed a hardware-only attack engine that, given 16 ciphertext frames from
the GSM speech channel as input, recovers the initial secret state of A5/2 within about 500 ms
without any precomputations and memory. The architecture thereby only consumes a small
fraction of the area and power of a desktop CPU. It is important to point out that we can easily
run several engines in parallel to further reduce the running time of the attack. For instance,
we could place approximately 15 engines on the area of a Core Duo processor which would
translate to a running time of about 34 ms at the expense of a high but still reasonable power
consumption of about 240 W.4
Another possible optimization of the attack engine is to reduce the number of equations that are
generated: For instance, the experiments in [BBK03] suggest that there are only 450 equations
needed (as opposed to 555) to determine a candidate. Having less equations reduces both the
required number of clock cycles and the occupied chip area. With minor changes of the design
of our architecture it is also possible to use input from other GSM channels to mount the attack.
An attractive candidate would be the SDCCH/8 channel where only 8 ciphertext frames are
required. We expect that an engine attacking this channel would again require slightly less area
and time.
We like to note that we “just” provided a machine efficiently solving the problem of recovering
the initial state of A5/2. There is still some work to do in order to obtain a full-fledged practical
GSM cracker. In particular, further technical difficulties will certainly appear when it actually
comes to eavesdropping GSM calls. This is due to the frequency hopping method applied by
GSM which makes it difficult to synchronize a receiver to the desired signal. However, these
are just some minor obstacles that certainly cannot be considered serious barriers for breaking
GSM.
Our work impressively demonstrates the capabilities of special-purpose hardware for cryptanalytic attacks. Since we implemented an attack belonging to a generic class of attacks against
stream and block ciphers, namely algebraic attacks, our general approach might be applicable
to further symmetric ciphers. In particular, we consider the analysis of proprietary (stream)
ciphers a worthwhile target for future work.

4

These estimates are based on the first optimization.
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Chapter 8

COPACOBANA-assisted TMTO
Attacks on A5/1 and DES
Cryptanalytic time-memory tradeoffs (TMTOs) are generic methods for inverting one-way functions. They are typically used to attack block and stream ciphers. In this chapter, we analyze the
suitability of the COPACOBANA FPGA cluster as platform for implementing this type of attacks. We focus on two very famous ciphers, namely the block cipher DES and the stream cipher
A5/1. For both ciphers, we determine suitable TMTO methods and corresponding parameters,
present full implementations of the TMTO precomputation phases on COPACOBANA, and
estimate the properties of the resulting attacks.
The work presented in this chapter was jointly done with Tim Güneysu, Martin Novotný, and
Stefan Spitz. Parts of the results have been published in [GRS07, GKN+ 08].

8.1

Introduction

The inversion of (one-way) functions is a common problem frequently appearing in cryptanalysis:
Let g ∶ X → Y be a (one-way) function with a domain X of size ∣X∣ = N . Given an image y ∈ Y,
the challenge is to find a preimage of y, i.e., some element x ∈ X such that g(x) = y. Instances
of this problem appear in the cryptanalysis of block and stream ciphers.
In the case of a block cipher E(x, p), where x denotes a key and p a plaintext, one is typically
given a fixed known plaintext p′ and considers the function
gp′ ∶ X → Y

x ↦ E(x, p′ )
mapping keys x to ciphertexts of p′ . Then one is interested in inverting the function for given
ciphertexts y = gp′ (x).
In the case of a stream cipher, the domain X of the function g one tries to invert is the set of all
possible internal states of the cipher and g maps an internal state to the first log2 (∣X∣) output
bits of the cipher produced from this state. Typically, one is given several of these output strings
y1 , . . . , yD and it is already sufficient to find a preimage for one of them.
There are two naive approaches to solve instances of this general problem. The simplest way
consists in an exhaustive search for a preimage. This approach has a time complexity of N and
a negligible space complexity. However, at least if multiple preimages for the same function g

153

Chapter 8. COPACOBANA-assisted TMTO Attacks on A5/1 and DES

should be found, as it is often desired in practice, this approach is not satisfying because N
is usually a huge number. It should be noted that for most modern ciphers like AES, even
computing a single preimage in this way is infeasible.
A naive approach to speed up the actual search for preimages would be to compute an exhaustive table containing all pairs (x, g(x)) in advance which is sorted according the the second
component. Once this precomputation phase is completed, the search for a preimage, which we
call the online phase, can be done using a single table-lookup. In this way, the precomputation
phase has a time and space complexity of N . The online phase can be performed using a negligible time complexity and a space complexity of N . However, the problem with this approach is
that in practice the computed tables are far too large to store them. Even for outdated ciphers
like DES that are considered insecure because of their relatively small key spaces (here we have
N = 256 ), storing such a table is still infeasible today.
By using a cryptanalytic time-memory tradeoff method, one tries to find a compromise between
these two well-known extreme approaches. A TMTO offers a way to “reasonably” reduce the
actual search complexity (by doing some kind of precomputations) while keeping the amount of
precomputed data “reasonably” low. The first and most famous cryptanalytic TMTO method
was proposed by Hellmann [Hel80] in 1980. He suggested to precompute chains of pairs (x, g(x))
in a certain deterministic way such that only the start and end points of the chains need to be
stored (leading to reduced storage requirements compared to the exhaustive table approach).
In the online phase, the chain containing the wanted preimage can be identified by performing
a number of table accesses and the preimage is retrieved by reconstructing the corresponding
chain from its start point. In 1982, Rivest [D. 82] introduced the distinguished points method
considerably reducing the number of table accesses required in the online phase. This method
was elaborated and analyzed by Borst, Preneel and Vandewalle [BPV98], and by Standaert,
Rouvroy, Quisquater and Legat [SRQL02]. Kim and Matsumoto [KM99] showed that an adjustment of TMTO parameters can (slightly) increase the success probability without increasing
the storage requirements at the same time. Oechslin [Oec03] proposed a new TMTO method
at Crypto 2003, the so-called rainbow tables method, saving a factor of 2 compared to the
worst-case time complexity of Hellman’s scheme. Biryukov and Shamir [BS00] introduced the
idea of time-memory-data tradeoffs (TMDTOs) in 2001. TMDTOs are variants of TMTOs
exploiting a scenario — typically arising in the case of stream ciphers — where multiple images
are given in the online phase and one has just to be successful in finding a preimage for one
of them. Recently, in 2006 Barkan, Biham, and Shamir [BBS06] formalized a general model of
cryptanalytic TMTOs and TMDTOs covering most known schemes and provide a lower bound
on the worst-case time complexity of this kind of schemes. Furthermore, they introduced a
number of variants of the basic schemes described above.
All existing generic TM(D)TO methods share the natural property that in order to achieve a
significant success rate much precomputation effort is required. Performing this task on PCs
is usually way too costly or time-consuming. Recently, the benefits of special-purpose hardware in terms of FPGAs for doing the time-consuming precomputations have been discovered.
In [SRQL02], an FPGA design for an attack on a 40-bit DES variant using Rivest’s TMTO
method was proposed. The authors used a VIRTEX1000 FPGA board developed by the Microelectronics Laboratory at UCL. The board is composed of a control FPGA (FLEX10K) and
a VIRTEX1000 FPGA associated with several processors (ARM, PIC) and fast access memories. The online phase of their TMTO attack against 40-bit DES can be executed in about 10
seconds with a success probability of 72% using one PC. For comparison, an exhaustive search
of the 40-bit key on the same PC would take about 50 days. In [MBPV06], Mentes, Batina,
Prenel and Verbauwhede presented a hardware architecture for UNIX password cracking based
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on Oechslin’s method. As implementation platform the authors chose the Berkeley Emulation
Engine 2 (BEE2). One BEE2 module consists of 5 Xilinx Virtex-2Pro70 FPGAs of which 4 can
be used for actual implementations. Moreover, each module contains 20 GB DDR-RAM and a
10 Gbit/s ethernet connector. For performing a full precomputation (i.e., including all salts) in
one year, 92 BBE2 modules are required and about 220 TB of disk space. Note that the BEE2 is
high-end high-cost FPGA platform designed for high-speed applications with massive communication requirements (up to 360 Gbit/s). Hence, it has different focus than COPACOABANA
which has been especially designed for low-cost codebreaking (see Section 8.2).
To the best of our knowledge, nobody has published a complete TMTO precomputation for a
relevant cipher like 56-bit DES or A5/1 so far. Providing TMTO tables for such ciphers has
been the ultimate practical goal of our research dealing with the analysis and optimization of
TMTO attacks on COPACOBANA.
To this end, we review the three basic TMTO methods with regard to an efficient implementation of their precomputation and/or online phases for DES on COPACOBANA. The analysis
showed that Oechslin’s method seem to be the best choice when using COPACOBANA for
precomputations and a PC for the online attack. We did fully implement both phases on
the respective platforms. The precomputation can be finished in about 32 days using COPACOBANA and requires 2 TB of disk space. Using a cluster of 5 PCs each equipped with a
400 GB harddisk, the online phase can be completed in 3.4 hours on average with a success rate
of 80%.
Furthermore, for attacking the 64-bit stream cipher A5/1, we consider a newly proposed
TMDTO method called thin-rainbow DP and analyze its characteristics. We provide a full
implementation of the precomputation phase on COPACOBANA. Using our implementation,
this phase can be completed in about 97 days yielding 5 TB of data. Using COPACOBANA
and a cluster of 5 PCs each hosting four 500 GB disks for the online phase, we estimate an
average online time of about 5 minutes. The success rate amounts to 63% assuming that only
127 bits of known keystream is given.
The rest of this section is organized as follows: Section 8.2 describes the features of our target
device COPACOBANA. In Section 8.3, we give an extensive overview of the cryptanalytic
time-memory tradeoff methods by Hellman, Rivest, and Oechslin. This is followed by a survey
on DES brute force machines, a comparison of the different TMTO methods for use with
COPACOBANA, as well as the design and implementation results of our final TMTO attack
on DES in Section 8.4. After that, we shortly describe the idea of time-memory-data tradeoffs
in Section 8.5 and analyze a new TMDTO method proposed in [BBS06]. In Section 8.6, we
provide a brief overview of attacks on the stream cipher A5/1 and present our design and results
for an TMDTO attack implementation targeting A5/1. Finally, some concluding remarks are
given in Section 8.7.

8.2

COPACOBANA — A Cost-Optimized Parallel Code Breaker

The Cost-Optimized Parallel Code Breaker (COPACOBANA) is an FPGA cluster jointly developed by the University of Kiel and the University of Bochum in 2006. Details of the architecture
has been published in [KPP+ 06a, KPP+ 06b]. COPACOBANA has been especially designed for
applications satisfying the following criteria:
∎

Computationally costly operations are parallelizable.

∎

Parallel instances have only a very limited need to communicate with each other.
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∎

The demand for data transfers between host and nodes is low. Ideally, (low-speed) communication between the hardware and a host computer is only required for initialization
and the transfer of results.

∎

The demand for local memory within the hardware nodes is pretty low such that it can
be provided by the on-chip RAM modules of an FGPA.

The above criteria are satisfied by many cryptanalytic applications, in particular brute force
attacks. However, the operational area of COPACOBANA is not limited just to brute force
attacks as already shown in [GPP07], where an efficient implementation of the Pollard-Rho
algorithm for solving the discrete logarithm problem over elliptic curves has been proposed.
COPACOBANA is built upon a multitude of field programmable gate arrays which allow for
implementations on a hardware level while at the same time it provides the benefits of reconfigurable computing. Compared to ASIC-based designs such a machine has the advantage of
reusability for a variety of applications. Moreover, for the target application domain, it provides a better cost-performance-ratio compared to standard PCs. Note that building a system
of comparable dimension with commercially available FPGA boards is certainly feasible but
rather expensive. In contrast to this approach, the hardware functionality of COPACOBANA
has been intentionally stripped to the bare minimum in order to achieve a rather optimal costperformance ratio for code breaking.
The machine integrates a total number of 120 Xilinx Spartan-3 XC3S1000 FPGAs in a modular
design. Table 8.1 summarizes the features of this low-cost FPGA. It provides 1920 Configurable
Logic Blocks (CLBs) equivalent to 7680 slices, 15360 4-bit lookup tables (LUTs) and flipflops (FFs), 4 digital clock managers (DCMs), 120 kbits distributed RAM (DRAM), 432 kbits
block RAM (BRAM), and 391 input/output blocks (IOBs). In order to obtain a modular and
Table 8.1: Xilinx Spartan-3 XC3S1000 specification

Feature
CLBs
Slices
4-bit LUTs
FFs
DCMs
DRAM
BRAM
IOBs

Xilinx Spartan-3 XC3S1000
1920
7680
15360
15360
4
120 kbits
432 kbits
391

maintainable architecture, the FPGAs have not been directly installed onto a single circuit
board, rather FPGA modules have been designed which can be dynamically plugged into a
backplane. Each of these modules in DIMM form factor hosts 6 FPGAs which are directly
connected to a common 64-bit data bus on board. The data bus of the module is interfaced to
the global data bus on the backplane. While disconnected from the global bus, the FPGAs on
the same module can communicate via the local 64-bit data bus. Additionally, control signals are
run over a separate 16-bit address bus. Figure 8.1 gives a detailed overview of the architecture.
The top level entity of COPACOBANA is a host-PC which is used to initialize and control the
FPGAs, as well as for accumulation of results. Programming can be done simultaneously for all
or a specific subset of FPGAs. Data transfer between FPGAs and a host-PC is accomplished by
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Figure 8.1: Architecture of COPACOBANA

a dedicated control interface. This controller has also been designed as a slot-in module so that
COPACOBANA can be connected to a computer either via a USB or Ethernet controller card.
Due to interface restrictions of the controller card, the communication between host computer
and FPGAs is currently limited to 24 Mbit/s via a USB 1.0 interface. An update to Gigabit
Ethernet is work in progress. A software library on the host-PC provides low-level functions
that allow for device programming, addressing individual FPGAs as well as storing and reading
FPGA-specific application data. With this approach, it is easily possible to attach more than
one COPACOBANA device to a single host-PC.

8.3

Time-Memory Tradeoff Methods in Cryptanalysis

In this section we sketch Hellman’s original TMTO method as well as the variants proposed by
Rivest and Oechslin. For concreteness, the methods are considered in the case of a block cipher
E given a fixed known plaintext P , i.e., we want to invert the one-way function gP (x) = Ex (P ).

8.3.1

Hellman’s Original Approach

In Hellman’s TMTO attack, published in 1980 [Hel80], one tries to precompute all possible
key-ciphertext pairs in advance by encrypting P with all N possible keys. However, to reduce
memory requirements these pairs are organized in several chains of a fixed length. The chains
are generated pseudorandomly and are uniquely identified by their respective start and end
points. In this way, it suffices to save its start and end point to restore a chain later on. In
the online phase of the attack, one then simply needs to identify and reconstruct the right
chain containing the given ciphertext to get the wanted key. The details of the two phases are
described in the following.
Precomputation Phase
In this phase, m different keys are chosen serving as start points SP of the chains. To generate
a chain, one first computes ESP (P ) resulting in some ciphertext C (see Figure 8.2). In order
to continue the chain, C is used to generate a new key. To this end, a so-called reduction and
re-randomization function R is applied reducing the bit length of C to the bit length of a key
for the cipher E (if necessary) and performing a re-randomization of the output. For instance,

157

Chapter 8. COPACOBANA-assisted TMTO Attacks on A5/1 and DES

P
f

SP

E

P

P

R

f
x2

E

R

f
x3

...

xt

E

R

EP

Figure 8.2: Chain generation using Hellman’s method

in the case of DES, Hellman suggests to simply choose a fixed subset of 56 bits from the 64-bit
ciphertext C. However, there are many other possibilities for realizing the reduction function
R. By means of R, we can continue the chain by computing R(ESP (P )) = x2 . Then in turn
we use the key x2 to compute R(Ex2 (P )) = x3 and so on. The composition of E and R is
called step-function f . After t applications of f the chain computation stops and we take the
last output as the end point EP of the chain. The pair (SP, EP ) is stored in a table sorted
by the end points. A table stores m such pairs and thus the chains associated with a single
table contain m × t keys in total (EP s are not counted as keys). The number of distinct keys
contained in a table divided by N is called the coverage of a table.
Merges and Loops. Unfortunately, the occurrence of a key in a table is not necessarily unique
because there is a chance that two chains collide and merge or that a chain runs in a loop.
This is mostly due to the non-injective function R mapping the space of ciphertexts to the
space of keys (which is often smaller, e.g., in the case of DES).1 Each merge or loop reduces the
fraction of distinct keys contained in a table and thus the coverage (if m is fixed). Since the
probability of merges increases with the size of a table, at a certain point we cannot significantly
improve the coverage by simply adding more and more chains. Hellman calculated that this
2
1
point is somewhere near N 3 for a single table and suggested to set m = t = N 3 . To cope with
this problem, his idea was to generate multiple tables each associated with a different reduction
function. In this way even if two chains from different tables collide, they will not merge because
different functions are applied to the shared value in the next step. Let us denote the number
of different tables by s. Assuming that all keys contained in the s tables are distinct, we would
get a coverage of m⋅t⋅s
N . So to obtain a full coverage assuming the ideal case, Hellman proposed

to set s = N 3 . However, note that in practice we never achieve full coverage because we always
experience a loss due to single collisions, loops, and primarily because of merges.
1

Online Phase
In the online phase, a ciphertext C ′ is given that is assumed to be the result of the encryption of
P using some key k. We try to retrieve k from the precomputed tables in the following way: To
find out if k is covered by a specific table, we compute a chain up to a length of t starting with
R(C ′ ) and compare the intermediate points with the end points in the table. More precisely,
we first check if R(C ′ ) is contained. If not, we compute f (R(C ′ )) and look for a match, then
we do this for f (f (R(C ′ ))) and so on. If a match occurs after the i-th application of f for a
pair (SP, EP ), then f t−i−1 (SP ) = xt−i is a key candidate. This candidate needs to be checked,
1

Note that also if R would be a permutation merges are possible since a chain might collide with the starting
point of another chain.
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by verifying if the equation Ext−i (P ) = C ′ is satisfied. If it holds, the online phase ends. If not,
the procedure continues while the chain has a length of at most t. If no valid key is found in
this table, we repeat the same procedure for another table (and thus another R and f ).
False Alarms. The event that a match occurs but a wrong key is retrieved from a chain is called
false alarm. For instance, a false alarm occurs if the searched key k is part of a chain that is not
itself contained in the table but merges with a chain that is contained. We may also experience
a false alarm, if the chain containing k is covered by the table but a merging chain (having the
same end point) is checked first. In the latter case, several chains have to be reconstructed until
k is found.
Characteristics
We briefly summarize the characteristics of Hellman’s method. The stated formulas are the
results of the analysis done in [Hel80].
Success Probability. Hellman calculated the success probability of a single table to be
Ptable =

1 m t−1 N − (i ⋅ t)
⋅∑∑(
)
N i=1 j=0
N

j+1

.

It depends on the number of chains m, the length of a chain t, and the size of the key space N .
As mentioned before the coverage of a single table is not sufficient. If s tables are generated we
can approximate the total success rate as
Ptotal = 1 − (1 − Ptable )s .
Disk Usage. The memory requirements can be easily estimated. A single table has m entries
each of consisting of btuple bits. In total we have s tables. Thus, we obtain a total disk usage of
M = m ⋅ s ⋅ btuple .

If we choose the start points to be consecutive numbers we have btuple = ⌈log2 (m)⌉ + ⌈log2 (N )⌉.

Precomputation Time. The precomputation time is equal to the total number of applications
of the step function. Thus, we have
Tpr = m ⋅ t ⋅ s .

Online Time. By online time, we mean the worst-case complexity of the online phase, i.e.,
the total number of step function applications required to search through all tables, neglecting
the amount of additional operations caused by false alarms. The search through a single table
requires at worst 1 application of R and t − 1 applications of f . So if we have generated s
different tables, the online time can be approximated by
Ton = t ⋅ s .
Moreover, searching a table also comprises t tables accesses yielding a total number of
A = t ⋅ s.
table accesses for Hellman’s method.
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8.3.2

Rivest’s Variant: Distinguished Points

In practice, the time required to complete the online phase of Hellman’s TMTO is dominated
by the high number of table accesses. Random accesses to disk can be many orders of magnitude slower than the evaluation of f . The distinguished point (DP) method, introduced by
Rivest [D. 82] in 1982, addresses this problem. A DP is a key that fulfills a certain simple
criterion (e.g., the first 20 bits are zero) which is usually given as a mask of length d. Rivest’s
idea was to admit only DPs as end points of a chain. In this way, during the online phase not
every intermediate point can be an end point and must be compared to the table entries but
only the points satisfying the DP-criterion.
Precomputation Phase
The precomputation phase is similar to Hellman’s method with the main difference that the
computed chains do not have a fixed length anymore. More precisely, we still have parameters
m and s, specifying the number of start points per table and the total number of tables,
respectively, but the parameter t stipulating the fixed chain length is replaced by a range
[tmin , tmax ] describing valid chain lengths and the DP-property given as a bitmask of length d.

Using these additional parameters the table generation works as follows: For each start point a
chain is computed until a DP or the maximal chain length tmax + 1 is reached. Only chains of
length tmin + 1 ≤ t ≤ tmax + 1 ending in a DP are stored. Chains not satisfying this property are
discarded.

Perfect Tables by Loop and Merge Detection. Using Rivest’s method has the advantage that
merging and looping chains can be easily detected and discarded as noted in [BPV98]: If we
find no DP while computing a chain for an unexpected high number of steps we can assume
that we have run into a loop. This is the main reason why the upper bound tmax +1 on the chain
length has been introduced. If two chains merge, we will see the same endpoint for a second
time. In this case, we keep the longer of the two chains since it covers more distinct keys. We
simply discard the shorter chain since we can assume that it does not significantly improve the
coverage of the table while increasing the disk usage.2 If all keys covered by a table occur only
once in this table, we call it a perfect table.
The parameter tmin specifying a lower bound on the chain length has been introduced
in [SRQL02] with the aim of not wasting disk space by storing very short chains which do
not significantly contribute to the coverage of a table. In Section 8.4.2, this parameter also
serves for another purpose.

Usually, when using the distinguished point method, triples of the form (SP, EP, t), where t
denotes the individual length of a chain, are stored in a table (e.g., see [SRQL02]). However, as
we will see in the next paragraph, we are not forced to remember the length of each chain but
can again restrict to only store pairs (SP, EP ).
Online Phase
Given a ciphertext C ′ , similar to Hellman’s method, one computes a chain starting from R(C ′ ).
However, one does not need to access the table after every application of f . Instead, f is applied
until the first intermediate point matching the DP-criterion occurs or the chain reaches a length
2

Alternatively, we could replace the shorter of two merging chains by a new chain in order to increase the
fraction of unique keys covered by a table (at the expense of additional precomputation time).
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of tmax .3 In the latter case, we know that the searched key is not contained in the table and we
can proceed with the next table. Now, let us assume we reached a DP after the i-th application
of f . Then we compare this DP to the end points in the table. If some end point matches and
we have additionally stored the individual length t of the corresponding chain, then computing
f t−i−1 (SP ) = xt−i yields a key candidate (as for Hellman’s method). If this information is not
available, we can simply reconstruct the chain until we reach an intermediate point equal to
R(C ′ ). The point located one step before R(C ′ ) in the chain is the desired key candidate. If we
reach the end point of the chain without having found R(C ′ ), a false alarm occurred. Hence,
not storing the chain length induces some extra work in the case of false alarms.
If a key candidate has been identified, it still needs to be verified since despite of the use of
perfect tables false alarms can still occur here: Although the chains in a table are free of merges,
the wanted key might be part of a chain not contained in the table that merges with a contained
chain. If a false alarm has occurred or the found DP does not match with an end point of the
table, we can proceed with the next table.
Characteristics
The following overview of the characteristics of the distinguished points method is based on
the analysis in [SRQL02]. In comparison to Hellman’s original method, the analysis of the
DP method is more complex due to the fact that the chain length is not fixed and chains are
discarded during precomputation.
Chain Length. Remember, only chains exhibiting the first distinguished point in the range
[tmin , tmax ] are processed further. The average length of these chains is given by
∑ t ⋅ Pr[DP in tmin ≤ t ≤ tmax iterations]

tmax

tavg =

t=tmin
tmax

(8.1)

∑ Pr[DP in tmin ≤ t ≤ tmax iterations]

t=tmin

and in [SRQL02] approximated by
tavg ≈

1−x
1
1
((1 − x)tmin −2 (tmin +
) − (1 − x)tmax −1 (tmax + ))
γ
x
x

where
x=

2k−d
2k −

tmax +tmin
4

,

⎛
2k−d ⎞
γ = 1−
⎝
2k − tmin2 −2 ⎠

tmin −1

− (1 −

tmax

2k−d
)
−1
2k − tmax
2

.

The latter value, i.e., γ, is an approximation of the denominator in Equation 8.1 corresponding
to the number of chains in the region divided by the total number of chains. Since out of two
merging chains satisfying the above property, only the longer chain is kept while the shorter
is discarded, the average length t′avg of the chains actually stored slightly differs from tavg .
Surprisingly, t′avg is slightly lower than tavg which is due to the fact that two longer chains are
more likely to merge than two shorter ones. For the sake of simplicity, we neglect this fact
3

One can replace tmax here with the length of the longest chain (determined during precomputation) of the
respective table.
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here and use tavg as an approximation t′avg . However, for the actual calculations we used the
estimations for t′avg given in [SRQL02].
Success Probability. Let us denote the number of distinct keys covered by a single table by Z.
The value of Z depends on the average chain length tavg of all computed chains, the number
of start points m and the probability γ that a chain reaches an end point within the range
[tmin , tmax ]. Standaert et al. approximated Z by
tavg −1 ⎞
⎛
N
)
Z =N ⋅ 1−(
−tavg γm + t2avg γm + N
⎝
⎠
1

Using Z we immediately get the following estimation for the success probability of a single
table:
1
tavg −1
N
Z
=1−(
)
Ptable =
N
−tavg γm + t2avg γm + N
Similar to Hellman’s method, the total success probability can be approximated by
Ptotal = 1 − (1 − Ptable )s .
Disk Usage. The memory requirements are estimated as for Hellman’s method except that
we have a reduced number of table entries since some of the m chains are discarded during
precomputation. The expected number of remaining entries can be estimated by t′Z , i.e., the
avg
quotient of the number of keys in a table and the average chain length. In this way, we get a
total disk usage of
Z
Z
M = ′ ⋅ s ⋅ btuple ≈
⋅ s ⋅ btuple ,
tavg
tavg
where btuple equals the number of bits required to store an entry. Choosing the start points to
be consecutive numbers and removing the distinguished point pattern of an end point, we have
btuple = ⌈log2 (m)⌉ + ⌈log2 (N )⌉ − d for storing an (SP, EP ) pair. To store the length of a chain
in addition requires ⌈log2 (tmax )⌉ bits.
Precomputation Time. The precomputation time can be approximated by

max
max
⎛
⎞⎞
⎛
2k−d
2k−d
+ tavg ⋅ 1 − (1 − k tmax −1 )
Tpr = m ⋅ s ⋅ tmax ⋅ (1 − k tmax −1 )
⎝
⎠⎠
⎝
2 − 2
2 − 2

t

t

(8.2)

The factor on the right-hand side of Equation 8.2 is (an estimation of) the expected number of
applications of the step function when computing a chain.
Online Time. The search through a single table requires an expected number of t′avg applications
of f . Thus, we have an online time of
Ton = s ⋅ t′avg ≈ s ⋅ tavg .
Again, we ignored the amount of operations caused by false alarms. The big advantage in
comparison to Hellman’s method is that searching a table requires exactly one table access
leading to a total number of
A=s
table accesses for Rivest’s method.
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8.3.3

Oechslin’s Variant: Rainbow Tables

Rainbow tables were introduced by Oechslin [Oec03] in 2003. He suggested not always to use
the same R when generating a chain for a single table but a (fixed) sequence R1 , . . . , Rt of
different reduction functions, i.e., in each step of the chain generation a different function is
applied.
The advantage of this approach is that it prevents the occurrence of loops and merges. Hence,
regarding a space efficient coverage, these characteristics allow to put much more chains into a
rainbow table than into a Hellman table. This in turn significantly reduces the total number of
tables needed in order to achieve a certain coverage. Indeed, t Hellman tables each containing
m chains of length t + 1 provide approximately the same coverage as a single rainbow table
containing m ⋅ t chains of length t + 1. Since fewer rainbow tables must be searched in the online
phase (what is however a bit more complex) a lower number of calculations and table accesses
is required compared to Hellman’s method. Moreover, compared to the distinguished point
method, the number of false alarms and the induced extra work is reduced.

Precomputation Phase
The precomputation phase is similar to Hellman’s method. We have the same parameters m,
t, and s specifying the number of start points, the fixed length of a chain, and the number of
rainbow tables, respectively. However, in contrast to Hellman’s method t different reduction
functions are given for each table. These induce t different step-functions f1 , . . . , ft that are
applied one after another in order to create a chain of length t + 1. Having generated such a
chain, similar to the other methods, we store a pair consisting of the start and the end point of
the chain.
Loop and Merge Prevention. The advantage of this approach is that the effect of chain collisions
is reduced: While in a Hellman table the collision of two chains inevitably leads to a merge of
these chains, in a rainbow table a merge only happens if the shared point appears at the same
position in both chains, i.e., after having applied the same step function fi . Otherwise, different
step functions are applied to the shared point in the next step of the chain computation leading
to different values in both chains again. In this way the probability of merges is significantly
reduced in comparison to Hellman tables. Furthermore, loops are completely prevented since
each reduction function appears only once during the generation of a chain.

Online Phase
The online phase of the rainbow scheme slightly differs from the other methods due to the use
of different reduction functions. To lookup a key in the table given a ciphertext C ′ one first
computes Rt (C) and compares it to the end points in the table. If no match is found, one
computes ft (Rt−1 (C ′ )) and checks for a match, then ft (ft−1 (Rt−2 (C ′ ))), and so on. If some
endpoint EP matches, one can retrieve the key candidate similarly to Hellman’s method by
reconstruction a part of the corresponding chain starting from SP .

Characteristics
We summarize the results of the analysis of the rainbow tables scheme given in [Oec03].
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Success Probability. To determine the success probability, Oechslin considered each column of
a rainbow table separately and treated it as a occupancy problem.4 In this way, he estimated
the success probability of a single table as
t

Ptable = 1 − ∏ (1 −
i=1

⎧
⎪
mi
⎪m,
mi−1
) , where mi = ⎨
⎪
N
N (1 − e− N ) ,
⎪
⎩

i=1

i>1

The value mi denotes the expected number of distinct keys in the i-th column of a rainbow
table. Thus, having generated s tables we again obtain a total success probability of
Ptotal = 1 − (1 − Ptable )s .
Disk Usage. The disk usage of s rainbow tables can be easily approximated by
M = m ⋅ s ⋅ btuple ,

where btuple is the number of bits required to store an entry, which equals btuple = ⌈log2 (m)⌉ +
⌈log2 (N )⌉ if we choose consecutive numbers as start points. Note that the value of btuple is
usually greater than for Hellman’s method since we put much more chains into a rainbow table
whereas the value s is lower.
Precomputation Time. The precomputation time can estimated the same way as for Hellman’s
method, i.e., we have
Tpr = m ⋅ t ⋅ s .

Online Time. The search through a single table requires at worst 1 application of R and
applications of F yielding an online time of about
Ton =

t(t−1)
2

t(t − 1)
⋅ s.
2

Moreover, searching a table also comprises t table accesses yielding a total number of
A=t⋅s
table accesses for Oechslin’s method. Note that in comparison to Hellman’s method, we need a
significantly lower number of tables keeping A about as low as for Rivest’s method.

8.4

A TMTO Attack on DES

We first give a short introduction to DES and in particular to special-purpose hardware for
brute forcing DES keys. Next, we compare the different TMTO methods with respect to an implementation on COPACOBANA. Finally, we present the design of our TMTO precomputation
engine for the rainbow scheme as well as some implementation results.
4

For details on the analysis, please also refer to Section 8.5.2 where we followed Oechslin’s approach to
determine the success probability of a combination of Oechslin’s and Rivest’s methods.
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8.4.1

A Brief Overview of DES and DES Brute Force Machines

The Data Encryption Standard (DES) is a block cipher that was chosen as the first commercial
cryptographic standard by NIST in 1977 [NIS77]. DES exhibits a Feistel structure and operates
on plain/ciphertext blocks of 64 bits in length. The effective size of the secret key K is 56 bits.
Actually, K is specified as a 64-bit key where however 8 bits are used as parity bits. For further
details on the structure of DES we refer to [MvOV97, Chapter 7].
A key size of 56 bit was considered to be a good choice considering the huge development
costs for computing power in the late 70’s, making an exhaustive search over all N = 256 keys
impractical. There have been a lot of feasibility studies on the possible use of parallel hardware
and distributed computing for realizing a brute force attack on DES. We refer to [KPP+ 06a] for
an overview. The first estimates are due to Diffie and Hellman in 1977 [DH77] for a brute force
machine that could find the key within a day at a cost of 20 million USD. Another milestone in
this field was Deep Crack, an actually built DES hardware cracker which was presented by the
Electronic Frontier Foundation (EFF) in 1998 [Ele98]. Their machine consisted of 1,536 custom
designed ASIC chips at a cost of material of around USD 250,000 and could verify 88 billion
keys per second. Thus, an exhaustive search could be performed in about 56 hours. However,
even today the costs for building such a machine can still be considered to be impractical for
smaller organizations. To this end, a more practical and cost-efficient DES bruteforce machine
based on COPACOBANA has been presented in 2006 [KPP+ 06a]. In this first implementation,
each of the 120 FPGAs hosted four DES engines where a single DES engine was able to test
one key per clock cycle. For the DES engines a highly pipelined design developed by the
Université Catholique de Louvain’s Crypto Group [RSQL03] was used. The architecture could
be clocked at 100 MHz leading to a performance of 48 billion (≈ 235.5 ) key tests per second.
Since then the design could be slightly improved. The current implementation, which was
presented in [GKN+ 08], can be operated at an increased frequency of 136 MHz resulting in
65.28 billion (≈ 235.9 ) key checks per second. This translates to a worst-case attack time of
about 13 days. The comparison of the different TMTO methods in Section 8.4.2 is done based
on the characteristics of this brute force implementation.
With regard to the efficiency of the above hardware attack engines, DES can clearly be considered broken and obsolete. However, we can assume that DES or slight variants of this cipher
are still in use today in legacy systems or even in modern proprietary systems for backward
compatibility reasons. With the TMTO attack presented in this work, we show that breaking
DES is even feasible within hours using a contemporary PC and thus should be seen as an
ultimate warning that DES provides no security at all.

8.4.2

Comparison of TMTO Methods for Use With COPACOBANA

In this section, we compare the three TMTO methods targeting COPACOBANA as implementation platform. In order to provide a reference for comparison and a basis for determining
parameters, we fix some characteristic values for the TMTOs: With all methods, we like to
achieve a significantly high success probability of Ptotal ≈ 0.8 and reasonably low disk usage of
M ≈ 2 TB. Furthermore, for determining the chain length parameter t in the case of Hellman’s
and Oechslin’s method respectively tmin and d in the case of Rivest’s method, it is crucial to
take the hardware limitations of COPACOBANA with respect to communication demands into
account: Since COPACOBANA does not allow for installation of directly attached storage, all
TMTO tables must be managed by the connected host-PC. In particular, in the precomputation phase all (SP, EP ) tuples need to be transferred from the FPGAs to the host. More
precisely, each t respectively tavg applications of the step-function f an amount of btuple bits
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Table 8.2: Empirically determined parameters for a DES TMTO

Method
Hellman
Oechslin
Rivest

Chain Length Parameters
t = 219.1
t = 219.3
tmin = 217.2 , tmax = 221 , d = 19

m
217.2
235.2
217.1

s
220.6
5
221.1

btuple
74
92
55

should be transmitted. Remember that the current USB interface between COPACOBANA
and the host-PC provides a communication bandwidth of only about 24 ⋅ 106 ≈ 224.5 bits per second. Furthermore, note that applying f essentially consists in doing a DES encryption. Hence,
making the reasonable assumption that we can do approximately the same high number of stepfunction applications per second as DES key checks, namely 235.9 , one can see that the data
throughput can easily become a bottleneck. To address the constraint of limited bandwidth,
we demand a minimum of
235.9
⋅ btuple = 211.4 ⋅ btuple
224.5
computations that need to be run in sequence before a data transfer is initiated, i.e., a lower
bound on the length of chains. Since btuple is always upper bounded by 112 bits, we are definitely
on the safe side by requiring a chain length of t ≥ 211.4 ⋅ 112 ≈ 218 for Hellman’s and Oechslin’s
method and a minimal chain length of tmin ≥ 218 for Rivest’s method. However, note that btuple
depends on several TMTO parameters and is usually smaller than 112 bits, so we may use
slightly smaller lower bounds.
Based on straightforward analysis of the formulas describing the characteristics of the TMTO
methods (cf. Section 8.3) as well as some experiments, we determined an “optimal” parameter
set for each of the methods satisfying the given requirements. These parameters are shown in
Table 8.2. Note that for the size of a table entry which is shown in the last column of the table,
we assumed that m consecutive integers are used as start points. In this way each start point
can be stored with only log2 (m) bits. Furthermore, in the case of the DP method we do not
store the individual lengths of the computed chains.
Based on these parameters, Table 8.3 presents our worst-case expectations concerning the precomputation and the online phase of the different methods. The table shows the number of
computations required for the two phases as well as the actual times for performing these operations on COPACOBANA and a single Pentium 4 PC running at 3.2 GHz, respectively. We
assumed that such a PC can perform 223 applications of the step functions per second by using the fast DES implementation given in [Osv03]. The performance of COPACOBANA was
estimated with 235.9 calculations per second. Note that we neglected the time required for postprocessing the computed data (e.g., sorting the tables) since this can mostly be done in parallel
to the precomputation. Computations spent on false alarms in the online phase are also not
taken into account. The last two columns of Table 8.3 show the number of table accesses during
the online phase as well as the expected time to execute these in a non-parallel fashion (i.e.,
sequentially). More precisely, we assume that each table access results in exactly one random
access to disk and that such an access requires 5 ms.
Considering Table 8.3, we see that (as expected) for the precomputation phase of all methods
deploying COPACOBANA instead of a cluster of PCs seems to be mandatory. Furthermore,
clearly Hellman’s method is impractical due to the high number of table accesses during the online phase. Thus, implementing this method can be ruled out immediately. The characteristics
of Oechslin’s and Rivest’s methods are comparable. Concerning an efficient parallel hardware
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Table 8.3: Expected TMTO running times in a worst-case scenario

Method
Hellman
Oechslin
Rivest

Tpr
256.9
256.8
257.5

@CO
24.3 d
22.6 d
36.8 d

@PC
508.3 y
474.2 y
770.4 y

Ton
239.7
239.9
239.8

@CO
13.9 s
16.0 s
14.9 s

@PC
29.6 h
34.0 h
31.7 h

A
239.7
221.6
221.1

seq.
141.6 y
4.4 h
3.1 h

implementation, Oechslin’s method appears to be slightly better suited than Rivest’s. This is
due to the fixed chain length allowing a simple control of the calculation in the precomputation
phase. In contrast to that, using Rivest’s method a chain can reach its end point after any
application of the step-function. Thus, chain computations started at the same time stop at
different times. This hampers an efficient scheduling of chain computations and transmissions
of results. On the other side, considering the online phase using rainbow tables, we have many
short computation trails in the beginning when searching a table. This may result in a significant congestion on COPACOBANA’s communication interface when implemented in a naive
way since a large number of table lookups are required in the beginning of the online phase. In
addition, comparing the time required for table accesses with the time spend on computations,
we see that the full computation power of COPACOBANA is not necessarily required for the
online phase.
With regard to the above considerations, we finally decided to implement only the precomputation phase of Oechslin’s TMTO method on COPACOBANA while targeting a cluster of PCs
for the online phase.

8.4.3

Hardware Design and Implementation Results

We have implemented the precomputation phase for generating DES rainbow tables on COPACOBANA. Figure 8.3 graphically presents the design of our architecture hosted by each FPGA.
Essentially, this architecture is comprised of three components, namely TMTO elements, the
controller, and the chain memory.
The TMTO element building block mainly consists of the DES core, a 16-stages pipelined DES
implementation. This core uses a total of 1280 XOR gates, 3584 LUTs and 1912 FFs. Recall
that in order to increase performance, the DES implementation from Section 8.4.1 comprised
21 instead of 16 pipeline stages. We decided to reduce the number of stages to fit 4 instead of
3 TMTO elements on each FPGA. Furthermore, we slightly adapted the DES implementation
to only output 56 instead of 64 bits in the last round. In this way, the required reduction of the
bit length is applied immediately.
The different re-randomizations for generating the chains of a table are realized (within the
controller module) using a simple binary counter and a unique ID, i.e., some constant value, for
each table. The counter is incremented by one after each application of f , hence each 16 clock
cycles. Applying the re-randomization function means to XOR the content of the counter and
the table ID with the current intermediate point being the output of the DES core.
The start points to be be processed by a TMTO element are determined as follows: The hostPC assigns 50 bits to an FPGA, which are received by the controller module, representing a
subset of 26 start points. These should be handled by the 4 TMTO elements of our architecture.
Each TMTO element has a fixed 2 bit ID which in turn determines a subset of 24 out of the 26
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Figure 8.3: Precomputation engine for a Rainbow TMTO attack on DES

start points. This subset is then generated by each TMTO element using a shared 4 bit counter
within the controller.
Besides the tasks described above, the controller module is also responsible for the communication between the main components and the I/O bus. It checks if writing to the bus is allowed
or not. This is necessary because multiple FPGAs should not send data simultaneously over
the bus to avoid overloading the bus drivers. While being polled, the controller module notifies the host-PC whether a computation is finished or not. Furthermore, it keeps track of the
length of the chains currently processed by the four TMTO elements and stops the computation if these chains reach a length of t + 1. Note that for this purpose, the counter realizing the
re-randomization functions can be reused.
The chain memory module incorporates four dual port Block RAMs of the FPGA. Each of
the RAM modules can store 16 entries with each entry being 62 bits long. These 62 bits are
split into 56 bits identifying an end point and 6 bits representing the corresponding start point
processed by a particular TMTO element. Results from a TMTO element are stored by the
module if writing is enabled by the controller. It sends the values to the I/O bus if reading
is enabled. The few logic elements contained in the chain memory module are used to select
which of the four RAM modules is allowed to send entries to the data bus.
On the given Spartan-3 devices, the implementation of our entire architecture including I/O
and control logic consumes 7571 out of 7680 (98%) available slices of each FPGA and runs at
a maximum clock frequency of 96 MHz. A single COPACOBANA is able to compute 235.42
(i.e., about 46 billion) iterations of the step functions per second.5 Thus, the number of DES
encryptions per second performed by the brute force DES implementation (235.9 ), we used for
5

Optimizing the I/O logic in order to support concurrent trail computations and data transfers could eliminate
idle times of the DES cores during data transmission and thus slightly increase the overall performance.
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Table 8.4: Characteristics of a COPACOBANA-based TMTO attack on DES

Success Rate
80%

Disk Usage
2055 GB

Precomputation Time (COPA)
31.4 d

Online Time (PC)
6.8 h

Table 8.5: Comparison: TMTO versus brute force attacks

Attack Method
DEEP Crack Brute Force [Ele98]
COPACOBANA Brute Force [GKN+ 08]
PC-based Rainbow TMTO (this thesis)

Success Rate [%]
100
100
80

Time [h]
56.0
160.0
3.4

Cost [USD]
250, 000
10, 000
2, 500

the comparison in the previous section, was a good approximation for this value. The actually
performance is a bit lower due the fact that the control logic of the TMTO architecture is
slightly more complex than for the brute force engine.
Table 8.4 summarizes the expected characteristics of our TMTO attack taking the actual performance of our implementation into account. For the online phase we assume a cluster of 5
PCs, each searching one of the tables. Table 8.5 compares the online phase of our attack with
the brute force approaches described in Section 8.4.1 in an average case scenario. We estimated
a cost of USD 500 for each of the PCs.

8.5

Time-Memory-Data Tradeoff Methods in Cryptanalysis

The idea of cryptanalytic time-memory-data tradeoffs (TMDTO) is due to [Bab95, BS00].
TMDTOs are variants of TMTOs exploiting a scenario where multiple data points y1 , . . . , yD of
the function g that should be inverted are given and one has just to be successful in finding a
preimage for one of them. Such a scenario typically arises in the cryptanalysis of stream ciphers
where we like to invert the function mapping the internal state (consisting of log2 (N ) bits) to
the first log2 (N ) output bits of the cipher produced from this state. For an attack on a stream
cipher, there are sometimes w > log2 (N ) bits of the output stream available. In this situation it
is possible to derive D = w − log2 (N ) + 1 data points from the stream bits (b1 , . . . , bw ), namely
y1 = (b1 , b2 , . . . , blog2 (N ) ),

y2 = (b2 , b3 , . . . , blog2 (N )+1 ),
⋮

yw−log2 (N )+1 = (bw−log2 (N )+1 , bw−log2 (N )+2 , . . . , bw )
Thus, one has D chances to invert the function and “break” the cipher.
The common approach to exploit the existence of multiple data is to use an existing TMTO
method and reduce the coverage of the tables by a factor of D. That means, from the outset
one aims at covering only N /D points. Clearly, this has also effects on the precomputation
and online complexity. The resulting scheme exhibiting the additional parameter D is then
called a TMDTO. The adaption of Hellman’s/Rivest’s method for a TMDTO on stream ciphers
was first proposed and analyzed in [BS00]. Here one can gain from reducing the number of
tables. As opposed to that, the plain rainbow tables scheme does not significantly gain from
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multiple data (by reducing the length of the chains) as recently shown in [BBS06]. In the same
paper a new variant of the rainbow method was sketched providing a better time-memory-data
tradeoff. This variant is called thin-rainbow method. In the following we describe and analyze
a combination of thin-rainbow and the distinguished point method.

8.5.1

The Thin-Rainbow Distinguished Points Method

For the thin-rainbow method one does not use a different reduction function in each step of the
chain computation, but applies a sequence of r different reduction functions ℓ-times periodically
in order to generate a chain of length ℓr + 1. More precisely, the corresponding step-functions
f1 , . . . , fr are applied in the following order:
f1 f2 . . . fr f1 f2 . . . fr . . . f1 f2 . . . fr
To reduce the number of disk accesses in the online phase one can combine the thin-rainbow
scheme with the distinguished point method. This is done by looking for a distinguished point
not after each application of an arbitrary step-function but only after an application of the
fr -function.
Precomputation Phase
We still have parameters m and s, specifying the number of start points per table and the total
number of tables, respectively. Similar to the plain distinguished points scheme, additionally
parameters ℓmin and ℓmax are given determining a lower and upper bound for the number
of recurrences of the sequence of step-functions. Likewise, we have a bitmask of length d
characterizing distinguished points. During precomputation, we only save a chain if both, this
chain exhibits its first DP after ℓmin ≤ ℓ ≤ ℓmax applications of fr and this DP is different from
the end points of the chains already stored. To get a better coverage one usually keeps the
longer one of two chains with the same end point. We only store the start and end point of a
chain and drop the length information.
Online Phase
In the online phase, for each of the D given data points yi one computes at most r chains in order
to look up the desired state candidate in a table. More precisely, starting with y1 we derive the
point R1 (y1 ) and compute a chain from R1 (y1 ) (i.e., we compute f2 (R1 (y1 )), f3 (f2 (R1 (y1 ))),
and so on) until a DP is found or ℓ > ℓmax is reached. If we find a DP, we compare it to the end
points in the table and if it matches we reconstruct and verify the state candidate. This works
similar to Rivest’s method. If a false alarm has occurred or the DP does not match with an
end point of the table, we proceed in the same way for the point R2 (y1 ). If we do not succeed,
we try the points R3 (y1 ), R4 (y1 ), and so on. Assuming also the point Rr (y1 ) does not yield
the wanted state, we repeat the whole process for the points y2 , . . . , yD . If no valid state is
found in this table the same procedure is applied for another table (and thus another sequence
of step-functions).

8.5.2

Analyzing the Characteristics of the Thin-Rainbow DP Method

In the following we analyze the thin-rainbow DP method described in the previous section. In
doing so, we make use of the approaches which have been used to analyze the plain distinguished
point scheme [SRQL02] and the rainbow scheme [Oec03].

170

8.5. Time-Memory-Data Tradeoff Methods in Cryptanalysis

Success Probability. Let us first assume that we compute m thin-rainbow chains, each of fixed
length ℓr + 1, i.e., without applying the distinguished point method, and without rejecting
merging chains. The resulting thin-rainbow table has the following structure:
f1

fr

f1

fr

x1,1 Ð→ ⋯ Ð→

f1

fr

f1

fr

x1,r+1 ⋯ x1,ℓr−r+1 Ð→ ⋯ Ð→
⋮

x1,ℓr+1

xm,1 Ð→ ⋯ Ð→ xm,r+1 ⋯ xm,ℓr−r+1 Ð→ ⋯ Ð→ xm,ℓr+1
In the following we estimate the coverage of such a table (in a similar way as done in [Oec03] for
the rainbow scheme). Thereby we ignore the slight reduction of the coverage due to colliding
but non-merging chains. Let mi denote the expected number of new distinct points in column
i of the thin-rainbow table, where “new” means that these points did not occur in the previous
columns i−r, i−2r, . . . , i−⌊ ri ⌋r. Note that mi also corresponds to the expected number of chains
that did not merge until and including column i. Clearly, we have m1 = m and we set m0 = 0.
(i)
To determine mi for 1 < i ≤ ℓr + 1 (recursively) we make use of the indicator variables Xj for
0 ≤ j ≤ N − 1 where
(i)
Xj

Then we have

⎧
⎪
⎪1, point j does not occur not in the columns c ≤ i with c ≡ i mod r
=⎨
⎪
⎪
⎩0, else
⌊ ⌋
⎛
⎞
1 r
1 mi−1
⎜
= 1] = 1 −
∑ mi−kr ⎟ (1 − )
N k=1
N
⎝
⎠
i

(i)
Pr[Xj

and we can calculate the number of new distinct points in column i as
⎤ ⌊ ri ⌋
⎡N −1
⎢
(i) ⎥
⎢
mi = N − E ⎢ ∑ Xj ⎥
⎥ − ∑ mi−kr
⎢ j=0
⎥ k=1
⎣
⎦
N −1

=N− ∑

j=0

(i)
Pr[Xj

⌊ ri ⌋

= 1] − ∑ mi−kr
k=1

⎞
⎛
1 mi−1
)
= ⎜N − ∑ mi−kr ⎟ (1 − (1 − )
N
k=1
⎠
⎝

(8.3)

⌊ ri ⌋

⌊r⌋
⎛
⎞
mi−1
≈ ⎜N − ∑ mi−kr ⎟ (1 − e− N ) ,
k=1
⎝
⎠
i

where E(⋅) denotes the expectation. Hence, the probability that a random point is contained
in a certain fixed table generated by the plain thin-rainbow scheme can be approximated by
⎧
⎪
0,
⎪
⎪
⎪
⎪
m
⎪
i
′
Ptable
= 1 − ∏ (1 −
) , where mi = ⎨m,
⎪
mi−1
N
⌊ ri ⌋
⎪
i=1
⎪
⎪
mi−kr ) (1 − e− N ) ,
(N − ∑k=1
⎪
⎪
⎩
ℓr+1

i=0
i=1

i>1

Now, let us consider the combination of the thin-rainbow and the distinguished point scheme
as described in Section 8.3. Here we look for a DP after each application of the fr function.
During precomputation, we only save a chain if it is of length ℓmin r + 1 ≤ t ≤ ℓmax r + 1 and ends
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in a DP not occurred before. To estimate the success probability of this modified scheme, we
first determine the number m′ ≤ m of chains exhibiting their (first) DP after ℓ ∈ [ℓmin , ℓmax ]
applications of the fr function. Note that only this fraction is processed further and all other
chains are immediately discarded during precomputation. Then we calculate the average number
of fr -applications, denoted by ℓavg , required for the remaining chains.
To determine m′ and ℓavg we follow the approach in [SRQL02]. Let the distinguished point
criterion be a bit mask of length d and let N = 2k . Furthermore, by PDP (ℓ) we denote the
probability that a DP is reached after at most ℓ applications of the fr function. Clearly, we
have PDP (ℓ) ≈ 1 − (1 − 21d )ℓ .
The probability to find a distinguished point after at least ℓmin and at most ℓmax iterations is
given by
Pr[DP in ℓmin ≤ ℓ ≤ ℓmax iterations] = PDP (ℓmax ) − PDP (ℓmin − 1)
≈ (1 −

1 ℓmin −1
1 ℓmax
)
−
(1
−
)
.
2d
2d

This immediately yields an approximation for the expected number of chains with a length in
the desired range:
m

m′ = ∑ Pr[DP in ℓmin ≤ ℓ ≤ ℓmax iterations] ≈ m ((1 −
i=1

1 ℓmax
1 ℓmin −1
)
−
(1
−
)
)
2d
2d

In a similar way the average number of fr -applications required for these chains can be approximated:
ℓavg =
≈

1 ℓmax
∑ m(PDP (ℓ) − PDP (ℓ − 1))ℓ
m′ ℓ=ℓmin
1
1 ℓmin −1
− (1 −
(1 − 2d )

ℓmax

∑ ((1 −

1 ℓmax
)
ℓ=ℓmin
2d

1 ℓ−1
1 ℓ
)
−
(1
−
) )ℓ
2d
2d

Now, we assume that we have a thin-rainbow table of dimension m′ × (ℓavg r + 1). From Equâ of non-merging chains of this table since this number is equal
tion (8.3) we know the number m
̂ = mℓavg r+1 , where we start with m1 = m′ points. Note that not m′ but m
̂ is the number of
to m
chains in our final table since merging chains are also sorted out in the precomputation phase.
We estimate the probability that a certain table covers a randomly chosen point by
Ptable =

̂ ⋅ ℓavg ⋅ r
m
,
N

where we neglect the fact that the average chain length slightly decreases by sorting out merging
chains [SRQL02] (since the fraction of merging chains that are longer than the average is slightly
higher). Furthermore, as it is usually done, our estimation does not take into account that a
point occurring in column i of the table could also occur (undetected) in columns c ≡/ i mod r.
Since we are successful if at least one of the D given points is covered by at least one of the s
tables, we get a total success probability of
Ptotal = 1 − (1 −

̂ ⋅ ℓavg ⋅ r D⋅s
m
)
.
N

Disk Usage. After sorting out merging chains and chains that do not adhere the length restriĉ entries. In this way, we get a total disk usage of
tions, we need to store m
̂ ⋅ s ⋅ btuple ,
M =m
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where btuple denotes the number of bits to represent an entry. Choosing the start points to
be consecutive numbers and removing the distinguished point pattern of an end point, we
have btuple = ⌈log2 (m)⌉ + k − d for storing an (SP, EP ) pair. To include the required number
0 ≤ ℓ ≤ ℓmax −ℓmin of fr -applications after reaching ℓmin in addition requires ⌈log2 (ℓmax −ℓmin +1)⌉
bits.
Precomputation Time. We continue a chain until either a DP is reached or its length equals
rℓmax + 1. Thus, the expected number of iterations is
ℓmax

z = ℓmax (1 − PDP (ℓmax )) + ∑ ℓ(PDP (ℓ) − PDP (ℓ − 1))
ℓ=1

≤ ℓmax (1 − PDP (ℓmax )) + ℓavg PDP (ℓmax )

Since we compute m chains for each of the s tables,
Tpr = s ⋅ m ⋅ r ⋅ z
steps are expected for the precompution phase.
Online Time. In the online phase, we compute at most r chains for each of the D given points
to search a table. To compute such a chain and verify if the wanted point is included in the
table, we need about ℓavg ⋅ r steps. Thus, the total number of steps can be estimated as
Ton = s ⋅ D ⋅ r ⋅ ℓavg ⋅ r .
Finally, since for each computed chain we need to access a table at most once the total number
of disk accesses is bounded by
A = s⋅D⋅r.

8.6

A TMDTO Attack on A5/1

We first give a short introduction to A5/1 as well as an overview of attacks on this cipher. Next,
we describe the selection of parameters for a thin-rainbow DP TMDTO attack on A5/1. This
is followed by the presentation of the design of our precomputation engine and implementation
results.

8.6.1

A Brief Overview of A5/1 and Its Security

A5/1 is a synchronous stream cipher that is used, besides A5/2 (see also Chapter 7), for protecting GSM communication in most parts of the world. In the GSM protocol, communication
is organized in 114-bit frames that are encrypted by XORing them with 114-bit blocks of the
keystream produced by the cipher as follows: A5/1 is based on three LFSRs, that are irregularly clocked. The three registers are 23, 22, and 19 bits long, representing the internal 64-bit
state of the cipher. During initialization, a 64-bit key is clocked into the registers (key setup),
followed by a 22-bit initialization vector (IV setup) that is derived from the publicly known
frame number. After that the warm-up phase is performed where the cipher is clocked 99 times
and the output is discarded. Then 228 bits of keystream are produced that are partitioned into
two blocks of 114 bits. One of them is used to encrypt the next frame carrying uplink traffic
while the other is used to decrypt the next incoming frame containing downlink traffic. For
the following pair of up- and downlink frames the cipher is initialized with the same key and a
different IV.
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During the last decade the security of A5/1 has been extensively analyzed, e.g., in [BB06, BD00,
BSW01, EJ03, Gol97, MJB05, PS00]. However, most of the proposed attacks are only of theoretical interest since they lack from practicability and thus have never been fully implemented.
Golic [Gol97] showed that the most complex part in retrieving an A5/1 session key consists in
recovering an arbitrary state after warm-up. Once such a state has been found the warm-up
phase can be efficiently reversed and the key obtained.
An interesting software/hardware tradeoff attack was proposed by Pornin and Stern [PS00]
requiring only 64 bits of known keystream. This attack is based on a guess-and-determine
approach by Golic. They suggest that software should be used for the exhaustive search over
clocking sequences and the generation of affine subspaces containing state candidates. Specialpurpose hardware is proposed for performing an exhaustive search through the identified affine
subspaces. The authors estimated an average running time of 2.5 days when using an XP1000 Alpha station for the software part and two Pamettes 4010E for the hardware part of the
attack. Unfortunately, any details about the size and performance of the hardware unit are
missing which makes it hard to verify the stated figures. However, their figures do not seem to
be based on real measurements and are considered to be too optimistic [GNR08].
Recently, Gendrullis, Novotny, and myself [GNR08] proposed a “real-world attack” based on
the work by Keller and Seitz [KS01]. This smart form of a brute force attack is running on
COPACOBANA. Given only 64 bits of known keystream the machine is able to reveal the
corresponding internal 64-bit state of A5/1 in about 6 hours on average.
Biryukov, Shamir, and Wagner presented an interesting (non-generic) variant of a TMDTO
[BSW01] (see also [BS00]) utilizing a certain property of A5/1 (low sampling resistance). The
precomputation phase of this attack exhibits a complexity of 248 and memory requirements
of only about 300 GB, where the online phase can be executed within minutes with a success
probability of 60%. However, 2 seconds of known keystream (i.e., about 25000 bits) are required
to mount the attack making it impractical.
Another important contribution in this field is due to Barkan, Biham and Keller [BBK03] (see
also [BBK06]). They exploit the fact that GSM employs error correction before encryption (cf.
Section 7.3.2) — which reveals the values of certain linear combinations of stream bits by observing the ciphertext — to mount a ciphertext-only TMDTO. However, in the precomputation
phase of such an attack huge amounts of data need to be computed and stored; even more
than for known-keystream TMDTOs. For instance, if we assume that 3 minutes of ciphertext
(from the GSM SACCH channel) are available in the online phase, one needs to precompute
about 50 TB of data to achieve a success probability of about 60% (cf. [BBK06]). There are
2800 contemporary PCs required to perform the precomputation within one year. Due to the
enormous storage requirements, we refrained from implementing this special form of a TMDTO
attack and focused on the “simple” variant.

8.6.2

Selection of Parameters

As we have already seen, the selection of TM(D)TO parameters needs to be done very carefully, since already small changes to some parameter value result in significant changes of the
characteristics of the TMDTO. Table 8.6 summarizes the results for different sets of parameters
for the thin-rainbow DP scheme. The estimations are based on the analysis presented in Section 8.5.2. For all parameter sets, the number of TMDTO tables s is equal to 1 and therefore
omitted in Table 8.6. Furthermore, we assumed that always D = 64 data points are available
for the online phase. This parameter influences the success probability, the number of table
accesses as well as the number of computations in the online phase. The actual times for the
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Table 8.6: Expected runtimes and memory requirements of our A5/1 TMDTO
m

r

d

ℓmin

ℓmax

241
239
240
240
239
240
237

215
215
214
214
215
214
215

5
5
5
5
5
5
6

23
23
24
23
23
24
24

26
27
27
26
26
26
28

M
[TB]
7.49
3.25
4.85
7.04
3.48
5.06
0.79

Ptotal

Tpr

0.86
0.67
0.63
0.60
0.60
0.55
0.42

260.8
259.0
259.0
258.8
258.8
258.8
258.0

@CO
[d]
338.1
97.1
97.1
84.5
84.5
84.5
48.5

@PC
[y]
15176.0
4358.2
4358.2
3794.0
3794.0
3794.0
2179.1

Ton
240.8
241.2
239.5
238.8
240.8
239.1
242.2

@CO
[s]
27.9
36.8
11.3
7.0
27.9
8.6
73.5

@PC
[d]
5.3
7.0
2.1
1.3
5.3
1.6
13.9

A
221
221
220
220
221
220
221

seq.
[h]
2.9
2.9
1.6
1.6
2.9
1.6
2.9

precomputation and online phase are based on the assumption that a contemporary PC can
execute 222 applications of the step functions per second [BBK06] and that COPACOBANA
is able to perform 236 operations per second. The performance figure for COPACOBANA has
been determined experimentally but it corresponds to the one of the actual precomputation
engine presented in the next section.6 The last column of Table 8.3 shows the expected time to
execute the table accesses during the online phase sequentially providing that each table access
results in one random access requiring 5 ms.
In the case of A5/1, it would be especially interesting to mount a real-time attack, i.e., executing
the online phase within a few minutes. As one can see from the table, in order to realize such an
attack it is recommendable to also use COPACOBANA for performing the online computations.
Note that in contrast to the plain rainbow scheme, we do not have many short computation trails
in the beginning when searching a table which may lead to a congestion of COPACOBANA’s
I/O interface. So the online phase of the thin-rainbow DP scheme is better-suited for an
implementation on COPACOBANA. However, for this purpose it would also be necessary to
manage a relatively large cluster of hard disks storing multiple copies of the precomputed tables
in order to parallelize table accesses. For instance, consider the third row of the table. Here
the precomputed table has a size of about 5 TB and 220 table accesses need to be done in the
worst-case. Assume we split the sorted table into 10 parts and store each part on a 500 GB disk.
In the online phase, when considering a DP found by COPACOBANA, we immediately know
which part of the table may contain this DP and thus which disk must be accessed. Hence,
assuming we have the same number of accesses to each part of the table and we hold two copies
of each part the total time for table accesses can be reduced to about 5 minutes.
For our implementation, we have selected the set of parameters presented in the third row of
Table 8.3 since it produces a reasonable precomputation time and a reasonable size of the table
as well as a relatively small number of table accesses. The success rate of 63% may seem to be
small, but it increases significantly if more data samples are available: For instance, if 4 frames
of known keystream are available, then D = 204 data points can be derived which increases the
success rate to 96%.

8.6.3

Hardware Design and Implementation Results

We have implemented the precomputation phase of the thin-rainbow DP method on COPACOBANA. Figure 8.4 graphically presents the design of our architecture hosted by each FPGA.
As one can see, this architecture shares many similarities with the architecture described in
6

We assumed that COPACOBANA is also able to perform 236 operations per second when used for the online
phase.
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Figure 8.4: Precomputation engine for a Thin-Rainbow DP TMDTO attack on A5/1

Section 8.4.3 implementing Oechslin’s scheme. Therefore, in the following we restrict to only
sketch important differences.
Most designs realized on FPGAs usually do not fully use flip-flops available on the chip. Typically, the designs are limited by the number of combinational resources (i.e., LUTs) available.
In the case of A5/1 it is different: a demand for FFs prevails a demand after combinational
logic. Fortunately, some LUTs in the Spartan 3 chips [Xil05] can be configured to work as a
shift register with maximum length of 16 bits (denoted as SRL16). This property enables to
implement much bigger shift-register-based circuits under the condition that some limitations
to circuit design are satisfied. For example, the Xilinx XC3S1000 FPGA contains 15360 FFs
that can be used to implement slightly less than 15360/64 = 240 A5/1 cores, since some FFs
will also be used for other necessary units. Using SRL16s, we can implement up to 480 A5/1
cores, still leaving enough LUTs and FFs for the controller and other circuits.
To allow the synthesis tool to exploit this special feature, we have to avoid any parallel input
to the register, using only serial input and output. Hence we decided to implement an array
of small independent processing units, called TMTO elements, with serial inputs and outputs
rather than using the approach for the DES engines. To achieve a maximum frequency, we
refrained from the idea of having parallel access to the TMTO elements, since the number of
them is relatively large. Instead of that, we connected all TMTO elements into a chain (see
Figure 8.4).
Each TMTO element is calculating one chain of points, i.e., one row in the TMTO table. This
building block consists of two coupled A5/1 cores working as follows: during odd steps Core #1
produces a 64-bit block x of keystream that is re-randomized and loaded into Core #2 as the
new internal state. In even steps the functionalities of the cores are swapped. For implementing
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the re-randomization functions we use the long-period LFSR whose output is XORed with the
intermediate point x.
Initially, we simultaneously provide all TMTO elements with start points. Then each TMTO
element starts to compute rainbow sequences. When such a sequence f1 f2 . . . fr is computed,
the intermediate point in each element is checked for the DP-criterion. If a DP has been
reached, the chain information is stored in the FIFO buffer and the computation of a new chain
is triggered for the corresponding TMTO element. If no DP has been reached yet, another
rainbow sequence of the chain is performed. If the chain becomes too long or if it is too short,
the result is discarded and the calculation of the new chain is started. Information from the
FIFO is periodically read by the host computer and stored to disk.
We can fit 234 TMTO elements (each consisting of two A5/1 cores) into each of the 120 Spartan3 FPGAs hosted by COPACOBANA. The resulting architecture can currently run at a maximum frequency of 156 MHz. Since computing a single step-function takes 64 clock cycles,
COPACOBANA is able to perform about 236 iterations of the step functions per second.
Table 8.7: Characteristics of a COPACOBANA-based TMDTO attack on A5/1

Success Rate
63 %

Disk Usage
4.85 TB

Precomputation Time (COPA)
97.1 d

Online Time (COPA)
5m

Table 8.7 summarizes the expected characteristics of our TMDTO attack on A5/1. We assume
that the calculations in the online phase are performed on COPACOBANA. The resulting DPs
are sent to a cluster of 5 PCs each equipped with four 500 GB harddisks. The 20 harddisks store
two copies of the thin-rainbow table splitted into 10 parts as described in the previous section.
So each PC manages two copies of two parts and distributes accesses over these copies. The
start points of matching tuples in the table are sent back from the PCs to COPACOBANA in
order to reconstruct and verify state candidates. If we let the PCs instead of COPACOBANA
perform this operation the online time would increase to a few hours assuming 50% of the found
DPs lead to a match. We estimate USD 2000 for the harddisks and about USD 3000 for the
five PCs. Finally, Table 8.8 compares the online phase of our attack with some hardware-based
approaches described in Section 8.6.1 in an average-case scenario. Note that the time stated for
the online phase of our attack is only estimated and does not rely on an actual implementation.
Table 8.8: Comparison of different attacks on A5/1
Attack Method
SW/HW-based G&D [PS00]
COPA-based Smart BF [GNR08]
COPA-based TMDTO (this thesis)

8.7

# Stream Bits
64
64
127

Success Rate [%]
100
100
63

Time [h]
60.00
6.00
0.08

Cost [USD]
5, 000
10, 000
15, 000

Conclusions and Future Work

In order to perform full precomputations for TM(D)TO attacks on modern ciphers, the use of
special-purpose hardware with massive computational power is indispensable. In this work, we
demonstrated the suitability of COPACOBANA for implementing various TMTO and TMDTO
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methods. We focused on the block cipher DES and the stream cipher A5/1. For both ciphers,
we determined adequate TMTO parameters, presented full implementations of the precomputation phase on COPACOBANA, and estimated the properties of the resulting attacks. Using
our efficient hardware architectures, the precomputation phase of both TMTO attacks can be
performed within days allowing an online time of a few minutes for A5/1 and a few hours for
DES.
We like to stress that performing TMTO precomputations using our hardware implementations
on COPACOBANA is also very attractive with regard to monetary costs which is an important
factor for the practicability of an attack: The acquisition costs for COPACOBANA are about
USD 10, 000. Since COPACOBANA has a maximum power consumption of only 600 W and
the host PC (collecting the data) of about 400 W, the precomputation phases also feature low
operational costs. For instance, assuming 10 cent per kWh, the operational costs of the A5/1
precomputation phase amount to USD 233 whereas executing the DES precomputation phase
costs about USD 77.
Our analysis shows that a PC-based TMTO online attack on DES easily outperforms a
COPACOBANA-based brute attack and it currently seems to be the most efficient real-world
attack on DES in terms of time and monetary costs. Furthermore, a TMDTO attack on A5/1
seems to be the fastest practical attack currently known for this cipher and the only way to
mount a real-time attack. However, remember that the knowledge of some bits of plaintext is
required for this attack, e.g., in our case we need 127 bits to achieve a success rate of 63%. Since
the problem of obtaining known plaintext from GSM channels is still under discussion in pertinent news groups and does not seem to be fully solved, it might be a worthwhile direction for
future research to consider a hardware implementation of the computation- and data-intensive
ciphertext-only TMDTO attack by Barkan et al. [BBK03]. For this purpose, it appears to be
inevitable to upgrade COPACOBANA with a Gigabit Ethernet interface because for this type
of attack much more data needs to be transfered during precomputation in comparison to a
known-plaintext TMDTO.
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Chapter 9

Accelerating (EC)DSA Signature
Verification through Caching
When verifying digital signatures, achieving a high throughput can be crucial. We present a
technique that is useful for ECDSA and DSA signatures. It assumes that common domain
parameters are used (which is typical of ECDSA) and that at least some signers recur (as in
many application scenarios). We can achieve noticeable speedups in very different environments — from highly restricted ones where memory is very scarce to larger machines without
severe memory restrictions. Requirements for the target platform are very small for a beneficial
application of our technique. This makes it attractive for embedded systems, where ECDSA is
a signature scheme of choice.
The results presented in this chapter evolved from joint work with Bodo Möller and have been
published in [MR08].

9.1

Introduction

Consider a scenario where we repeatedly have to verify ECDSA signatures [Ame98], trying to
keep the computational delay small for each verification. A time-consuming step in ECDSA
signature verification is computing a linear combination
u1 P + u2 Q
of elliptic curve points P and Q, where P is specified by domain parameters (i.e., fixed) and
where Q constitutes the signer’s public key, with integers u1 and u2 in the interval (0, ord(P ) −
1) both depending on the specific signature. The same group with the same point P will
typically be shared by many signers since elliptic curve domain parameters are often taken from
(intersecting) standards such as [Nat00, Appendix 6], [Ame98, Annex J], and [Cer00] (with
domain parameter specifications NIST P-192 aka prime192v1 aka secp192r1 and NIST P-256
aka prime256v1 aka secp256r1 common to all three of these). Also, we usually can expect
some signers and thus their Q values to recur. For instance, consider public-key infrastructures:
∎

A verifying party will encounter end-entity certificates signed by possibly very many different intermediate certification authorities. When a new certification authority appears
for the first time, the verifying party does not yet know how popular this particular
certification authority is, i.e., if it has signed many or just very few end-entity certificates.
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∎

The same applies to signatures on documents, such as the ECDSA signatures stored on the
new digital “e-passports”. When verifying a passport for airport immigration procedures,
then quite possibly the next passenger in line may be using a passport signed by the
same agency. On the other hand, the current passenger could be the only one from this
particular country for days.

Thus, for a given P , we have to compute linear combinations u1 P + u2 Q where Q sometimes is
“new” and sometimes is “old” (has been seen before); but when a new Q appears, we generally
do not know if and how frequently it will reappear.
There are well-known techniques to compute u1 P +u2 Q much faster than by computing both u1 P
and u2 Q individually, and this can be done yet faster if P and Q are both fixed and a one-time
precomputation depending on these points has been done. Performing such precomputation
whenever a “new” Q shows up may pay out if Q turns out to repeat, so that P and Q are fixed
for a number of linear combinations. However, this is an investment of resources that would be
lost if this particular Q does in fact not repeat.
We present a new technique that nearly avoids this drawback, provided that space for permanently fixed precomputation depending on P only is not severely limited. The first occurrence
of some point Q in a computation u1 P + u2 Q will incur very little penalty in terms of memory
or time, and yet will leave behind useful precomputed data that can be cached to speed up
subsequent linear combination computations involving the same P and Q.
While the ECDSA scenario best illustrates the practical use of our technique the approach is in
fact not restricted to the ECDSA or DSA case but may be applied in more general settings: It is
suitable for any abelian group or (more generally) abelian semigroup with an identity element,
henceforth written multiplicatively so that what we just described as linear combinations now
turns into power products. Computing power products sometimes is called multi-exponentiation
since it is a generalization of computing powers (exponentiation). The computational task that
we will consider is computing power products of the form
e
∏ gi i

1≤i≤k

where base elements g2 , . . ., gk are fixed once and for all, whereas g1 is variable between multiexponentiations and may repeat, while all exponents ei are assumed to be ephemeral. We will
assume that the exponents are positive and at most ℓ bits long. An appropriate value of ℓ is
usually implied by the group order. A negative exponent can be handled through inversion of the
base element, or by reduction of the exponent modulo o where o is some multiple of the element
order of the base element, such as the group order. For our technique to work as intended, we
also assume that the exponent to variable base g1 is not pathologically short (i.e., its length
not just a fraction of ℓ); rare statistical outliers are no problem. Besides ECDSA signature
verification, this setting also covers DSA signature verification [Nat00]; however, it only applies
when using common domain parameters, which is much more customary for ECDSA.
Concerning the implementation platform, we only need to make very mild assumptions that
are, in particular, commonly satisfied by embedded systems: We assume that at least read-only
memory is not severely limited, so that precomputation depending on g2 , . . ., gk can be permanently stored. We also assume that some memory is available for caching at least one group
element along with an integer. Such data will be put into cache memory when performing a
multi-exponentiation ∏1≤i≤k giei involving a “new” g1 (i.e., one for which no cache entry currently exists), and can be used to speed up any subsequent multi-exponentiation repeating the
same g1 as long as the cache entry is kept. While the method is easier to describe assuming
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that dedicated cache memory is available, Section 9.6 will show that the technique can be quite
useful even if this is not the case and a portion of fast read/write memory has to be sacrificed instead: In a specific example scenario where read/write memory is very scarce (which
is typical of smart cards and other embedded devices), our technique already leads to a 10 %
average speed advantage. The technique is also useful for devices without such constraints; the
specific speed advantage factor gained by using our method strongly depends on the concrete
application scenario and can be significantly higher than the 10 % in said example.
Like many approaches for exponentiation using precomputation (such as the Lim/Lee approach [LL94]), our technique has roots that can be traced back to Pippenger [Pip79, Pip80]
(see also [Ber02]). The novelty here in this regard is that for cached precomputation, we do not
n
store powers of the form g12 as by [Pip79], which would impose some computational overhead
while computing ∏1≤i≤k giei when g1 is new. Instead, we store other powers of g1 that happen to
come up without effort when arranging the computation suitably. Another approach to speed
up ECDSA signature verification is due to Antipa et al. [ABG+ 06, SBV+ 07]. It works best
for a slightly modified variant of the original signature scheme, dubbed ECDSA∗ , but under
appropriate circumstances, it can be useful for the verification of standard ECDSA signatures.
Where it makes sense to use the technique from [ABG+ 06, SBV+ 07], our technique may be
preferable depending on the expected proportion of “old” to “new” Q values. We omit further
details on this.
The remainder of this chapter is organized as follows. Section 9.2 describes preliminaries for our
technique: interleaved multi-exponentiation and radix-2 exponent splitting. Then, Section 9.3
presents the novel multi-exponentiation technique, which relies on caching certain intermediate
results that can be obtained by investing very little additional read/write memory or time,
allowing us to speed up later multi-exponentiations if an appropriate cache entry is available.
Section 9.4 provides a comprehensive example to illustrate the technique. Section 9.5 gives
example performance figures for the new technique in certain application scenarios. Furthermore, in Section 9.6 we compare our approach to naive approaches in a particular scenario to
demonstrate the achievable performance gain. Some implementation aspects are discussed in
Section 9.7. Finally, in Section 9.8 we draw some conclusions.

9.2

Multi-Exponentiation

This section reviews well-known techniques that we later will use and combine in a novel way.
Section 9.2.1 describes interleaved multi-exponentiation, an approach for computing power products. It also briefly describes some properties of radix-2 exponent representations that can be
used in interleaved multi-exponentiation. Section 9.2.2 describes the technique of radix-2 exponent splitting, which can be used to obtain shorter exponents by converting exponentiation
tasks into multi-exponentiation tasks, or converting k-fold multi-exponentiation tasks into k ′ fold multi-exponentiation tasks with k ′ > k. Radix-2 exponent splitting is a useful technique for
fixed bases (namely, for exponentiation or multi-exponentiation with precomputation that can
be done in advance).

9.2.1

Interleaved Multi-Exponentiation

We build on the straightforward multi-exponentiation strategy that has been called interleaving
in [Möl01], which generalizes well-known methods for single exponentiations such as the (left-
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to-right) binary or sliding window methods. We refer to [MvOV97] for an overview of the latter
approaches. Assume that radix-2 representations
ei = ∑ bi,j ⋅ 2j ,
0≤j≤ℓ

of all exponents are given, where bi,j ∈ Bi and each Bi is a set of integers. We write
ei = (bi,ℓ , bi,ℓ−1 , . . ., bi,1 , bi,0 )2

and call the bi,j digits and Bi a digit set. We require that the powers
{gib ∣ b ∈ Bi ∖ {0}}
are available from precomputed data. Note that in a group where inversion is particularly easy
(such as those used in elliptic curve cryptography where an inversion requires just obtaining
an additive inverse in the underlying field or performing a field addition), obtaining gi−b from
precomputed data is easy if gib has been stored; so both b and −b can be included in set Bi if the
single element gib has been stored in a precomputed table of powers. In this setting, interleaved
multi-exponentiation computes the power product as follows.
A ← 1G {Start with identity element}

for j = ℓ down to 0 do
A ← A2
for i = 1 to k do
if bi,j ≠ 0 then
b
A ← A ⋅ gi i,j {Multiply by [inverse of] precomputed element}
end if
end for
end for
return A
This is a left-to-right technique in the sense that it proceeds from the most significant digits
(“left”) down to the least significant digits (“right”).
Typical digits sets are of the form
B ± (m) = {±1, ±3, ±5, ±7, . . ., ±m, 0}
for groups where inversion is easy, or
B(m) = {1, 3, 5, 7, . . ., m, 0}
for semigroups in general. Here parameter m is an odd integer, often but not necessarily of
the form (11. . .11)2 , i.e., m = 2w − 1, where w ≥ 1 an integer. This special form applies to
the sliding window technique (cf. [Gor98]) and to various variants of it that employ signeddigit representations of exponents, such as those introduced in [MOC97] using a right-to-left
conversion from binary to signed-digit representation and in [MS05, Ava05, OSSST04] using
left-to-right conversions. The general case with an arbitrary odd m was introduced as fractional
window representations in [Möl03], with left-to-right conversions for the signed-digit case suggested in [KG04, SSST06, Möl05]. Different digits sets can be used for different exponents, so
we have Bi = B(mi ) or Bi = B ± (mi ) with per-exponent parameters mi when employing such
representations.
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The length of a representation is the number of digits that remain if we drop any leading zeros
(so the length of (bℓ , bℓ−1 , . . ., b1 , b0 )2 is ℓ + 1 if bℓ ≠ 0). Selecting a maximum length of ℓ + 1 is
sufficient to represent any ℓ-bit integer e (2ℓ−1 ≤ e < 2ℓ ) in any of the representations mentioned
above [MS06] (length ℓ is sufficient for any of the unsigned-digit representations), and the
minimum length with these representations is ℓ + 1 − ⌈ log2 m⌉. Thus, the maximum outer loop
index ℓ in the algorithm as shown above is sufficient for integers up to ℓ bits.
The weight of a representation is the number of digits that are non-zero. The conversion
techniques mentioned above are known to achieve, for any integer e, the minimum weight
possible given the respective digit set [MS06, Möl05]. For unsigned and signed fractional window
representations using the digit set {1, 3, 5, . . ., m, 0} or {±1, ±3, ±5, . . ., ±m, 0}, the average weight
for random integers up to ℓ bits is slightly above
ℓ
m+1
w(m) + w(m)
2

and

ℓ
1 + w(m) +

m+1
2w(m)

,

respectively, where w(m) = ⌊ log2 (m+1)⌋; for the average density (weight divided by ℓ), we have
convergence to the resulting estimates as ℓ goes to infinity (see [Möl05]). For the special case
m = 2w − 1 (i.e., the sliding window technique and its non-fractional signed-digit counterparts),
such that w(m) = w, the above is simply ℓ/(1 + w) and ℓ/(2 + w), respectively.

Observe that in the interleaved multi-exponentiation algorithm as shown above, (semi-)group
operations do actually not need to be performed until after the first multiplication of A by
a precomputed element or its inverse, since A = 1G holds up to this point. This means that
b
the initial squarings of 1G can be skipped, and the first operation A ← A ⋅ gi i,j amounts to an
b
assignment A ← gi i,j .

To estimate the time required to perform an interleaved multi-exponentiation, we thus need the
maximum length of the representations of the ei to determine the number of squarings, and
the weight of the representation of each ei to determine the number of other multiplications by
elements available from precomputed data. (The maximum length is one more than the number
of squarings, and the sum of the weights is one more than the number of other multiplications.)
This is not counting any group inversions, since we would only use these in the algorithm if
inversion is easy. In addition to this, we have to look at the time needed for precomputation.
If gi is a fixed base, we can assume that the required powers gib have been precomputed in
advance (and possibly built into ROM) and thus do not enter the time estimate. However, if gi
is not fixed, some effort goes into precomputing these powers: from gi , the powers gi3 , . . ., gimi
can be computed using one squaring (to obtain gi2 as an intermediate value) and mi2−1 other
multiplications.
Remark 9.1. Note that the minimum-weight property of a conversion technique does not mean
that it always provides the best radix-2 representation possible given the particular digit set. As
discussed in [Möl03, Möl05], modified signed fractional window representations can sometimes
reduce length without increasing weight. In certain situations, it may even be of advantage to
accept a slight increase of weight for the sake of length reduction if saved squarings (due to
length reduction) outweigh the additional multiplications (due to weight increase).

9.2.2

Radix-2 Exponent Splitting

We have seen that the length of exponent representations is important to efficiency since it
determines the number of squarings needed for interleaved multi-exponentiation. For an exponent e, this length is around log2 e using any of the representations mentioned in Section 9.2.1
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as long as parameter m is reasonably small. Radix-2 exponent splitting, shown in the following,
is a simple but effective idea (underlying [BGMW93] and made explicit in [Roo95]) to get better
performance if all bases are fixed.

For exponentiations g e with exponent representations e = (bℓ , . . . , b0 )2 of maximum length ℓ +
1, we can decide to split each such representation into some number s of shorter exponent
representations. More precisely, let ℓ + 1 = L1 + ⋯ + Ls with positive integers Li ≈ ℓ+1
s , and then
let e1 = (bL1 −1 , . . ., b0 )2 , e2 = (bL1 +L2 −1 , . . ., bL1 )2 , and so on. That means, we have
e = (bℓ , . . . , b0 )2 = (bL1 +⋯+Ls −1 , . . ., bL1 +⋯+Ls−1 ,
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
es

bL1 +⋯+Ls−1 −1 , . . ., bL1 +⋯+Ls−2 , . . ., bL1 −1 , . . ., b0 )2 .
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
e1

es−1

From e = ∑1≤i≤s ei ⋅ 2L1 +⋯+Li−1 it follows that

g e = g e1 ⋅ (g 2 ) ⋅ ⋯ ⋅ (g 2
L1

e2

L1 +⋯+Ls−2

)

es−1

⋅ (g 2

L1 +⋯+Ls−1

) ,
es

and thus by defining gi = g 2 1≤I<i I , we have transformed the task of computing g e into the s-fold
multi-exponentiation ∏1≤i≤s giei . There is no need to actually evaluate the ei as integers here
since we already have appropriate representations of them — namely, portions of the original
representation as shown.
∑

L

Thanks to exponent splitting, the maximum length of exponent representations can go down
⌉ if the Li are chosen accordingly. If g is fixed (and the parameters Li
from ℓ + 1 to ⌈ ℓ+1
s
are constant), then so are the gi as defined here. Thus, the powers gib needed by the interleaved multi-exponentiation algorithm in Section 9.2.1 can be precomputed in advance. So
using additional memory for precomputed data (possibly ROM) allows us to save time in each
exponentiation.
So far, we have looked at radix-2 exponent splitting applied to exponentiation, not to multiexponentiation: each single exponentiation is converted into a multi-exponentiation. Radix-2
exponent splitting can just as well be applied for any fixed base in multi-exponentiation tasks,
converting a k-fold multi-exponentiation into some k ′ -fold multi-exponentiation, where k ′ > k.
However, since the exponent splitting technique needs additional precomputed data (the powers
L
∑
gi = g 2 1≤I<i I of base g), it cannot be used to advantage for bases that are not fixed. Thus, if
there is any base that is not fixed (as in the case of DSA and ECDSA signature verification),
long exponent representations may remain, and radix-2 exponent splitting hence will typically
provide essentially no speed advantage in this situation.

9.3

Faster Multi-Exponentiation by Caching Intermediate Results

This section describes a novel technique for computing power products ∏1≤i≤k giei assuming that
g2 , . . ., gk are fixed base elements, while g1 is a variable base element whose values may recur.
The technique is based on interleaved multi-exponentiation and on exponent splitting, but adds
new features. It consists of two different multi-exponentiation algorithms. The first algorithm,
described in Section 9.3.1, is employed whenever a “new” g1 value appears. This algorithm not
only computes the multi-exponentiation result, but also outputs certain intermediate results,
intended to be cached for later use. The second algorithm, described in Section 9.3.2, can be
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employed whenever an “old” g1 value appears, namely one for which a cache entry already
exists. This algorithm then exploits the cache entry created by the first algorithm to compute
the new multi-exponentiation result faster.
For both algorithms, we assume that parameters for radix-2 exponent splitting have been fixed,
i.e., we have constant integers s and L1 , . . ., Ls as described in Section 9.2.2, used identically for
all bases g2 , . . . , gk . We demand that L1 + 1 ≥ max1≤i≤s (Li ). For these bases, we furthermore
assume that digit sets for exponent representations have been fixed (see Section 9.2.1), and that
there is a fixed length limit ℓ + 1 for exponent representations. (This is enough for exponents
up to ℓ bits, using any of the representations mentioned in Section 9.2.1.) We also require that
powers of g2 , . . ., gk as used for radix-2 exponent splitting using the given digit sets and exponent
splitting parameters are precomputed in advance. These are constant elements, so they may be
stored in ROM. Due to our assumption that at least read-only memory is not severely limited,
it should be possible to store quite a number of such precomputed elements, allowing us to
use reasonably large digit sets in the representations of exponents e2 , . . ., ek that will undergo
radix-2 exponent splitting.
Of course, since cache entries take up read/write memory, they eventually may have to be
expired as new g1 values occur. Once the cache entry for a certain g1 has been deleted, this
particular value again will have to be considered “new” if it occurs once more later on. In
extreme cases, the cache might provide space just for a single cache entry. Then, depending
on the caching strategy implemented, g1 might be recognized as “old” only if two immediately
consecutive multi-exponentiations involve the same g1 value, since any new value might lead to
an instant cache eviction to make space for a new entry. However, it would also be possible
to keep the existing cache entry for a while even if new g1 values appear, meaning that any
cacheable data created for such a new g1 value would have to be discarded for lack of space.
Which caching strategy is to be preferred depends very much on the statistical properties of
the application scenario.

9.3.1

Multi-Exponentiation for a New Base g1

If no cache entry based on g1 is available, ∏1≤i≤k giei should be computed as follows. As in
Section 9.2.1, we assume that the exponents are given in representations ei = ∑0≤j≤ℓ bi,j ⋅ 2j ,
where bi,j ∈ Bi .

First, apply radix-2 exponent splitting (cf. Section 9.2.2) to the representations of exponents e2 through ek such that all of the resulting exponent representations observe maximum
length L = max1≤i≤s (Li ) (≈ ℓ+1
s ). This transforms the k-fold multi-exponentiation task into a
multi-exponentiation task with more bases, where the exponent to g1 appears unchanged but
all other exponent representations have been split into parts no longer than L digits. The list
of bases has expanded from (g1 , g2 , . . ., gk ) into
(g1 , g2 , g22 , . . ., g22
L1

L1 +⋯+Ls−1

L1

L1 +⋯+Ls−1

, . . . , gk , gk2 , . . ., gk2

);

we will assume that g1 keeps its index (i = 1). Now apply the interleaved multi-exponentiation
algorithm from Section 9.2.1 to this new (1 + (k − 1)s)-fold power product. (Remember that
appropriate precomputed powers of the bases except g1 are assumed to be available e.g. from
ROM.) This will generate the desired result ∏1≤i≤k giei . Additionally, it will generate certain
intermediate values that turn out to be very useful.
Observe that no loop iteration before j = L1 may involve non-zero exponent digits for any base
other than g1 (since we have L1 +1 ≥ Li for any of the exponent splitting parameters L2 , . . ., Ls ).
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In other words, before this round, A has never been multiplied with a power of a base other than
(b1,ℓ ,...,b1,L1 )2
g1 . In particular, we have A = g1
just after the inner loop iteration for j = L1 , i = 1
(and still after the outer loop iteration for j = L1 if L1 ≥ maxi (Li )). From this and earlier loop
iterations, we can obtain the following s − 1 intermediate values:
j = L1 + ⋯ + Ls−1 ⇒ A = g1

(b1,ℓ ,...,b1,L1 +⋯+Ls−1 )2

⋮

j = L1 , i = 1 ⇒ A = g1

(b1,ℓ ,...,b1,L1 )2

Thus, we can output the following data to be cached — a cache entry comprising g1 itself (as
index to the cache) and s − 1 pairs, each consisting of an integer and the corresponding power
of g1 :
(g1 , ((b1,ℓ , . . ., b1,L1 )2 , g1

(b1,ℓ ,...,b1,L1 )2

), . . ., ((b1,ℓ , . . ., b1,L1 +⋯+Ls−1 )2 , g1

(b1,ℓ ,...,b1,L1 +⋯+Ls−1 )2

))

Note that when writing this to cache, the integers may be evaluated as such — there is no need to
store the specific radix-2 representations. However, since all of these integers are derived from e1
following a fixed rule, it is clear that at most ℓ bits are sufficient to store complete information
on all of them, should memory efficiency be an utmost concern. With any of the representations
mentioned in Section 9.2.1, these partial integers are guaranteed to be non-negative, with
(b1,ℓ , . . ., b1,L1 )2 ≥ ⋯ ≥ (b1,ℓ , . . ., b1,L1 +⋯+Ls−1 )2 ≥ 0.

Furthermore, if e1 is uniformly random from some set (0, . . ., q) of integers where q is an ℓbit integer, then (unless Ls is very small) all of these integers will actually be positive with
high probability (and will be reasonably close to 2ℓ−L1 , . . ., 2ℓ−L1 −⋯−Ls−1 , respectively, i.e., since
ℓ = ∑1≤i≤s Li , to 2L2 +⋯+Ls , . . ., 2Ls ).

Depending on the assumed distribution of e1 , it may be a good idea to skip writing a cache
entry if it ever turns out that (b1,ℓ , . . ., b1,L1 +⋯+Ls−1 )2 = 0. In any case, writing a cache entry
should be skipped if all of the integers in it would be zero (and thus the corresponding powers
of g1 trivial).

9.3.2

Multi-Exponentiation for an Old Base g1

If a cache entry based on g1 is available (created as described in Section 9.3.1), then ∏1≤i≤k giei
may be computed as described in the following. First, parse the cache entry as
(g1 , (λ1 , G1 ), . . ., (λs−1 , Gs−1 )).

Here we have Gi = g1λi for 1 ≤ i ≤ s − 1, and if one of the exponent representations mentioned
in Section 9.2.1 was used while creating the cache entry as specified in Section 9.3.1, we have
λ1 ≥ ⋯ ≥ λs−1 ≥ 0. Now split e1 into integers Ei (1 ≤ i ≤ s):
∎
∎
∎

186

let d0 = e1 ;

⌋ and di = di−1 − Ei λi ;
for 1 ≤ i ≤ s − 1, let Ei = ⌊ dλi−1
i
and finally, let Es = ds−1 .

9.4. An Example

⌋. By this construction,
In the exceptional case that λi = 0, Ei = 0 should be substituted for ⌊ dλi−1
i
we have
e1 = E1 λ1 + ⋯ + Es−1 λs−1 + Es .
It follows that

Es−1
Es
1
g1e1 = GE
1 ⋅ ⋯ ⋅ Gs−1 ⋅ g1 ,

and thus we have transformed the power g1e1 into a power product using new exponents Ei .
This step is similar to radix-2 exponent splitting; we call it modular exponent splitting. Suitable
digit sets for radix-2 representations of each of the new exponents can be chosen depending on
how much read/write memory is available for storing powers of the bases G1 , . . ., Gs−1 and g1
(cf. Section 9.2.1).
For the exponents to the fixed bases g2 , . . ., gk , we again (exactly as in Section 9.3.1) assume
that these are given in representations ei = ∑0≤j≤ℓ bi,j ⋅ 2j , where bi,j ∈ Bi . We apply radix-2
exponent splitting to these, giving us exponent representations of maximum length L.
In total, by applying both modular exponent splitting and radix-2 exponent splitting, we have
converted the k-fold multi-exponentiation into a (k⋅s)-fold multi-exponentiation. The maximum
length of exponent representations here may exceed L since we do not have strict guarantees
regarding the Ei . However, under the assumptions regarding the distribution of e1 stated in
Section 9.3.1, the maximum length will remain around L with high probability.
This completes the description of our new technique.

9.4

An Example

As an illustrative toy example, let us apply our new technique to multi-exponentiations g1d ⋅ g2e
with exponents of size at most ℓ = 18 bits. To keep the example simple, we use unsigneddigit (instead of signed-digit) exponent representations. Let the digit sets for the fixed base be
B2 = {1, 3, 5, 7, 0}. For radix-2 and modular exponent splitting, we use the splitting parameter
6
12
s = 3. Thus, g2 is replaced a priori by three fixed bases g2 , g3 , g4 where g3 = g22 , g4 = g22 .
Accordingly, we precompute the powers
(g2 , g23 , g25 , g27 , g3 , g33 , g35 , g37 , g4 , g43 , g45 , g47 )
and save this data in ROM. We consider an environment with a limited amount of fast read/write
memory and assume that we have only space to store 8 powers of the variable base g1 . Hence, we
can choose the digit set B1 = {1, 3, . . . , 15, 0} for exponentiations with a new base (Section 9.3.1)
and digit sets B1 = {1, 3, 0}, BG1 = BG2 = {1, 3, 5, 0} for exponentiations with an old base
(Section 9.3.2).
Multi-Exponentiation for a New Base g1
Let us now consider the computation of g1d ⋅ g2e for
d = 205802 = (110010001111101010)2 and e = 245153 = (111011110110100001)2 ,
where g1 is a new base, i.e., no cached precomputed data based on g1 is available. Before the
actual multi-exponentiation, we compute the powers
(g1 , g13 , . . . , g115 )
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and save these in fast read/write memory. Encoding e1 ∶= d using B1 yields
e1 = (3, 0, 0, 1, 0, 0, 0, 0, 0, 0, 15, 0, 0, 5, 0, 1, 0)2 .
Encoding e using B2 and then splitting into three parts e2 , e3 , e4 yields
e4 =
(7, 0, 0, 0)2 ,
e3 = (7, 0, 0, 5, 0, 0)2 ,
e2 = (5, 0, 0, 0, 0, 1)2 .

The following table shows what happens while performing the multi-exponentiation ∏4i=1 giei
as described in Section 9.3.1, based on interleaved multi-exponentiation as explained in Section 9.2.1:
j
17
16
13
12
6
5
3
2
1
0

A
1
g13
3
(g13 )2 g1 = g125
(g125 )2 = g150
6
(g150 )2 g115 = g13215
(g13215 )2 g25 g37 = g16430 g25 g37
2
(g16430 g25 g37 )2 g15 g47 = g125725 g220 g328 g47
(g125725 g220 g328 g47 )2 g35 = g151450 g240 g361 g414
(g151450 g240 g361 g414 )2 g1 = g1102901 g280 g3122 g428
(g1102901 g280 g3122 g428 )2 g2 = g1205802 g2161 g3244 g456

Cache entry (so far)
(g1 )
(g1 , (50, g150 ))
(g1 , (3215, g13215 ), (50, g150 ))

As we can see here, until and including round j = 6, the variable A contains no powers of bases
other than g1 . Intermediate powers of g1 for caching are available at the points j = 12 and j = 6
of the computation.
Multi-Exponentiation for an Old Base g1
Let us compute g1d ⋅ g2e for
d = 73660 = (10001111110111100)2 and e = 236424 = (111001101110001000)2 ,
where g1 is an old base for which the cache entry
(g1 , (λ1 = 3215, G1 = g13215 ), (λ2 = 50, G2 = g150 ))
as created above is available. First, the powers
(g1 , g13 , G1 , G31 , G51 , G2 , G32 , G52 )
are precomputed and stored in fast read/write memory. Next, we perform modular exponent
splitting as described in Section 9.3.2:
d0
E1
E2
E3
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= d = 73660,
= ⌊ λd01 ⌋ = 22 and d1 = d0 − E1 λ1 = 2930,
= ⌊ λd12 ⌋ = 58 and d2 = d1 − E2 λ2 = 30,
= d2 = 30.

9.5. Performance Figures

Encoding E1 , E2 and E3 using BG1 , BG2 and B1 yields
E1 = (10110)2 =
(5, 1, 0)2 ,
E2 = (111010)2 = (3, 0, 0, 5, 0)2 ,
E3 = (11110)2 =
(3, 0, 3, 0)2 .
By encoding e using B2 and then splitting into 3 parts e2 , e3 , e4 (using radix-2 exponent splitting), we obtain
e4 =
(7, 0, 0, 0)2 ,
e3 = (3, 0, 0, 0, 7, 0)2 ,
e2 =
(1, 0, 0, 0)2 .
The table below shows what happens in the interleaved multi-exponentiation to compute
E2 E3 e2 e3 e4
1
GE
1 G2 g1 g2 g3 g4 :
j
5
4
3
2
1
0

9.5

A
g33
(g33 )2 G32 = G32 g36
(G32 g36 )2 g13 g2 g47 = G62 g13 g2 g312 g47
6 2 24 14
(G62 g13 g2 g312 g47 )2 G51 = G51 G12
2 g1 g2 g3 g4
6 2 24 14 2
5 3 7
11 29 15 4 55 28
(G51 G12
2 g1 g2 g3 g4 ) G1 G2 g1 g3 = G1 G2 g1 g2 g3 g4
11 29 15 4 55 28 2
22 58 30 8 110 56
(G1 G2 g1 g2 g3 g4 ) = G1 G2 g1 g2 g3 g4

Performance Figures

Our multi-exponentiation technique can be used under many different parameterizations — the
number of bases may vary; the length of exponents may vary; the amount of memory available
for fixed precomputation (such as ROM) may vary; the amount of memory available for cache
entries (such as slow read/write memory) may vary; the amount of memory available for variable precomputed elements (i.e., intermediate powers) needed by the interleaved exponentiation
algorithm may vary; and under any of these parameterizations, we have to decide on parameters s and L1 , . . ., Ls for exponent splitting (s-fold exponent splitting with exponent segment
lengths Li ), and we have to decide on digit sets and representation conversion techniques for the
exponents to the fixed bases g2 , . . ., gk on the one hand, and for any of the s partial exponents
created from e1 when the algorithm from Section 9.3.2 uses a cache entry on the other hand.
This encompasses a large variety of different settings.
In the present section, we will look at a specific range of rather simple use scenarios for our
new technique to assess its performance. Let us assume that we want to implement the multiexponentiation technique in an environment where only a very limited amount of fast read/write
memory is available but where we have some slower memory suitable for the cache, and where
we have plenty of read-only memory for permanently fixed precomputed elements. As powers of
g1 are frequently needed in the course of the algorithm, this is what we will use such fast memory
for. As particular examples, let us consider the cases where we have such fast memory space
to store 4, 8, 16 or 32 group elements, and let ℓ be 160, 192 or 256, which are practical values
for ECDSA. Note that restricting the space for storing powers of a base also limits the number
of different digit values that we can use in exponent representations for the interleaved multiexponentiation algorithm. We have fully implemented our new multi-exponentiation strategy
and counted certain group operations under these prerequisites for different values of the splitting parameter s, always using reasonable Li ≈ ℓ+1
s and a left-to-right signed fractional window
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Table 9.1: Experimental performance figures (squarings and multiplications with powers of g1 ) for
s-fold exponent splitting with exponents up to ℓ-bits and space for 4, 8, 16, or 32 elements for variable
precomputation

s=1

s=2

s=3

s=4

s=5

s=6

s=7

precomp.
ℓ = 160
ℓ = 192
ℓ = 256
precomp.
ℓ = 160
ℓ = 192
ℓ = 256
precomp.
ℓ = 160
ℓ = 192
ℓ = 256
precomp.
ℓ = 160
ℓ = 192
ℓ = 256
precomp.
ℓ = 160
ℓ = 192
ℓ = 256
precomp.
ℓ = 160
ℓ = 192
ℓ = 256
precomp.
ℓ = 160
ℓ = 192
ℓ = 256

#var = 4
1S
+ 3M
159.9S
+ 31.5M
188.9S
+ 37.9M
252.9S
+ 50.6M
2S
+ 2M
79.5S
+ 39.9M
95.7S
+ 47.9M
127.6S
+ 63.9M
1S
+ 1M
54.7S
+ 49.4M
64.3S
+ 59.1M
85.8S
+ 78.6M
0S
+ 0M
40.6S
+ 53.9M
48.4S
+ 64.5M
64.1S
+ 85.7M

#var = 8
1S
+ 7M
156.0S
+ 26.1M
187.9S
+ 31.4M
251.9S
+ 42.1M
2S
+ 6M
79.1S
+ 32.0M
94.7S
+ 38.5M
126.9S
+ 51.4M
3S
+ 5M
53.4S
+ 37.4M
63.3S
+ 44.7M
85.0S
+ 59.6M
4S
+ 4M
40.7S
+ 40.7M
47.6S
+ 48.6M
64.1S
+ 64.7M
3S
+ 3M
33.0S
+ 46.4M
39.7S
+ 55.8M
51.8S
+ 73.7M
2S
+ 2M
29.4S
+ 50.4M
32.0S
+ 59.6M
45.0S
+ 79.7M
1S
+ 1M
27.8S
+ 53.8M
30.1S
+ 64.0M
40.5S
+ 84.7M

#var = 16
1S
+ 15M
155.0S
+ 22.3M
187.0S
+ 26.9M
251.0S
+ 36.0M
2S
+ 14M
78.6S
+ 26.8M
95.0S
+ 32.2M
126.6S
+ 42.8M
3S
+ 13M
52.8S
+ 30.5M
62.9S
+ 36.6M
84.5S
+ 48.5M
4S
+ 12M
39.3S
+ 32.8M
47.6S
+ 39.2M
63.4S
+ 52.1M
5S
+ 11M
31.9S
+ 36.0M
39.4S
+ 43.1M
51.4S
+ 56.9M
6S
+ 10M
29.0S
+ 38.8M
32.2S
+ 45.9M
45.7S
+ 60.9M
7S
+ 9M
26.9S
+ 40.8M
28.9S
+ 48.6M
39.4S
+ 64.1M

#var = 32
1S
+ 31M
154.0S
+ 19.5M
186.0S
+ 23.5M
250.0S
+ 31.5M
2S
+ 30M
78.6S
+ 23.2M
93.7S
+ 27.8M
126.8S
+ 36.8M
3S
+ 29M
52.4S
+ 25.9M
62.3S
+ 31.1M
84.5S
+ 41.1M
4S
+ 28M
38.8S
+ 27.8M
46.9S
+ 33.1M
62.9S
+ 43.8M
5S
+ 27M
31.1S
+ 30.0M
38.4S
+ 35.7M
50.5S
+ 47.1M
6S
+ 26M
27.8S
+ 31.9M
31.7S
+ 37.7M
44.3S
+ 49.8M
7S
+ 25M
26.0S
+ 33.5M
28.4S
+ 39.5M
38.2S
+ 52.1M

representation with appropriate digit sets B ± (m) = {±1, ±3, . . ., ±m, 0} such as to fully utilize
the fast memory. See [KG04, SSST06, Möl05] for details regarding left-to-right signed fractional
window conversions.
We have repeatedly simulated the behavior of our technique for uniformly random exponents
in the interval (0, . . ., 2ℓ − 1), covering both the case of “new bases” to create cache entries
(Section 9.3.1) and the case of “old bases” to observe the performance given such cache entries
(Section 9.3.2). In these simulations, we have counted the following operations:
∎

Squarings (S) and other multiplications (M ) used for precomputing powers of g1 (including
powers of cache entries derived from g1 );

∎

squarings (S) and multiplications (M ) by precomputed powers of g1 (or of cache entries)
within the interleaved multi-exponentiation algorithm.

We have excluded from counting any of the multiplications by fixed precomputed elements
(from ROM), since these are not a limiting factor given the assumption that plenty of space
is available for these elements: low-weight exponent representations accordingly may be used
for the corresponding exponents, so changes of the parameterization have less impact here.
(Refer to Section 9.2.1 for applicable weight estimates.) The simulation results can be found in
Table 9.1. The values in the first row (s = 1) reflect the special situation when no splitting at all
is done. This applies to the multi-exponentiation algorithm for a new base g1 for which no cache
entry is available (Section 9.3.1), where a signed-digit representation is used for the full-length
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exponent e1 . The remaining rows contain operation counts for cases where g1 is an old base,
i.e., an existing cache entry is used (Section 9.3.2). As we can see from the table, the number
of squarings will be reduced to about ℓ/s as expected using the new modular exponent splitting
technique. Moreover, the number of multiplications performed during the multi-exponentiation
slightly increases from row to row: this due to the fact that smaller digit sets have to be used
to obey the space limits while the splitting parameter is increased. (Note that s ≥ 5 cannot be
used with space for only 4 dynamically precomputed elements, so the corresponding parts of
the table are left empty.)
Note that the size of cache entries does not affect the statistics as reflected in the table. With
severe memory constraints for the cache, s = 2 might be the only option. Comparing the row
s = 1 (which describes the case of a multi-exponentiation not using a cache entry) with the row
s = 2 shows that our technique provides for a noticeable speed-up even with just s = 2.
It also should be noted that our multi-exponentiation technique for old bases g1 (Section 9.3.2)
involves s−1 divisions with remainder to perform s-fold modular exponent splitting. This starts
with an ℓ-bit denominator and a divisor of length about ℓ − sℓ bits. Both operands will decrease
by around sℓ in each subsequent division. Thus, the total extra cost of these modular divisions
should usually be reasonably small. The typical size of results means that around ℓ bits will
still suffice to store the resulting shorter exponents.
See Section 9.6 for a performance comparison of our technique with an immediate approach in
a particular scenario. Please refer to Section 9.7 for certain implementation aspects.

9.6

Comparison

We are going to demonstrate the merits of our new technique for multi-exponentiation with
caching in one particular situation where very little memory is available for use as a cache. We
show that our method is of advantage even under this severe restriction. We make the following
assumptions:
∎

∎

We look at the two-fold multi-exponentiation g1e1 g2e2 . The base element g2 is fixed and the
base element g1 is variable such that the current value will repeat in the directly following
multi-exponentiation with probability Pold = 12 .
The exponents e1 and e2 are uniformly random integers up to ℓ = 256 bits.

∎

Storage is available for 128 fixed precomputed elements in read-only memory (derived
from the fixed base g2 ), and for only 2 precomputed elements in read/write memory. The
latter includes input value g1 . In addition to this, we have space for variable A in the
algorithm from Section 9.2.1, and the memory holding the exponents. (Note that typically
the memory needed for the exponents is less than the memory needed for a single group
element: for elliptic curve cryptography using projective coordinates over a 256-bit field,
one group element takes 768 bits.)

∎

Different from the assumptions as used in Section 9.5, we have no additional cache memory. That is, a group element to be cached has to be kept in one of the two read/write
storage units for precomputed elements.

∎

We use rough estimates S = 0.7 and M = 1 for the amount of time spent on each group
squaring (e.g., elliptic curve point doubling) and on each group multiplication (e.g., elliptic
curve point addition). For example, when using Jacobian projective coordinates for elliptic
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curves over prime fields, a point doubling takes 10 or 8 field multiplications depending on
the curve, and a general point addition requires 16 field multiplications [Ins00], or 11 field
multiplications in the case of “mixed coordinates” [COM98]. Mixed coordinates require a
one-time conversion step to one of the inputs to convert it into affine coordinates, which
8
≈ 0.73 is one way to justify our
is reasonable for precomputed values. Accordingly, 11
S
estimate M ≈ 0.7, although in the following we neglect the cost of the conversion.
If (instead of applying our new caching strategy) we directly use interleaved multi-exponentiation
in this situation, employing signed-digit representation as explained in Section 9.2.1, we can keep
precomputed values g2 , g23 , g25 , . . ., g2255 in read-only memory, and use read/write memory for g1
and g13 , thus achieving an exponentiation cost of approximately
(

256 256
+
)M + 255S ≈ 268.1
4
10

(or 89.5M + 254S ≈ 267.3 according to experimental simulation results) plus 1M + 1S = 1.7 to
precompute g13 from g1 when g1 has changed from the previous computation. By assumption,
this happens with probability 12 , resulting in a total estimate of 268.1 + 1.7
2 ≈ 269.0 (for the
simulation: 268.2).
Our method initially performs worse than this, namely, in the case with a new base (Section 9.3.1). Here, the read-only memory will contain g2 , g23 , g25 , . . ., g2127 , plus similar powers of
128
g22 . The read/write memory initially is filled with precomputed elements g1 and g13 . To perform the multi-exponentiation as described in Section 9.3.1, we use radix-2 exponent splitting
for exponent e2 to obtain partial exponent representations no longer than 129 digits. For exponent e1 , we use a signed fractional window representation variant as sketched in Section 9.7, i.e.,
where digit set parameter m is modified within the conversion: the more significant digits can
use digits set {±1, ±3, 0}, whereas the less significant digits (digits b1,127 , . . ., b1,0 ) are restricted
to digit set {±1, 0}. This is because we no longer keep g13 in memory when the method from
Section 9.3.1 has determined a group element to be cached, thus freeing a memory location for
use as cache space. The performance estimate for this multi-exponentiation is
(

128 128 256
+
+
)M + 255S ≈ 281.6
4
3
9

(simulation: 102.7M + 253.8S ≈ 280.4) plus 1M + 1S ≈ 1.7 to precompute g13 from g1 . We benefit
from the extra effort put into this computation whenever the same g1 reappears in the following
multi-exponentiation. In this case, the multi-exponentiation will only take approximate effort
(

128 128 256
+
+
)M + 127S ≈ 202.7
3
3
9

(simulation: 113.9M + 128.2S ≈ 203.6). The average cost given Pold = 12 comes to 242.1 (simulation: 242.0). Thus, our method provides an average 10 percent performance improvement in
this specific scenario.

9.7

Implementation Aspects

On-The-Fly Signed-Digit Conversions
In our descriptions of multi-exponentiation algorithms, we have employed radix-2 representations of exponents by referring to their individual digits. However, this by no means is meant
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to imply that these digits need to be explicitly obtained and stored in advance, which would
be quite inconvenient if memory is scarce. Left-to-right signed fractional window representations [KG04, SSST06, Möl05] are very convenient for our purposes since (for any given maximum
digit value m) there is a finite-state machine that transforms the binary representation into the
corresponding signed-digit representation. As the name suggests, this conversion machine starts
at the most significant digit (“left”) and continues towards the least significant digit (“right”).
Since interleaved multi-exponentiation is a left-to-right technique as well, this often means that
the signed digits can be obtained on the fly.
To make this work with radix-2 exponent splitting, we need to add an additional first leftto-right pass through the binary representation. This is essentially a dry run of the signed
fractional window conversion, used to determine the first binary digits that will affect each of
the segments of the signed-digit representation. For s-fold radix-2 exponent splitting, such a
dry run can be used to initialize each of s finite-state machines, which afterwards can be used to
obtain the digits of the individual segments (exactly as in the case of the on-the-fly conversion
using just a single such machine that we would use in the case without splitting).
A simpler alternative would be to first split the binary representation, and then generate the
signed-digit representations individually. This could be done truly on the fly, i.e., without
the additional left-to-right pass. However, this strategy often will increase the total weight of
the resulting representations [Möl03], so the two-pass technique usually should lead to better
performance.
Variants of the Signed Fractional Window Representation
In our performance estimates in Section 9.5, we optimistically assumed that besides ROM and
fast read/write memory, there is another kind of memory that we can use for the cache. This
is an assumption that we made for simplicity, but which is not necessary. In fact we may use
some of the fast read/write memory for a small cache without completely losing this memory
for precomputed powers of g1 .
This can be achieved by observing that we may modify the parameter m for the left-to-right
signed fractional window representation while performing the conversion. Thus, in the algorithm
from Section 9.3.1, provided that m ≥ 2s − 1, we may initially use some maximum-size digit set
B ± (m) = {±1, ±3, . . ., ±m, 0} for signed digits b1,ℓ down to b1,L1 +⋯+Ls−1 , then cache the current
(b1,ℓ ,...,b1,L

+⋯+L

)2

1
s−1
group element g1
in the memory space that so far held g1m , and then use the
smaller digit set B ± (m−2) for subsequent digits b1,L1 +⋯+Ls−1 −1 down to b1,L1 +⋯+Ls−2 . Continuing
in this fashion, we eventually give up digits ±m, ±(m − 2), . . ., ±(m − 2(s − 1)).

9.8

Conclusions and Future Work

In this chapter, we presented a novel technique for accelerating the signature verification procedure of standard ECDSA (and DSA). The technique targets application scenarios where signers
are likely to recur (frequently) and speeds-up the (time-consuming) multi-exponentiation being a core operation of this procedure. Creating cache entries in the course of our method
requires very little overhead in terms of memory and time while once such an entry exists it allows for a significant acceleration of multi-exponentiation. However, the exact speed advantage
gained strongly depends on the concrete application scenario. Concerning the implementation
platform, we only need very mild assumptions making the approach particularly attractive for
embedded systems. The technique is also useful for devices without such constraints.
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A promising direction for future work might be the development of a combination of our method
and the approach by Antipa et al. [ABG+ 06, SBV+ 07]. In fact, we expect to achieve some of the
benefit of their method for any “new” Q and all of the benefit of our technique for any “old” Q by
using a combination of both techniques, deploying specific imbalanced-scalar parameterizations
within [ABG+ 06, SBV+ 07].
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Chapter 10

The Hardware Efficiency of
MQ Signature Schemes
In this chapter we analyze the efficiency of public-key signature schemes based on multivariate
quadratic polynomials (MQ schemes for short) targeting special-purpose hardware as implementation platform. We propose a generic framework for implementing the signature generation
procedure of small-field MQ schemes which contains the systolic lines solver presented in Section 6.4 as a main building block. Based on our generic framework, we show that MQ schemes
feature a much better time-area product than elliptic curve crypto systems.
The results presented in this chapter have originally been published in [BERW08] and evolved
from joint work with Andrey Bogdanov, Thomas Eisenbarth, and Christopher Wolf.

10.1

Introduction

The security of public-key cryptosystems widely spread nowadays is based on the difficulty of
solving a small class of problems: the RSA scheme relies on the difficulty of factoring large
integers, while the hardness of computing discrete logarithms provides the basis for ElGamal,
the Diffie-Hellmann key exchange, and elliptic curve cryptography (ECC). In this context, we
want to point out that techniques for factorization and solving discrete logarithms improve continually. In addition, polynomial time quantum algorithms can be used to solve both problems
efficiently [Sho97a]. Therefore, the existence of quantum computers in the range of a few thousands of qbits would be a real-world threat to systems based on the factoring or the discrete
logarithm problem. Given that the security of all public key schemes used in practice relies
on such a limited set of problems that are currently considered to be hard, research on new
schemes based on other classes of problems is of great importance as such work will provide
greater diversity and ensure that not all “crypto-eggs” are in one basket.
One proposal for quantum-secure public key schemes is based on the problem of solving multivariate quadratic equations over finite fields F, i.e., the problem of finding a solution vector
(x1 , . . . , xn ) ∈ Fn to a given system
⎧
y1 = p1 (x1 , . . . , xn )
⎪
⎪
⎪
⎪
⎪ y2 = p2 (x1 , . . . , xn )
⎨
⋮
⎪
⎪
⎪
⎪
⎪
y
=
pm (x1 , . . . , xn )
⎩ m
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of m polynomial equations in n variables. This so-called MQ problem is know to be NPcomplete [PG97]. For an overview of this area we refer to [WP05].
Efficient implementations of public key schemes play a crucial role in numerous real-world security applications. In this context, software implementations even on high-end processors can
often not provide the performance level needed, hardware implementations thus being the only
option. In this work we explore approaches to implement MQ-based signature schemes in hardware meeting the requirements of high-performance applications. Roughly speaking, most work
on public-key hardware architectures tries to optimize either the speed of a single instance of
an algorithm (e.g., high-speed ECC or RSA implementations) or to build the smallest possible
realization of a scheme (e.g., lightweight ECC engines). A major goal in high-performance applications is, however, in addition to pure time efficiency, an optimized cost-performance ratio.
In the case of hardware implementations costs (measured in chip area and power consumption)
are roughly proportional to the number of logic elements (i.e., GEs or FPGA slices) needed. A
major finding of this work is that MQ schemes can provide better time-area products than established public-key schemes. Interestingly, this holds also if compared to elliptic curve schemes,
which have the reputation of being particularly efficient in this respect.
Currently, there exists very few work dealing with efficient hardware implementations of
MQ schemes. To the best of our knowledge, the first public hardware implementation of a
cryptosystem based on multivariate polynomials is the implementation of the enTTS signature
scheme by Yang, Cheng, Chen, and Chen [YCCC06]. A recent result describing a time-optimized
hardware architecture for the Rainbow signature scheme is due to Balasubramanian, Bogdanov,
Carter, Ding, and myself [BBR+ 08].
The contributions of this work are many-fold. We give a clear taxonomy of secure multivariate
signature schemes and existing attacks in Section 10.2. Here, the UOV scheme, Rainbow,
enTTS, and amTTS are considered. In Section 10.3, we identify the main operations required
by the signature generation procedure of such schemes and propose building blocks implementing
these operations. An efficient signature generation core for each particular scheme can be easily
composed from these building blocks. This is demonstrated in Section 10.4. Furthermore,
we give estimates for the efficiency of these architectures in terms of area and time based on
concrete implementation results for the different building blocks. Finally, the efficiency of our
architectures is compared to recent ECC implementations as well as the implementation of
enTTS in [YCCC06] and Rainbow in [BBR+ 08]. We will see that our generic hardware design
allows to achieve a time-area product for the conservative UOV scheme which is already smaller
than that of many ECC implementations, being considerably smaller for the short-message
variant of UOV. Moreover, an optimized implementation of the more aggressively designed
amTTS scheme is estimated to have a TA-product which is over 25 times lower compared to
ECC.

10.2

Foundations of MQ Signature Schemes

In this section, we first introduce some common properties of MQ systems as well as basic
notation which will be used in the remainder of this chapter. After that, we give a brief
description of selected systems from the small-field MQ system class.
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signature x ∈ Fn
private: S −1

6
x′ ∈ Fn

Generation

private: P ′−1

6

public: P

Verification

y ′ ∈ Fm
private: T −1

6

message y ∈ Fm



Figure 10.1: Graphical Representation of MQ Schemes

10.2.1

General Structure

The general structure of an MQ signature scheme is depicted in Figure 10.1. The private key
of such a scheme consists of the mappings S, P ′ , and T whereas the public key is represented
by a single mapping P. We are now going to consider these basic constituents in more detail.
Let F be a finite field with q elements. We define a multivariate quadratic (MQ) polynomial p
over F in variables x1 , . . . , xn , denoted by p ∈ MQ[x1 , . . . , xn ], to be a polynomial of the form
p(x1 , . . . , xn ) =

∑

1≤j≤k≤n

n

γj,k xj xk + ∑ βj xj + α ,
j=1

where α, βj , and γj,k ∈ F are the coefficients of the constant, linear, and quadratic terms,
respectively. The public key P is a mapping P ∶ Fn → Fm which is given by a m-tuple
(p1 , . . . , pm ),

where pi ∈ MQ[x1 , . . . , xn ] for 1 ≤ i ≤ m. This public tuple is used for signature verification
which is described below. Moreover, the private key (S, P ′ , T ) consists of the bijective affine
transformations S ∈ Aff(Fn ), T ∈ Aff(Fm ) and the mapping P ′ ∶ Fn → Fm . Similar to P, the
mapping P ′ is also defined by an m-tuple
(p′1 , . . . , p′m )

of MQ polynomials p′i ∈ MQ[x′1 , . . . , x′n ]. Note that the polynomials representing P ′ as well as
the corresponding variables are denoted by a prime ′ . This done throughout this chapter. The
affine transformations S and T are represented by invertible matrices MS ∈ Fn×n , MT ∈ Fm×m ,
and vectors vS ∈ Fn , vT ∈ Fm , i.e., we have S(x) ∶= MS x+vS and T (y ′ ) ∶= MT y ′ +vT , respectively.
Often, one restricts to the use of pure linear mappings S and T . That means, in this case we
have vS = vT = 0.

The principal design goal of MQ schemes is that the public mapping P should be hard to
invert whereas inverting the private mapping P ′ should be easy. The latter means, that the
polynomial vector (p′1 , . . . , p′m ) should allow an efficient computation of x′1 , . . . , x′n for given
′
= p′ (x′1 , . . . , x′n ). In other words, computing a solution to this particy1′ = p′1 (x′1 , . . . , x′n ), . . . , ym
ular multivariate quadratic system of equations should be easy. The main difference between
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the individual MQ schemes lies in their special construction of the central mapping P ′ and
consequently the trapdoor they embed into a specific class of MQ problems.
Finally, we like to note that for MQ schemes the public key is generated by computing the
composition of the mappings representing the private key, i.e., we have P ∶= T ○ P ′ ○ S. Thus,
clearly for all x ∈ F n it holds that P(x) = T (P ′ (S(x))). Algorithms for computing the public
key for a given private key can be found in [MI88, Wol04]. Decomposing P into (S, P ′ , T ) is
also known as the “Isomorphism of Polynomials” (IP) problem [Pat96]. Security evaluations
can be found in [PGC98, GMS02, LP03].
Signature Generation
Generating a signature x ∈ Fn to a given message y ∈ Fm means to invert the mapping P(x) = y
(cf. Figure 10.1). Using the trapdoor-information (S, P ′ , T ) this is easy. First, we observe that
the affine transformation T is a bijection. In particular, we can compute y ′ = MT−1 ⋅ (y − vT ).
The same holds for given x′ ∈ Fn and S ∈ Aff(Fn ), i.e., we can easily compute x = MS−1 ⋅ (x′ − vS ).
Using the LU-decomposition of the matrices MS and MT , this computation takes time O(n2 )
and O(m2 ) in software, respectively. The difficulty lies in inverting the central mapping P ′ in
between, i.e., computing x′ = P ′−1 (y ′ ), given y ′ . We will discuss strategies for different central
mappings P ′ in Section 10.2.2. Generally, inverting P ′ is done by linearizing the polynomial
system of equations p′i (x′1 , . . . , x′n ) = yi′ through evaluating certain variables by random values
and solving the resultant LSE for the remaining variables.
Signature Verification
In contrast to signing, the verification step is the same for all MQ schemes and also rather
cheap, computationally speaking: given a message y ∈ Fm and a corresponding signature x ∈ Fn ,
we evaluate the polynomials
pi (x1 , . . . , xn ) =

∑

1≤j≤k≤n

n

γi,j,k xj xk + ∑ βi,j xj + αi ,
j=1

and verify the equalities pi (x1 , . . . , xn ) = yi for all 1 ≤ i ≤ m. Obviously, all operations can be
efficiently computed. The total number of required operations is O(mn2 ).

10.2.2

Description of Selected Schemes

Based on [WP05] and some newer results, we have selected the following suitable candidates for
implementation: enhanced TTS (enTTS) [YC05, YC04], amended TTS (amTTS) [DHYC06],
Unbalanced Oil and Vinegar (UOV) [KPG99] and Rainbow [DS05]. Systems of the so-called bigfield class like Hidden Field Equations (HFE) [Pat96], Matsumoto Imai Scheme A (MIA) [IM85,
MI88] and the mixed-field class ℓ-Invertible Cycle (ℓIC) [DWY07] were excluded for two reasons:
First, their security is highly disputed [KS99, FJ03, DFS07, DFSS07, FMPS08]. Second, results
from their software implementation [ACDG03, WFFP02, YCCC06] show that they cannot be
implemented as efficiently as schemes from the small-field class, i.e., enTTS, amTTS, UOV and
Rainbow.
In the following, we describe the selected schemes and derive corresponding parameters. Our
findings are summarized in Table 10.1. For all schemes we have chosen the underlying finite
field to be F ∶= F28 . This binary extension field allows for efficient hardware implementations.
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Table 10.1: Selected MQ schemes and parameter choices

Scheme
UOV (short-message)
UOV (long-message)
Rainbow
enTTSv1
enTTSv2
amTTS

q
256
256
256
256
256
256

n
30
60
42
28
28
34

m
10
20
24
20
20
24

τ
0.003922
0.003922
0.007828
0.000153
0.007828
0.011718

LSE(s)
10 × 10
20 × 20
12 × 12, 12 × 12
9 × 9, 9 × 9
10 × 10, 10 × 10
10 × 10, 4 × 4, 10 × 10

Unbalanced Oil and Vinegar
Unbalanced Oil and Vinegar Schemes were introduced in [KPG99, KPG03]. For UOV, the affine
transformation T is set to be the identity map. The central map P ′ of OUV is defined by the
polynomials
n−m n

′
x′j x′k for 1 ≤ i ≤ m,
p′i (x′1 , . . . , x′n ) ∶= ∑ ∑ γi,j,k
j=1 k=j

where γi,j,k ∈ F. In this context, the variables x′1 , . . . , x′n−m are called the “vinegar” variables
and x′n−m+1 , . . . , x′n the “oil” variables. We also write o ∶= m for the number of oil variables and
v ∶= n−m = n−o for the number of vinegar variables. Note that the polynomials p′i defined above
do not contain a quadratic term that only consists of oil variables. This allows to linearize the
polynomials by substituting random values for the vinegar variables. More precisely, to invert
the central mapping of OUV, we assign random values b1 , . . . , bv ∈r F to the vinegar variables
x′1 , . . . , x′v and obtain a linear system
p′i (b1 , . . . , bv , x′v+1 , . . . , x′n ) = yi′
in the oil variables x′v+1 , . . . , x′n . To determine values for the oil variables we simply have to
solve the resultant m × m LSE. However, there is a chance that the LSE is not solvable. The
probability that we do not obtain a solution for this system is equal to
τ U OV = 1 −

m
i
∏m−1
i=0 q − q
2
qm

m
i
as there are q m matrices over the finite field F with q ∶= ∣F∣ elements and ∏m−1
i=0 q − q invertible
ones [WP05]. In the case that an LSE is not solvable, we select new random values for linearizing
the polynomials p′i and try again.
2

Taking the currently known attacks [KS98, KPG99, BWP05] into account, we derive the following secure choice of parameters to reach a security level of 280 :
∎

∎

To sign small datagrams, we set m = 10 and n = 30 resulting in one 10 × 10 LSE that needs
to be solved and a failure probability of τ U OV ≈ 0.003922.

To sign hash values, we set m = 20 and n = 60 resulting in one 20 × 20 LSE that needs to
be solved and a failure probability of τ U OV ≈ 0.003922.

The security level has been determined using the formula
O(q v−m−1 m4 ) = O(q n−2m−1 m4 )
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due to [KPG99, WP05]. Note that the first version (i.e., m = 10) can only be used with messages
whose length is less than 80 bits. However, such datagrams frequently occur in applications
with power or bandwidth restrictions, hence we have included this special case here.
Rainbow
The Rainbow signature scheme introduced in [DS05] is a generalization of UOV. The signing
protocol of Rainbow deploys the oil-vinegar linearization technique multiple times where each
system uses the result of the previous one for its vinegar variable values. In this way, the total
number of variables can be reduced which leads to a faster scheme when dealing with hash
values.
The central map P ′ of the Rainbow signature scheme consists of m quadratic oil-vinegar polynomials split into L layers as follows: Let parameters v1 , . . . , vL satisfying 0 < v1 < v2 < ⋯ < vL+1 = n
and n − v1 = m be given (this parameter set is called the vinegar splitting). Then Layer
l ∈ {1, . . . , L} is defined by the polynomials p′vl +1 , . . . , p′vl+1 , where each such polynomial p′i
(vl + 1 ≤ i ≤ vl+1 ) is of the form
vl vl+1

′
p′i (x′1 , . . . , x′n ) = ∑ ∑ γi,j,k
x′j x′k ,
j=1 k=j

′
with γi,j,k
∈ F. Note that the index set for the polynomials has changed from {1, . . . , m} to
{v1 + 1, . . . , vL+1 }. In a somewhat simpler form, the different layers of polynomials representing
P ′ can be written as
v1 v2

′
x′j x′k for i = v1 + 1, . . . , v2 ,
p′i (x′1 , . . . , x′n ) ∶= ∑ ∑ γi,j,k
j=1 k=j

⋮
vl vl+1

′
p′i (x′1 , . . . , x′n ) ∶= ∑ ∑ γi,j,k
x′j x′k for i = vl , . . . , vl+1 ,
j=1 k=j

⋮
vL vL+1

′
x′j x′k for i = vL , . . . , vL+1 .
p′i (x′1 , . . . , x′n ) ∶= ∑ ∑ γi,j,k
j=1 k=j

The vinegar variables of the polynomials p′i at layer l are the variables x′1 , . . . , x′vl and the oil
variables are x′vl +1 , . . . , x′vl+1 . Hence, we have the following sets of oil and vinegar variables at
the L different layers:
Layer
1
2
⋮
L

Vinegar Variables
{x′1 , . . . , x′v1 }
{x′1 , . . . , x′v2 }
⋮
′
{x1 , . . . , x′vL }

Oil Variables
{x′v1 +1 , . . . , x′v2 }
{x′v2 +1 , . . . , x′v3 }
⋮
′
{xvL +1 , . . . , x′n }

To invert the central mapping
p′i (x′1 , . . . , x′n ) = yi′ , for v1 + 1 ≤ i ≤ n
of Rainbow, we follow the strategy for UOV — but now layer for layer. We start at Layer 1 by
assigning random values to the corresponding vinegar variables, i.e., x′1 , . . . , x′v1 . Hence, due to
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the special form of the polynomials p′i , the first v2 − v1 polynomial equations reduce to linear
equations in the oil variables xv1 +1 , . . . , xv2 . By solving this linear sub-system of dimension
v2 − v1 × v2 − v1 we obtain values for these variables. Thus, we have determined values for all
vinegar variables of the second layer and are able to solve the second system of v3 − v2 linear
equations. Continuing this process, we try to iteratively solve the above system of polynomial
equations. However, it might be possible that at a particular layer the corresponding LSE is not
(uniquely) solvable. In this case we restart the process at the very beginning, i.e., by choosing
new random values for the vinegar variables at the first layer. Fortunately, the probability that
we need to restart is very close to zero if the number of layers is not too large. More precisely,
we can see that this probability is given by
L

τ rainbow = 1 − ∏

l+1
∏i=0

v

l=1

−vl vl+1 −vl

q

− qi

2

q vl+1 −vl

using a similar argument as for UOV.

Taking the latest attack from [BG06] into account, we derive the parameters m = 24, n = 42, L =
2, v1 = 18, v2 = 30 in order to achieve a security level of 280 . That means, we consider a two
layer scheme with 18 initial vinegar variables and 12 equations at the first layer as well as 12
new vinegar variables and 12 equations at the second layer. The probability of a failure is
τ rainbow ≈ 0.007828.
Enhanced TTS
The enhanced TTS scheme was introduced in [YC05, YC04]. enTTS is a multi-layer scheme
similar to Rainbow but its central map is defined by sparse polynomials allowing for more
efficient inversion. More precisely, for m = 20 and n = 28 the central mapping P ′ is defined by
7

′
x′j x′8+(i+j mod 9) , for i = 8, . . . , 16,
p′i ∶= x′i + ∑ γi,j

p′17
p′18

∶=
∶=

x′17
x′18

j=1
′
x′1 x′6
+ γ17,1
′
+ γ18,1
x′2 x′7

′
′
′
′
′
′
x′12 x′13 ,
x′11 x′14 + γ17,7
x′10 x′15 + γ17,6
x′9 x′16 + γ17,5
x′3 x′4 + γ17,4
x′2 x′5 + γ17,3
+ γ17,2
′
′
′
′
′
′
+ γ18,2
x′3 x′6 + γ18,3
x′4 x′5 + γ18,4
x′10 x′17 + γ18,5
x′11 x′16 + γ18,6
x′12 x′15 + γ18,7
x′13 x′14 ,
i

27

j=19

j=i+1

′
′
′
p′i ∶= x′i + γi,0
x′i−11 x′i−9 + ∑ γi,j−18
x′2(i−j) x′j + ∑ γi,j−18
x′i−j+19 x′j , for i = 19, . . . , 27.

To invert this special P ′ , we first assign random values to x′1 , . . . , x′7 linearizing the polynomials
p′8 , . . . , p′16 . Then we try solve the corresponding 9 × 9 LSE. The probability that we do not
obtain a solution for this first layer is the same as for UOV with m = 9. See [YC04] for more
details. However, in this case we just need to assign new random values to x′1 , . . . , x′7 and try
again. Second, the polynomials p′17 and p′18 are already linear with respect to the variables x′17
and x′18 . Hence, there will always be a solution at this stage, and we can easily compute it.
As a final step, we assign a random value to the variable x′0 and use it along with the already
determined values to linearize the polynomials p′19 , . . . , p′17 . Then we need to solve again a 9 × 9
LSE here. The probability of a failure is given by τ enT T Sv1 ≈ 0.000153 [YC04].

There is also a second version of enTTS [YC04, p.19], denoted by enTTSv2 in the following,
which differs with respect to the central mapping P ′ . In particular, the polynomials are not
arranged in three layers as for the first version, but only in two layers each consisting of 10
polynomials. Hence, in the course of inverting enTTSv2’s central map, two 10 × 10 LSEs need
to be solved instead of two 9 × 9 systems. The probability for not getting a solution here is
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equal to the probability that we do not get a solution for a two-layer rainbow scheme with 10
equations per layer, i.e., τ enT T Sv2 ≈ 0.007828.

Remark 10.1. According to [DHYC06], enhanced TTS is broken. Hence we do not advocate its
practical use. However, since a hardware for enTTSv1 has already been proposed [YCCC06],
we have included it here to allow a comparison between the previous implementation and ours.
Amended TTS
The overall idea of amTTS introduced in [DHYC06] is similar to enTTSv1. amTTS has
been designed as strengthened version of enhanced TTS especially withstanding the attack
in [DHYC06]. For m = 24 and n = 34 its central map P ′ is given by
8

′
x′j+1 x′11+(i+j
p′i ∶= x′i + αi′ x′σ(i) + ∑ γi,j
j=1

mod 10)

, for i = 10, . . . , 19,

8

′
′
x′15+(i+j+4 mod 8)j+1 x′π(i,j) , for i = 20, . . . , 23,
x′1 x′i + ∑ γi,j
p′i ∶= x′i + αi′ x′σ(i) + γ0,i
j=1

9

′
′
x′24+(i+j+6 mod 10)j+1 x′π(i,j) , for i = 24, . . . , 33.
x′0 x′i + ∑ γi,j
p′i ∶= x′i + γ0,i
j=1

where αi , γi,j ∈ F and σ, π are certain permutations.

To invert amTTS, we follow the sames ideas as for Rainbow — except that we have to invert
twice a 10 × 10 system (i = 10, . . . , 19 and 24, . . . , 33) and once a 4 × 4 system. Due to the
structure of the equations, the probability for not getting a solution here is the same as for a
3-layer Rainbow scheme with v1 = 10, v2 = 20, v3 = 24, and v4 = 34, i.e., τ amT T S ≈ 0.011718.

10.3

Generic Building Blocks for MQ Signature Engines

Considering Section 10.2, we see that in order to generate a signature using an MQ scheme over
a binary extension field we need the following common operations:
∎

computing affine transformations, i.e., matrix-vector multiplication and vector addition
over F2k ,

∎

(partially) evaluating multivariate polynomials over F2k ,

∎

solving linear systems of equations (LSEs) over F2k .

In this section we describe the main computational building blocks for realizing these operations. We provide implementation results for each of them on a low-cost Spartan-3 and a
high-performance Virtex-5 FPGA. Using the generic building blocks we can compose a signature core for any of the presented MQ schemes (cf. Section 10.4).

10.3.1

LSE Solver over F2k

For realizing the LSE solver component we decided in favor of the systolic lines architecture
presented in Section 6.4. The biggest advantage of systolic architectures with regard to our
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Figure 10.2: Matrix-Vector Multiplier

application is the lower area consumption compared to the GSMITH architecture. In the
following we call a systolic lines architecture for solving an m × m LSE an m-SL for short.
As described earlier, the LSEs we generate are not always solvable. However, in Section 6.4.1
we have seen that we can easily modify the systolic architectures to detect that an LSE is
unsolvable. If this is the case for an LSE, a new one needs to be generated. However, as
shown in Table 10.1, this happens very rarely. Hence, the impact on the performance of the
implementation is negligible and is also neglected in our estimations.

10.3.2

Matrix-Vector Multiplier and Polynomial Evaluator

For performing matrix-vector multiplication, we use the building block depicted in Figure 10.2.
In the following we call this block a t-MVM. As you can see, a t-MVM consists of t multipliers,
a tree of adders of depth about log2 (t) to compute the sum of all products ai ⋅ bi , and an
extra adder to recursively add up previously computed intermediate values that are stored in a
register. Using the RST-signal, we can initially set the register content to zero. Implementation
results for a t-MVM over F28 for different values of t can be found in Table 10.2.
To compute the matrix-vector product
⎡a1,1 . . . a1,u ⎤ ⎡b1 ⎤
⎥ ⎢ ⎥
⎢
⎥ ⎢ ⎥
⎢
⋮ ⎥⋅⎢ ⋮ ⎥
A⋅b=⎢ ⋮
⎥ ⎢ ⎥
⎢
⎢av,1 . . . av,u ⎥ ⎢bu ⎥
⎦ ⎣ ⎦
⎣
using a t-MVM, where t is chosen in a way that it divides1 u, we proceed row by row as follows:
We set the register content to zero by using RST. Then we feed the first t elements of the first
row of A into the t-MVM, i.e., we set a1 = a1,1 , . . . , at = a1,t , as well as the first t elements of
the vector b. After the register content is set to ∑ti=1 a1,i bi , we feed the next t elements of the
row and the next t elements of the vector into the t-MVM. This leads to a register content
corresponding to ∑2t
i=1 a1,i bi . We go on in this way until the last t elements of the row and
the vector are processed and the register content equals ∑ui=1 a1,i bi . Thus, at this point the
data signal c corresponds to the first component of the matrix-vector product. Proceeding in
an analogous manner yields the remaining components of the desired vector. Note that the ut
parts of the vector b are re-used in a periodic manner as input to the t-MVM. In Section 10.3.4,
we describe a building block, called word rotator, providing these parts in the required order to
the t-MVM without re-loading them each time and thus avoiding a waste of resources.
1

Note that in the case that t does not divide u, we can nevertheless use a t-MVM to compute the matrix-vector
product by setting superfluous input signals to zero.
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Table 10.2: FPGA implementation results for a t-MVM for k = 8 and different values of t

Xilinx XC3S1500 FPGA (13,312 Slices, 26,624 4-bit-LUTs/FFs, 300 MHz)
t Slices LUTs FFs
GEs
Freq. [MHz]
20
601 1,077
8 6,832
300
12
361
644
8 4,111
300
10
303
542
8 3,469
300
6
180
322
8 2,098
300
Xilinx XC5VLX50 FPGA (7,200 Slices, 28,800 6-bit-LUTs/FFs, 550 MHz)
t Slices LUTs FFs
GEs
Freq. [MHz]
20
457
729
8 5,167
550
12
187
438
8 3,130
550
10
125
366
8 2,626
550
6
65
220
8 1,604
550

From the above explanation it is clear how to implement the affine transformations S ∶ Fn2k → Fn2k
, which are important ingredients of an MQ scheme, using a t-MVM (and an
→ Fm
and T ∶ Fm
2k
2k
additional vector adder). Note that the parameter t has a significant influence on the performance of an implementation of such a scheme and is chosen differently for our implementations
(as can be seen in Section 10.4).
Besides realizing the required affine transformations, a t-MVM can be re-used to implement
(partial) polynomial evaluation. It is quite obvious that evaluating the polynomials p′i (belonging
to the central map P ′ of a MQ scheme, cf. Section 10.2) with the vinegar variables involves
matrix-vector multiplications as the main operations. For instance, assume we evaluate a fixed
n−m n
′
polynomial p′i (x′1 , . . . , x′n ) = ∑j=1
x′j x′k from the central map of UOV using random
∑k=j γi,j,k
values b1 , . . . , bn−m ∈r F2k for the vinegar variables x′1 , . . . , x′n−m . Here, we like to compute the
coefficients βi,0 , βi,n−m+1 , . . . , βi,n of the linear polynomial
p′i (b1 , . . . , bn−m , x′n−m+1 , . . . , x′n ) = βi,0 +

n

∑

βi,j x′j .

j=n−m+1

We immediately obtain the coefficients of the non-constant part of this linear polynomial, i.e.,
βi,n−m+1 , . . . , βi,n , by computing the following matrix-vector product:
′
⎤
⎤ ⎡
⎤ ⎡
⎡γ ′
⎢ i,1,n−m+1 . . . γi,n−m,n−m+1 ⎥ ⎢ b1 ⎥ ⎢βi,n−m+1 ⎥
⎥
⎥ ⎢
⎥ ⎢
⎢
⎥
⎥⋅⎢ ⋮ ⎥=⎢
⎢
⋮
⋮
⋮
⎥
⎢
⎥
⎢
⎥
⎢
′
′
⎥
⎢
⎥
⎢
⎥
⎢ γi,1,n
β
b
.
.
.
γ
i,n
n−m
i,n−m,n ⎦ ⎣
⎦
⎦ ⎣
⎣

(10.1)

Also the main step for computing βi,0 can be written as a matrix-vector product:
⎡ γ′
⎤
0
0
...
0
⎢
⎥
i,1,1
⎢
⎥ ⎡
′
′
⎡
⎤
⎢ γi,1,2
⎥ ⎢ b1 ⎤
γi,2,2
0
...
0
⎥ ⎢ αi,1 ⎥
⎢
⎥ ⎢
⎥
⎢
⎢
⎥⋅⎢ ⋮ ⎥=⎢ ⋮ ⎥
⎥
⋮
⋮
⋱
⋮
⎢
⎥ ⎢
⎥ ⎢
⎥
⎢γ ′
⎥ ⎢b
′
′
⎢αi,n−m ⎥
0
. . . γi,n−m−1,n−m−1
⎢ i,1,n−m−1 γi,2,n−m−1
⎥ ⎣ n−m ⎥
⎦
⎣
⎦
⎢ ′
⎥
′
′
⎢ γi,1,n−m
⎥
...
γi,n−m,n−m
γi,2,n−m
⎣
⎦

(10.2)

Of course, we can exploit the fact that the above matrix is a lower triangular matrix and we
actually do not have to perform a full matrix-vector multiplication. This must simply be taken
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Figure 10.3: Equation Register

into account when implementing the control logic of the signature core. In order to obtain βi,0
from (αi,1 . . . αi,n−m )T we have to perform the following additional computation:
βi,0 = αi,1 b1 + ⋯ + αi,n−m bn−m .
This final step is performed by another unit called equation register which is presented in the
next section.

10.3.3

Equation Register

The Equation Register building block is shown in Figure 10.3. A w-ER essentially consists of
w + 1 register blocks each storing k bits as well as one adder and one multiplier. It is used to
temporarily store parts of an linear equation until this equation has been completely generated
and can be transferred to the w-SL. Table 10.3 provides implementation results for a w-ER for
different choices of w and k = 8.
For instance, in the case of UOV we consider linear equations of the form
n−m

p′i (b1 , . . . , bn−m , x′n−m+1 , . . . , x′n ) = yi′ ⇔ ∑ αi,j bj − yi′ +
j=1

n

∑

j=n−m+1

βi,j x′j = 0

where we used the notation from Section 10.3.2. To compute and store the constant part
n−m
αi,j bj − yi′ of this equation the left-hand part of an m-ER is used (see Figure 10.3): The
∑j=1
respective register is initially set to −yi′ . Then the values αi,j are computed one after another
using a t-MVM building block and fed into the multiplier of the ER. The corresponding values
bj are provided by a t-WR building block which is presented in the next section. Using the
adder, −yi′ and the products can be added up iteratively. The coefficients βi,j of the linear
equation are also computed consecutively by the t-MVM and fed into the shift-register that is
shown on the right-hand side of Figure 10.3.

10.3.4

Word Rotator

A word cyclic shift register will in the following be referred to as word rotator (WR). A (t, r)WR, depicted in Figure 10.4, consists of r register blocks storing the ut parts of the vector b
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Table 10.3: FPGA implementation results for a w-ER for k = 8 and different values of w

Xilinx XC3S1500 FPGA (13,312 Slices, 26,624 4-bit-LUTs/FFs, 300 MHz)
w Slices LUTs FFs
GEs
Freq. [MHz]
20
109
57 168 1,765
300
12
77
57 104 1,253
300
10
69
57
88 1,125
300
Xilinx XC5VLX50 FPGA (7,200 Slices, 28,800 6-bit-LUTs/FFs, 550 MHz)
w Slices LUTs FFs
GEs
Freq. [MHz]
20
115
40 168 1,688
550
12
85
40 104 1,112
550
10
48
40
88
984
550

...

b

...
F 2k
Reg-Block
R2

F 2k
Reg-Block
R1

F 2k
Reg-Block
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SELECT

bj

...
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CTRL-1

CTRL-2

CTRL-r
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Figure 10.4: Word Rotator

involved in the matrix vector products considered in Section 10.3.2. Each of these r register
blocks stores t elements from F2k , hence each register block consists of t k-bit registers. Table 10.4 presents implementation results for this component over F28 for different values of t
and r.
The main task of a (t, r)-WR is to provide the correct parts of the vector b to the t-MVM at all
times. The r register blocks can be serially loaded using the input bus x. After loading, the r
register blocks are rotated at each clock cycle. The cycle length of the rotation can be modified
using the multiplexers by providing appropriate control signals. This is especially helpful for the
partial polynomial evaluation where, due to the triangularity of the matrix in Equation (10.2),
numerous operations can be saved. Here, the cycle length changes while processing the matrix:
if we process the j-th row, the cycle length equals ⌈ jt ⌉. The possibility to adjust this parameter
(dynamically) is also beneficial in the case r > ut , which frequently appears when we want to
use the same (t, r)-WR, i.e., fixed parameters t and r, to implement the affine transformation
T , the polynomial evaluations, and the affine transformation S. Additionally, the WR provides
bj to the ER building block which is needed by the ER at the end of each rotation cycle. Since
this value always occurs in the last register block of a cycle, the selector component (shown at
the right-hand side of Figure 10.4) can simply load it and provide it to the ER.
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10.4

Signature Engines for Small-Field MQ Schemes

We implemented the most crucial building blocks (as described in Section 10.3) our generic
design for MQ signature cores is composed of. Based on these implementation results we are
going to estimate the hardware performance of different signature generation architectures. The
power of the approach and the efficiency of MQ schemes in hardware is demonstrated at the
example of UOV, Rainbow, enTTS, and amTTS as specified in Section 10.2.
Remark 10.2. The volume of data that needs to be imported to the hardware engine for
MQ schemes may seem too high to be realistic in some applications. However, the contents of
the matrices and the polynomial coefficients (i.e., the private key) do not necessarily have to
be imported from the outside world or from a large on-board memory. Instead, they can be
generated online inside the engine using a cryptographically strong pseudo-random number generator, requiring only a small, cryptographically strong secret, i.e., some random bits. Clearly,
the initial generation of public and private key is modified in this way.

10.4.1

UOV

We treat two parameter sets for UOV as shown in Table 10.5, namely n = 60, m = 20 (longmessage UOV) as well as n = 30, m = 10 (short-message UOV). The UOV signature generation
phase basically consists of three basic operations: linearizing m polynomials by substituting
n − m vinegar variables with random values, solving the resulting LSE of dimension m × m,
and computing the affine transform S ∈ Aff(Fn28 ) to obtain the final signature. The most
computation-intensive operation of UOV is the partial evaluation of the polynomials p′i . As
already mentioned in the previous section, applying this operation to a polynomial essentially
translates to two matrix-vector multiplications, where one matrix is a dense m × (n − m) matrix
and the other is triangular matrix of dimension (n − m) × (n − m). Remember that the special
shape of the latter matrix can be exploited to save some clock cycles.
For the linearization of polynomials in the long-message UOV, first 40 random bytes are generated which form the b vector of the matrix-vector multiplications described by Equations 10.1
and 10.2. To perform these operations, we use a 20-MVM, a (20,3)-WR, and a 20-ER. The
(20,3)-WR stores the two parts of the vector b and provides them in an alternating fashion
to the 20-MVM. Note that one register block of the WR is switched of for this purpose. The
corresponding parts the matrix rows which are also input to the 20-MVM are imported (or
generated on-chip) on demand. To multiply one row of the 20 × 40 matrix with b, 2 cycles are
required, resulting in 40 cycles to perform this matrix-vector multiplication. In this way, the 20
linear terms (βi,41 , . . . , βi,60 ) of an equation are generated and stored to the 20-ER. To multiply
the triangular 40×40 matrix with the b-vector 1⋅20+2⋅20 = 60 cycles are needed: 1 cycle for each
of the first 20 rows and 2 cycles for each of the last 20 rows. The components (αi,1 , . . . , αi,40 )
of the resulting vector are summed up (in parallel to the generation of this vector) by means of
the 20-ER yielding the constant part (βi,0 ) aka. right-hand side of an equation. Hence, about
100 clock cycles are required to retrieve a linear equation with 20 variables from a polynomial
equation p′i = yi′ (where yi′ = yi in the case of UOV). As there are 20 polynomials, this results in
about 2000 clock cycles to perform this step.
After this, the 20 × 20 LSE over F28 is solved using a 20-SL. More precisely, we do not wait
until the whole LSE is generated before feeding it into the architecture but an equation of
the LSE enters the architecture as soon as it has been computed by the 20-MVM. When the
last equation of an LSE is input to the systolic lines solver, the backward-substitution phase
is turned on. Thus, it takes 2m = 40 cycles to compute the 20-byte solution vector after the
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Table 10.4: FPGA implementation results for a (t, r)-WR for k = 8 and different values of t and r

Xilinx XC3S1500 FPGA (13,312 Slices, 26,624 4-bit-LUTs/FFs, 300 MHz)
(t, r) Slices LUTs FFs
GEs
Freq. [MHz]
(20, 3)
300
433 488 6,769
210
(10, 6)
275
468 488 6,739
261
(12, 3)
176
256 296 4,003
232
(10, 3)
155
228 248 3,379
219
(6, 7)
184
312 344 4,669
300
Xilinx XC5VLX50 FPGA (7,200 Slices, 28,800 6-bit-LUTs/FFs, 550 MHz)
(t, r) Slices LUTs FFs
GEs
Freq. [MHz]
(20, 3)
210
376 488 6,536
457
(10, 6)
154
334 488 6,942
550
(12, 3)
110
224 296 3,963
550
(10, 3)
98
194 248 3,342
531
(6, 7)
122
320 344 4,992
550

generation of an LSE is completed. This solution is concatenated with the randomly generated
40-bytes vector b yielding the 60-byte vector x′ which is then input to the affine transformation
S. Performing this transformation essentially consists in computing a matrix-vector product
with a 60×60-byte matrix. To implement this operation, we re-use the 20-MVM and the (20,3)WR. Note that after linearization, the (20,3)-WR already contains two parts of x′ namely b.
The components of the solution vector, being the remaining part, are stored to the WR when
leaving the SL. The (20,3)-WR provides the 3 parts as input to the 20-MVM. The other input
to the MVM component being the 20-byte parts of a matrix row are imported (one per clock
cycle). Multiplying one row of the matrix with x′ requires 3 cycles yielding a total of 180 cycles
for computing this product. In the case that S is an affine but no linear transformation, the
resulting vector needs to be added to some constant vector vS . For our estimates, we neglect
the marginal costs induced by such extra vector additions.
For the short-message UOV, our signature generation core is composed of the same building
blocks as above but different sizes are needed. More precisely, it consists of a 10-MVM, a
(10,3)-WR, a 10-ER, and a 10-SL. Clearly, the generation of a signature works exactly as for
the long-message version of UOV. The linearization of the 10 polynomials using 20 random
values from F28 requires about 500 cycles. Here, 20 cycles are needed to calculate the linear
terms and another 1 ⋅ 10 + 2 ⋅ 10 = 30 cycles to compute the constant term. The resulting 10 × 10
LSE can be solved in about 20 cycles. For applying the final affine mapping, we need another
90 cycles.

10.4.2

Rainbow

We consider the Rainbow scheme for parameters n = 42 and m = 24. Remember that in contrast
′
to UOV we initially apply an affine transformation T to the message y ∈ F24
28 to obtain y and,
′
′
what is more important, a solution to the polynomial system of equations pi = yi is determined
using multiple layers. In our case we have L = 2 layers, where at the first as well as at the
second layer 12 polynomial equations are linearized to obtain a 12 × 12 LSE. As for UOV, these
linearizations are the most costly operations.
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For realizing a Rainbow signature core, we take two 6-MVM, two (6,7)-WR, one 12-ER, and
one 12-SL. The main reason for deploying two copies of the MVM and the WR in this case
is to speed-up the linearization operations (which are even more computation-intensive than
for UOV). The corresponding architecture works as follows: First, the mapping T is computed
which essentially consists in a multiplication of a 24 × 24 matrix with the vector y. Using one
6-MVM for processing the first 12 rows and in parallel the other for the last 12 rows of the
matrix, the product can be computed in 4 ⋅ 12 = 48 cycles. Note that we can use a single (6,7)WR for providing the corresponding parts of y to the MVMs (since the same parts are needed
at the same time).
After that, the first linearization takes place. Here, 12 polynomials are partially evaluated by
substituting 18 vinegar variables with random values. One polynomial evaluation translates to
two matrix-vector multiplications, one using a triangular 18 × 18 matrix yielding the constant
term and another one using a 12 × 18 matrix yielding linear terms. We perform both multiplications in parallel by means of the two MVMs and WRs. Note that in order to exploit the special
structure of the triangular matrix in the way as described for the UOV scheme, we actually need
a separate (6,7)-WR storing a copy of the randomly chosen values. This is because starting
the computation of the two matrix-vector products at the same time, the MVMs need different
parts of the random vector b at certain clock cycles. For instance, at the second cycle the MVM
processing the triangular matrix requires the first part whereas the second MVM requires the
second part of b. In this way, the constant term of an equation is ready after (1 + 2 + 3) ⋅ 6 = 36
cycles and the linear terms also after 3 ⋅ 12 = 36 cycles. Hence, generating a single equation
needs 36 cycles and so the first LSE is ready after 432 cycles. The LSE is processed by a 12-SL
which outputs the solution vector after 24 clock cycles.
Then we are at the second layer where the last 12 polynomials are linearized. To do this, the
30 occurring vinegar variables are substituted using the 18 random values already chosen at
Layer 1 and the 12 components of the solution vector. We re-use the two 6-MVMs, the two
(6,7)-WRs, and the 12-ER for this computation. Note that the random values are still stored
inside the two (6,7)-WRs and the components of the solution vector can be added to the register
blocks of both WRs as soon as they are leaving the SL. The linearization works as for Layer
1 with the exception that now a 30 × 30 triangular matrix and a 12 × 30 matrix are involved.
Computing a linear equation in this way requires max{(1 + 2 + 3 + 4 + 5) ⋅ 6, 5 ⋅ 12} = 90 cycles.
Thus, the second LSE is ready after 1080 cycles and a solution is computed by the 12-SL after
another 24 cycles.
Finally, the 18-byte random vector, the 12-byte solution vector of the first layer as well as
the 12-byte solution vector of the second layer are concatenated by simply adding the second
solution vector to the WRs. This concatenation forms the 42-byte vector x′ to which the affine
mapping S is applied. The corresponding matrix-vector product can be computed using the
two 6-MVMs and (6,7)-WRs within 147 cycles.

10.4.3

enTTS and amTTS

We consider the 2nd version of the enTTS scheme, i.e., enTTSv2, with parameters n = 28
and m = 20. To realize the signature core we take a 10-MVM, a (10,3)-WR, a 10-ER, and
a 10-SL. The computation of the architecture and the interaction of the building blocks is
similar to the rainbow scheme and is therefore not described in detail in the following. Like
for Rainbow, two matrix-vector multiplications are required, one at the beginning and one
at the end of the signature generation, for computing the affine transforms T ∈ Aff(F20
28 ) and
S ∈ Aff(F28
).
Computing
these
products
using
the
10-MVM
and
(10,3)-WR
requires
40
and 84
28
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Table 10.5: Performance estimates for our MQ schemes and other implementations
Implementation
ECC-163 [AH06], XC2V2000
ECC-163 [AH06], CMOS
ECC-163 [SGEG05], XCV200E-7
UOV(60,20), XC3S1500
UOV(60,20), XC5VLX50
UOV(30,10), XC3S1500
UOV(30,10), XC5VLX50
Rainbow(42,24), XC3S1500
Rainbow(42,24), XC5VLX50
Rainbow(42,24) [BBR+ 08], XC3S1500
Rainbow(42,24) [BBR+ 08], XC5VLX50
Rainbow(42,24) [BBR+ 08], CMOS
enTTSv2(28,20), XC3S1500
enTTSv2(28,20), XC5VLX50
enTTSv1(28,20) [YCCC06], CMOS
amTTS(34,24), XC3S1500
amTTS(34,24), XC5VLX50
#
∗

Freq. [MHz]
100
167
48
70/140
200/400
70/140
200/400
70/140
200/400
70
164
67
70/140
200/400
70#
70/140
200/400

T [µs]
41.000
21.000
68.900
16.143
5.650
4.500
1.575
12.879
4.508
11.486
4.902
12.000
1.743
0.610
228.571
2.214
0.775

Slices / LUTs / FFs
4,150∗ / 8,300 / 1,100
12,882∗ / 25,763 / 7,467
9,464 / 17,718 / 4,097
4,947 / 15,017 / 4,064
2,823 / 5,232 / 1,248
1,520 / 4,382 / 1,244
4,010 / 7,496 / 2,087
2,100 / 6,295 / 2,080
7,985 / 13,490 / 2,072
4,155 / 9,650 / 2,409
2,823 / 5,232 / 1,248
1,520 / 4,382 / 1,244
2,902 / 5,362 / 1,296
1,594 / 4,484 / 1,292

A [kGE]
36
144
140
43
42
64
62
124
103
64
43
42
22
44
43

S⋅T [S⋅ms]
170.2
887.5
152.8
28.0
12.7
2.4
51.6
9.5
91.7
20.4
4.9
0.9
6.4
1.2

For comparison purposes we assume that the design can be clocked with up to 80 MHz.
Estimated number of slices (lower bound) based on number of occupied LUTs and FFs.

cycles, respectively. The central map is inverted using a two layer approach as for Rainbow.
However, the computation of the linearizations of the polynomials at the two layers can be
significantly optimized compared to the generic UOV or Rainbow (in terms of time) which can
drastically reduce the time-area product. This is due to the special selection of polynomials,
where only a small proportion of coefficients is non-zero. At the first layer, after choosing
random values for evaluation 7 vinegar variables, 10 linear equations have to be generated. For
each of these equations, one has to perform only a few multiplications in F28 which can be done
in parallel. We estimate 20 clock cycles for performing the linearization of the 10 polynomials.
The resulting LSE can be solved by the 10-SL within 20 additional cycles. At the second
layer, another vinegar variable is fixed and a further set of 10 polynomials is partially evaluated
requiring about 20 cycles. For processing the 2nd LSE one also needs 20 cycles.
For amTTS, we use the parameters n = 34 and m = 24. We propose the use of a 12-MVM,
a (12,3)-WR, a 10-ER, and a 10-SL to build a corresponding signature core. Remember that
the amTTS scheme is quite similar to enTTSv2 with the exception that inverting the central
mapping is done at 3 instead of 2 layers. Computing the two affine transformations T ∈ Aff(F24
28 )
and S ∈ Aff(F34
)
in
the
beginning
and
end
of
the
signature
generation
requires
48
and
102
clock
28
cycles, respectively. A 10×10 LSE needs to be solved at the first and at the third layer requiring
20 clock cycles each. Furthermore, a 4 × 4 LSE is processed by the 10-SL at the second layer.
In spite of the lower dimension, still 20 cycles are needed until the solution vector is ready. We
estimate the linearizations performed at the three layers to take about 40 clock cycles in total.

10.5

Results, Comparison, and Conclusions

Table 10.5 summarizes our estimations for the different MQ signature cores in terms of time
and area. As can be seen from the table, we decided to clock different components of the design
with different frequencies. More precisely, for the XC5VLX50 device the systolic lines solver
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is clocked at 200 MHz whereas the other building blocks run at 400 MHz. Similarly, for the
XC3S1500 FPGA the SL runs at 70 MHz and the remaining design at 160 MHz.2 This decision
was made due to the reason that the SL solver represents the performance bottleneck in terms
of frequency (and also hardware complexity). The critical path of the SL engine is much longer
than that of the remaining building blocks. Thus, the other components can be clocked at much
higher frequencies than the SL solver, as we can also see from the implementation figures given
in the previous sections. We like to note that the figures of a full implementation of our designs
might marginally deviate from the stated ones, mainly due to the use of additional control logic
and buffers to store intermediate results.
Table 10.5 compares our results to the scalar multiplication in the group of points of elliptic
curves over binary extension fields with field bit lengths in the range of 160 bit (corresponding
to the security level of 280 ). A good survey on hardware implementations for ECC can be found
in [dDQ07]. Furthermore, the table contains implementation figures for an enTTSv1 hardware
engine presented by Yang, Cheng, Chen, and Chen in [YCCC06]. Note that this ASIC design
targets low-cost RFID applications and a maximal frequency of only 100 kHz was originally
specified for it. However, our initial analysis of this hardware architecture indicates that it can be
clocked at much higher frequencies. For comparison purposes we assume that the clock frequency
can be set to 70 MHz. Though, note that enTTS is considered as broken [DHYC06] and therefore
implementation figures for this scheme are only of limited significance. Finally, we included
figures for a recent implementation of a speed-optimized signature core for Rainbow proposed
by Balasubramanian, Bogdanov, Carter, Ding, and myself [BBR+ 08]. This architecture is based
on the GSMITH LSE solver and does not make use of the generic building blocks presented
in this chapter. However, as an interesting feature it deploys most of the GMSMITH cells
for implementing the affine transforms as well as for the linearization of polynomials. More
precisely, the adders and multipliers contained in the cells are re-used during the time GSMITH
does not perform LSE solving. Note that the re-use of SL cells in our design for implementing
the other building blocks is limited. This is due to the fact that the multipliers and adders
contained in the cells are already active during linearization when equations enter the SL solver.
In [BBR+ 08] only ASIC implementation figures of the Rainbow core have been presented. Here,
we additionally provide FPGA implementation results for the XC5VLX50 and the XC3S1500.3
Based on our findings, we conclude that even the most conservative design, i.e., a signature
core for long-message UOV, can outperform some of the most efficient ECC implementations
on some hardware platforms in terms of the time-area-product. More hardware-friendly designs
such as the short-message UOV or Rainbow provide a considerable advantage over ECC. The
more aggressively designed amTTS scheme allows for extremely efficient implementations with
TA-products being more than 25 times lower than for ECC. Though the metric we used for
comparisons is not optimal, the results indicate that MQ schemes perform better than elliptic
curves in hardware with respect to time, area or the product of both and are hence an interesting
option in low-cost or high-performance applications. We hope that our results on the practical
benefits of these schemes constitute an incentive for further research, especially on the security
of MQ schemes.

2

Note that the maximal frequency of the SL design on the Spartan-3 FPGA as stated in Table 6.3 is slightly
lower than 70 MHz. However, this figure is based on an unoptimized synthesis and it is certainly possible to
increase the frequency marginally.
3
Note that due to the high number of required IOBs an actual mapping of the design on these FPGAs was
not possible.
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B. Möller. Improved Techniques for Fast Exponentiation. In Information Security
and Cryptology – ICISC 2002, volume 2587 of Lecture Notes in Computer Science,
pages 298–312. Springer-Verlag, 2003.

[Möl05]
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