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Übersicht
Im Rahmen der vorliegenden Arbeit wird – motiviert durch die Tatsache, dass die
Aufgabe lineare Gleichungssysteme zu lösen in nahezu jeder wissenschaftlichen
Disziplin auftritt (wobei in der Kryptologie insbesondere binäre Gleichungssysteme
eine große Rolle spielen) – die Entwicklung einer Spezialhardware zur effizienten und
kostengünstigen Lösung binärer Gleichungssysteme beschrieben.
Aufgrund der Vielfalt vorhandener Lösungsverfahren werden diese zunächst auf ihre
Eignung zur Hardwareimplementierung hin untersucht. Das sich im Verlauf dieser
Analyse als besonders geeignet erwiesene Gaußsche Eliminationsverfahren wird durch
zusätzliche Modifikationen für das Design einer entsprechenden Spezialhardware
optimiert. Sowohl eine theoretische Herleitung als auch Messungen anhand einer
Emulation sowie eines auf einem FPGA realisierten voll funktionsfähigen Prototypen
der SMITH (Scalable Matrix Inversion on Time-area-optimized Hardware) getauften
Hardware belegen die Leistungsfähigkeit.
Eine Untersuchung des aktuellen Forschungsstandes der Halbleitertechnologie zeigt,
dass die Grenzen des physikalisch Möglichen näher rücken. In diesem Zusammenhang
werden verschiedene physikalische Effekte, die sowohl für generisches Chipdesign, als
auch für die besonderen Anforderungen der SMITH Hardware limitierende Faktoren
darstellen, aufgezeigt. Da optische Technologie eine viel versprechende Alternative zu
konventionellem elektronischem Rechnen darstellt, werden die physikalischen
Grundlagen optischer Schalter und Signalübermittlung auf Chipebene sowie eine
Zusammenfassung des aktuellen Forschungsstandes vorgestellt. Auf Basis dieser
Technologie werden die theoretischen Möglichkeiten einer Realisierung von SMITH
mit optischen Bauelementen betrachtet.
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Abstract
The work at hand documents – motivated by the fact that solving linear systems of
equations (LSEs) occurs in almost every scientific discipline (with the special case of
binary equations being of particular interest in cryptology) – the development of a
dedicated hardware device for efficiently – in terms of both speed and cost – solving
binary LSEs.
Due to the variety of existing algorithms for solving the first step is to analyze their
suitability for hardware implementation. Gaussian elimination, which turns out to be the
most promising choice, undergoes some additional modifications in order to improve it
for the design of a corresponding hardware device. Both theoretical derivations and
real-life benchmarks of an emulation and a fully functioning prototype realized as
FPGA prove the performance of the resulting device, which is named SMITH (Scalable
Matrix Inversion on Time-area-optimized Hardware).
An examination of the state of research shows, that semiconductor technology is rapidly
approaching the limits imposed by the laws of physics. In this context, various physical
effects which have a limiting impact on both generic chip design and the particular
requirements of a SMITH device are pointed out. As optical technology is a promising
alternative to traditional microelectronics, the physical basics of optical switching and
on-chip signal transmission along with an overview on the state of research in photonic
computing are presented. Based on this technology, the theoretical possibilities of
realizing a SMITH device with optical components are considered.
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1. Introduction
Solving linear systems of equations (LSEs) is a very common computational problem
appearing in numerous research disciplines. From a complexity theoretical point of
view, the solution of an LSE is efficiently computable, i.e., using for example the wellknown Gaussian elimination algorithm any LSE can be solved in at most cubic time.
However, for some areas current algorithms and their software implementations are
insufficient or unsatisfying in practice. This is often due to the large dimension or
number of LSEs that must be solved in order to accomplish a specific task.
For instance, this is the case in the cryptanalysis of asymmetric encryption schemes like
RSA or ElGamal, where very large but sparse LSEs over GF(2) or GF(p) (p prime) need
to be solved to obtain a secret key. Since these LSEs must be solved accurately,
approximative solutions using fast iterative algorithms are simply useless.
Another kind of problem appears in the cryptanalysis of symmetric ciphers. The
overwhelming majority of deterministic symmetric ciphers can be represented as finite
state machines with the state transition and output functions acting over some binary
fields. The output of such a finite machine depends on a number of input bits (which are
often known) and the unknown bits of the internal state (key bits) which are to be
determined. These internal dependencies can be reformulated in terms of linear
equations over an expanded set of unknown values (variables). This gives rise to the
problem of solving the appearing LSEs in order to obtain the unknown bits of the
internal state. More concretely, this leads to the problem of solving individual large 1
dense LSEs over GF(2) or solving large numbers of medium-sized 2 dense LSEs over
GF(2) (for some special classes of stream ciphers). Efficiently accomplishing these
tasks would potentially mean the reassessment of the security level of almost all
symmetric ciphers, since the existing methods for solving such LSEs in software are
rather inefficient and do not yield significant advantages over a simple brute force
attack.
In order to obtain a cost-efficient solution which also yields high performance, the most
important known algorithms for solving LSEs are analyzed regarding their suitability
for implementation in hardware. The limits of current semiconductor technology as well
as the theoretical possibilities of photonic computing in order to overcome them are
evaluated. Though, or possibly even because semiconductor technology is approaching
its fundamental limits which are imposed by the laws of physics, most industrial
research is concentrated on this area. One probable reason is the disproportionate
increase of costs for research and production facilities with increasing integration
density of CMOS technology. Therefore, the decision to invest in research which is
uncertain to be profitable is unlikely. Without public research funds, the development of
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E.g., an LSE with 224 unknowns for the E0 encryption scheme used in Bluetooth [Arm02]
E.g., 216 LSEs with 656 unknowns for the A5/2 cipher used in GSM [Bar03]
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photonic computing will probably only progress slowly, unless some kind of killer
application evolves.

1.1 Structure of this document
The document at hand is structured as follows. After the current introductory chapter,
Chapter 2 deals with the mathematical aspects of solving linear systems of equations.
First the necessary background and terminology is presented, then various algorithms
for solving LSEs are discussed.
Throughout Chapter 3, previous work regarding the presented algorithms with special
focus on dedicated hardware implementations is discussed. Another aspect is the
suitability of the algorithms both in terms of applicability for certain problem fields and
possessing features beneficial for implementation in hardware. Based on the facts
known from Chapters 2 and 3, the algorithm for later implementation is chosen.
Chapter 4 describes the derivation of a modified Gaussian elimination algorithm in
order to improve performance when dealing with LSEs over GF(2) and to allow a cost
efficient implementation in hardware. Next, the algorithmic idea of such an optimized
implementation is presented along with a detailed discussion of the resulting device
which will be called SMITH (Scalable Matrix Inversion on Time-area-optimized
Hardware).
Chapter 5 then presents various extensions to the original SMITH device from
Chapter 4 which significantly enhance its usability range. This includes ways to use
SMITH for matrix inversion, matrix multiplication and as building blocks for an
architecture which solves larger matrix problems by splitting them up into smaller
subproblems (recursively) using Strassen’s algorithm for matrix inversion.
Chapter 6 outlines the potential advantages of optical computing. The corresponding
physical principles as well as an overview on already available components are given.
The current state of research and fundamental limits of CMOS technology are
presented. This is followed by a discussion how optical computing is supposed to
overcome the limitations of conventional electronic computing, what is already possible
with optical technology and what is expected to be possible in the future. In addition,
ways of replacing conventional semiconductor components of SMITH with optical parts
in order to benefit from the (future) advantages of optical technology are suggested.
Chapter 7 presents an outlook on future research related to the SMITH device.
Finally, some concluding remarks and a summary of the most important results are
given in Chapter 8.

3

2. How to solve linear systems of
equations
As the aim is to build a dedicated hardware device for efficiently solving linear systems
of equations, a suitable algorithm for implementation has to be determined. In order to
achieve this, the chapter at hand gives an overview on methods for solving LSEs,
accompanied with the necessary mathematical background (Section 2.1) and a short
discussion of preconditioners (Section 2.4).
Sections 2.2 and 2.3 present a variety of different algorithms for solving LSEs.
Basically, direct and iterative algorithms are distinguished.
The main property of direct algorithms is that the exact solution, if existent, is obtained
after a finite number of calculation steps. The upper bound for the number of calculation
steps is a function Tmax(n) of the dimension n of the LSE.
Iterative algorithms are numerical methods suitable for computing an approximation as
close as desired to the exact solution. Their main advantage (especially when dealing
with very large problems), is that they yield good approximations after iterating just a
few times. Note, that though the sequence of approximations converges to the exact
solution, it is not necessarily acquired after a finite number of iterations. Traditionally,
this class of algorithms also includes some actually direct algorithms which compute an
exact solution after at most Tmax(n) calculation steps.
Table 2.1 summarizes the main properties of the different classes of algorithms for
solving LSEs.
Class of algorithm
direct
iterative
iterative, actually direct

Approximation
usually no intermediate
results
good after a few steps
good after a few steps

Exact solution
after at most Tmax(n) steps
not necessarily obtained
after at most Tmax(n) steps

Table 2.1: Classes of algorithms for solving linear systems of equations

The most common application when solving LSEs involves processing matrices with
real coefficients. Of course, the basic functionality of the algorithms for solving LSEs is
not dependent on the field. Thus, the definitions of the algorithms are valid for any
field, including real numbers, Galois fields GF(q), q prime and the special case GF(2)
which will become important later.

2.1 Mathematical background
In the following, some basic principles of the underlying mathematics important for the
subsequent chapters are described in short. For further details, the interested reader is
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referred to e.g. [Pla00], [Kan05] or the “Lehrbuch der Mathematik” in 4 volumes,
hereof especially [Sto99].

2.1.1 Basic notation
In order to maintain simplicity and consistency throughout this document, the following
basic notation will be used, if not explicitly stated otherwise in context:
•
•

Matrices are denoted by bold capital letters, e.g., A.
Submatrices of A are denoted by A ij

•
•

The i-th row vector of a matrix A is denoted by ai .
The j-th column vector of a matrix A is denoted by a j .

•

An element in the i-th row and j-th column of a matrix A is denoted by aij .

•
•

Column vectors are denoted by lowercase letters, e.g., v
Row vectors are denoted by v = vT .

2.1.2 Linear system of equations (LSE)
A linear system of n equations with n variables x1,…,xn, the coefficients aij and the right
hand sides b1,…,bn

a11 ⋅ x1 + a12 ⋅ x2 + … + a1n ⋅ xn
a21 ⋅ x1 + a22 ⋅ x2 + … + a2 n ⋅ xn

= b1
= b2

an1 ⋅ x1 + an 2 ⋅ x2 + … + ann ⋅ xn

= bn

(1)

can be represented by the n×n matrix A = (aij) and the vectors x = (x1,…,xn)T and
b = (b1,…,bn)T, i.e.,
⎛ a11
⎜
⎜ a21
⎜
⎜
⎝ an1

a12
a22
an 2

a1n ⎞ ⎛ x1 ⎞ ⎛ b1 ⎞
⎟ ⎜ ⎟ ⎜ ⎟
a2 n ⎟ ⎜ x2 ⎟ ⎜ b2 ⎟
⋅
=
⎟ ⎜ ⎟ ⎜ ⎟
⎟ ⎜ ⎟ ⎜ ⎟
ann ⎠ ⎝ xn ⎠ ⎝ bn ⎠

(2)

Or, in space saving notation:

A ⋅ x = b, A ∈

n× n

,x∈

n

, b∈

n

(3)

We call A the coefficient matrix, b the right hand side and every x which fulfils
Equation (3), the solution of the LSE. Equation (3) is fulfilled, when each equation of
the LSE shown in Equation (1) is true.
When trying to solve the system, there are 3 possible cases:

2.1 Mathematical background
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a) The LSE does not have a solution
b) The LSE has exactly one unique solution
c) The LSE has an infinite number of solutions
We are mainly interested in LSEs which have a unique solution. Formally, this is the
case when the corresponding coefficient matrix is regular, i.e., its determinant is
nonzero. For further properties which are equivalent to a matrix being regular, please
refer to Section 2.1.3.
Generally, it is distinguished between linear systems of equations ( A ∈ n×n ) and linear
optimization problems

A ⋅ x = b, A ∈

m× n

,x∈

n

, b∈

m

,m>n

(4)

where the latter is an overdetermined system and contains more equations than
unknowns. Overdetermined systems often do not have an exact solution, thus one is
interested in finding an x so that
A⋅x −b

(5)

is minimal. Any norm, e.g. Euclidean norm may be used. The appropriate choice
depends on the particular problem.
In this document we are mainly interested in case b), i.e. an exact solution to an LSE.
Optimization problems will not be considered at all, it is sufficient to detect the case
that no unique solution exists. However, overdetermined LSEs which actually do have a
unique solution will be considered.
When explicitly referring to uniquely solvable LSEs with the same number of equations
and unknowns, it will be called “regular LSE” where such a strict distinction is
necessary.

2.1.3 Important properties of matrices
The solvability of an LSE can formally be described by properties of their
corresponding coefficient matrices. Therefore, we will recall some properties of
matrices, which will be used later.
For an arbitrary, not necessarily square matrix A ∈ m×n , the following terms are
defined [Kan05]:
•

kernel ( A ) := { x ∈

n

A ⋅ x = 0} the kernel of A

•

image ( A ) := y ∈

m

∃x ∈

•

rank ( A ) := dim ( image ( A ) ) the rank 1 of A

{

A square matrix A = ( aij ) ∈

1

n×n

n

}

: A ⋅ x = y the image of A

is called

I.e., the dimension of the vector space spanned by the row or column vectors of A [Sto99]

6

2. How to solve linear systems of equations
•

symmetric, iff A = AT , this means aij = a ji for each i, j ∈ {1,..., n} .

•
•
•

•
•
•

positive semidefinite, iff xT ⋅ A ⋅ x ≥ 0 for each x ∈ n .
positive definite, iff xT ⋅ A ⋅ x > 0 for each x ∈ n where x ≠ 0 .
symmetric positive semidefinite, iff A is both symmetric and positive
semidefinite.
symmetric positive definite, iff A is both symmetric and positive definite.
orthogonal, iff AT A = I .
nonnegative, iff aij ≥ 0 for each i, j ∈ {1,..., n} . This can be denoted by A ≥ 0

•

positive, iff aij > 0 for each i, j ∈ {1,..., n} , also denoted by A > 0 .

•

regular, iff det ( A ) ≠ 0

•

singular, iff det ( A ) = 0

In order to determine the solvability of an LSE, it is important to know if the
corresponding square coefficient matrix A is regular. The following properties are
equivalent:
•
•

the matrix A is regular
kernel ( A ) = {0}

•

image ( A ) =

•

rank ( A ) = n

•
•

the homogeneous LSE A ⋅ x = 0 only holds for the trivial solution x = 0
the inhomogeneous LSE A ⋅ x = b has a unique solution for every right hand
side b ∈ n .
the determinant of A does not equal 0: det ( A ) ≠ 0

•

n

2.1.4 Classes of matrices
In practice, often special forms of matrices A = ( aij ) ∈

n× n

which possess certain

specific properties are encountered.

2.1.4.1 Diagonal matrix
Only the elements in the diagonal of the matrix A have entries which do not equal zero,
all other entries are zero. Note, that diagonal matrices are always symmetric.
⎛ a11
⎜
A=⎜
⎜
⎜
⎝ 0

a22

0 ⎞
⎟
⎟
⎟
⎟
ann ⎠

(6)

If the coefficient matrix of an LSE is a diagonal matrix, the solution can trivially be
obtained by division by the corresponding coefficients aii.

2.1 Mathematical background
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2.1.4.2 Unit matrix
Also called identity matrix, the matrix A is a special kind of diagonal matrix, where all
diagonal elements aii equal 1. A unit matrix is often denoted by I. When explicitly
referring to an n×n unit matrix, this is denoted by In.
If the coefficient matrix of an LSE is the unit matrix, the LSE is already solved.

2.1.4.3 Lower triangular matrix
Only the diagonal elements and the elements below the diagonal of a matrix A can
contain entries unequal 0, all other elements equal 0. Matrices of this type are often
denoted by L.
⎛ a11
⎜
a
L = ⎜ 21
⎜
⎜
⎝ an1

a22
an 2

0 ⎞
⎟
⎟
⎟
⎟
ann ⎠

(7)

If the coefficient matrix of an LSE is a lower triangular matrix, the problem can easily
be solved by forward substitution (compare Section 2.1.5).

2.1.4.4 Upper triangular matrix
Only the diagonal elements and the elements above the diagonal of a matrix A can
contain entries unequal 0, all other elements equal 0. Matrices of this type are often
denoted by U.
⎛ a11
⎜
U=⎜
⎜
⎜
⎝ 0

a12
a22

0 ⎞
⎟
a2 n ⎟
⎟
⎟
ann ⎠

(8)

If the coefficient matrix of an LSE is an upper triangular matrix, the problem can easily
be solved by backward substitution (compare Section 2.1.5).

2.1.4.5 Normed lower (upper) triangular matrix
The matrix A is a lower (upper) triangular matrix where all entries on the main diagonal
are 1.
⎛ 1
⎜
a
L = ⎜ 21
⎜
⎜
⎝ an1

1

an 2

0⎞
⎛ 1 a12
⎟
⎜
1
⎟, U = ⎜
⎟
⎜
⎟
⎜
1⎠
⎝0

0 ⎞
⎟
a2 n ⎟
⎟
⎟
1 ⎠

(9)

2.1.4.6 Atomic lower (upper) triangular matrix
Iff a normed lower (upper) triangular matrix A possesses the additional property that all
its off-diagonal elements are zero except for the elements in one column, it is called
atomic lower (upper) triangular matrix or Gauss (elimination) matrix.
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⎛1
⎜
⎜
⎜
Li = I + li ⋅ eiT = ⎜
⎜
⎜
⎜⎜
⎝0

1
li +1,i

1

ln , i

0⎞
⎟
⎟
⎟
⎟
⎟
⎟
⎟
1 ⎟⎠

(10)

Atomic triangular matrices are easy to invert, with the inverse matrix also being atomic
triangular:
⎛1
⎜
⎜
⎜
L−i 1 = I − li ⋅ eiT = ⎜
⎜
⎜
⎜⎜
⎝0

1
−li +1,i

1

−ln ,i

0⎞
⎟
⎟
⎟
⎟
⎟
⎟
⎟
1 ⎟⎠

(11)

2.1.4.7 Permutation matrix
A permutation matrix is a matrix where each row and each column contains exactly one
entry which is 1, while all other elements are zero. Note, that all permutation matrices
are orthogonal.

2.1.4.8 Leading submatrix
For A ∈

n× n

we call the submatrix in the upper left corner
⎛ a11
⎜
A [k ] = ⎜
⎜a
⎝ k1

a1k ⎞
⎟
⎟∈
akk ⎟⎠

k ×k

, k ∈ {1,..., n}

(12)

the k-th leading submatrix. Analogously, a submatrix in the lower right corner is called
trailing submatrix.

2.1.4.9 Augmented matrix
For an LSE of the form A ⋅ x = b the corresponding representation by the coefficient
matrix extended with an additional column which holds the right hand side of the LSE
⎛ a11
⎜
A b=⎜
⎜a
⎝ n1

is called the augmented matrix.

a1n
ann

b1 ⎞
⎟
⎟
bn ⎟⎠

(13)

2.1 Mathematical background
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2.1.5 LSEs of simple structure
If the coefficient matrix of an LSE A·x = b has a simple structure, obtaining its solution
is trivial. For convenience, the different classes of matrices A which indicate an LSE of
simple structure are listed below.
•
•

•
•

Unit matrix Æ The LSE is solved: xi = bi
b
Diagonal matrix Æ The solution is xi = i
aii
Lower triangular matrix Æ The solution is trivially obtained by forward
substitution
Upper triangular matrix Æ The solution is trivially obtained by backward
substitution

2.1.5.1 Forward substitution and backward substitution
When the coefficient matrix of an LSE is a lower triangular matrix, the first coordinate
of the solution vector x can be obtained by
x1 =

b1
a11

(14)

because a11 is the only nonzero coefficient in the first row. In the second row, which
determines the second coordinate of the solution vector x, only the elements a21 and a22
are nonzero, therefore the second coordinate is
x2 =

b2 − a21 ⋅ x1
a22

(15)

where Equation (14) can be substituted for x1 in Equation (15). The i-th coordinate of
the solution vector is
i −1

xi =

bi − ∑ aij ⋅ x j
j =1

aii

(16)

Note, that when computing the xi in sequence, the subsequent xi+1 is always obtained by
substituting the previously computed values for x1 to xi in Equation (16), hence the
name forward substitution.
Backward substitution for upper triangular matrices is completely analogous.

2.1.6 Krylov subspaces
Iterative algorithms heavily rely on the generation of Krylov subspaces in order to solve
an LSE, so at least a short definition of that term is given here. In addition, Krylov
subspaces possess some special properties, which are important for the exact derivation
of the presented iterative algorithms. Such knowledge, however, is not required at this
point. Therefore, for further information on Krylov subspaces, the interested reader is
referred to e.g. [Kan05].

10

2. How to solve linear systems of equations

D e f i n i t i o n : The k-th Krylov subspace to a square matrix A ∈
b ∈ n is given by the linear span

n× n

and a vector

Kk ( b, A ) := span {b, A ⋅ b, A 2 ⋅ b,..., A k −1 ⋅ b}

(17)

where

{

span ( v1 ,..., vn ) := a1 ⋅ v1 + ... + an ⋅ vn : a1 ,..., an ∈

}

(18)

denotes the linear span 1 of the set of vectors (v1,…,vn).

2.1.7 Important properties of algorithms for solving LSEs
There are basically three attributes which determine the suitability of a specific
algorithm for a specific problem. These are the three “S”:

•
•
•

Speed
Space
Stability

The most obvious property is execution speed. Of course, it is always an advantage,
when an algorithm is able to compute the result in shorter time than another algorithm.
In most cases, the runtime will have a certain dependency on the quantity n of variables
respectively equations, the LSE holds. Hence, which algorithm is the fastest choice for a
specific problem, highly depends on the problem’s dimension.
Since the memory capacity of any real hardware is finite, the storage space
requirements are important, too. This is equally true for RAM and disk space, especially
for very complex problems like those appearing in theoretical physics 2. With otherwise
identical properties, an algorithm is obviously better, when it needs less storage space
for solving the same problem.
The criteria of stability finally results from the fact, that any numerical operation with
floating-point numbers can only be executed with limited accuracy on computers.
Therefore, it is impossible to prevent errors after a certain decimal position. The
stability of an algorithm is a measure for the consequences of such inaccuracies. In the
worst case, the existing errors propagate until the calculated result is far away from the
correct solution. Such an algorithm would have a bad stability. The ideal conception is
that already existing inaccuracies or errors are compensated throughout the execution of
the algorithm, so the sequence of intermediate results will converge to the correct
solution. Such an algorithm would be stable.
In the following, a variety of algorithms for solving LSEs will be discussed. Section 2.2
deals with direct algorithms, while Section 2.3 is dedicated to iterative algorithms.
Section 2.4 will then give a short introduction to preconditioners, i.e., algorithms which
do not actually solve an LSE, but transform the coefficient matrix so that the subsequent
algorithm for solving the LSE works faster and/ or more stable.

1
2

I.e., the set of all linear combinations
Weather simulations are a well known example for applications with an enormous need for storage
space.
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This serves as preparation for Chapter 3, where the presented algorithms are analyzed
regarding their suitability for fast hardware implementations. The intention is to find an
algorithm which is both simple, thus easy and efficient to implement, and is able to
process large matrices. Simplifications and/ or speedups resulting from calculations
carried out over finite fields are considered.

2.2 Direct algorithms
The main feature of direct algorithms for solving LSEs is that they can determine the
exact solution of an LSE (if an exact solution exists) within a finite and predictable
number of operations [Kan05, Pre02]. The algorithms presented in this chapter belong
to the class of direct algorithms.

2.2.1 Cramer’s rule
P r e r e q u i s i t e s : Cramer’s rule can immediately be used for any LSE of the form
A ⋅ x = b with an arbitrary regular coefficient matrix A.
D e s c r i p t i o n : The solution of an LSE is directly obtained by computing a set of
determinants of the corresponding coefficient matrix A and the right hand side b:

xi =

det A i
det A

(19)

where
A i = ( a1 ,..., ai −1 , b, ai +1 ,..., an )

(20)

with the usual notation ai for the i-th column vector of the matrix A. The primary reason
for mentioning this algorithm is to demonstrate the importance of the property “speed”.
Since the number of necessary operations is proportional to n! [Sie00], Cramer’s rule
cannot be used efficiently even with relatively small 1 LSEs.

2.2.2 Gaussian elimination
The purpose of the Gaussian elimination algorithm for solving LSEs in matrix
representation A ⋅ x = b is to transform an LSE with an arbitrary coefficient matrix into
an equivalent LSE with an upper triangular coefficient matrix. Once this form is
achieved, solving the LSE is trivial.
Caution: In mathematical literature, the terms “Gaussian elimination” and
“LU decomposition” are very often used synonymously. In contrast to this common
practice, we will carefully distinguish between those two terms throughout this work.
P r e r e q u i s i t e s : In order to successfully use Gaussian elimination for solving a
given LSE, its coefficient matrix A has to be regular and additionally fulfill
Equation (21).

1

For n = 50 variables we already get n! ≈ 3·1064 operations
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det ( A [ k ]) ≠ 0 for each k = 1,… , n

(21)

This means that the determinants of all leading submatrices must not be zero.
Unfortunately, not every regular matrix satisfies this property, but with an appropriate
pivoting strategy, which will be discussed in Section 2.2.4, every regular matrix A can
be transformed so that it fulfils the condition given by Equation (21).
D e s c r i p t i o n : When the above prerequisites are met, an LSE
A⋅x = b

(22)

can be transformed into an equivalent LSE with an upper triangular coefficient matrix U
U⋅x = c

(23)

by invoking the following type of row operations (the superscript parenthesized terms
indicate the iteration count):
( k +1)

ai

(k )

:= ai

aik( k )
−
⋅ ak
akk

, k = 1,… , n − 1 , i = k + 1,… , n

(24)

As stated in Section 2.1.5, the LSE has been transformed into an LSE of simple
structure which is trivial to solve using backward substitution. The row operations are
executed on a complete row, including the right hand side of the LSE, which shall be
illustrated by the different variables of the right hand side in Equations (22) and (23). It
is also possible and completely analogous to transform the coefficient matrix into a
lower triangular matrix. The running time of Gaussian elimination for an n×n
coefficient matrix is:
2 3
⋅n
3

(25)

B i n a r y m a t r i c e s : In the special case of all matrix elements aij ∈ F2 the row
operation reduces to a simple exclusive or (XOR):
ai(

k +1)

:= ai( ) ⊕ ak
k

, k = 1,… , n − 1 , i = k + 1,… , n

(26)

One might assume this simplification will reduce the overall complexity significantly.
However, a short estimation will show that this is not true.
Throughout this estimation, it is safe to assume that the main contribution to the overall
complexity is only the execution of the XOR operation. Thus, both the cost for the
subsequent backward substitution and the cost for the logic operations of a running
implementation of the algorithm are ignored. On the other hand, possible speedups
caused by rows, for which a row operation is unnecessary, are ignored, too.
The number of necessary row operations in order to transform an n×n-coefficient matrix
into upper triangular form is directly given by examining the algorithm: For each
column vector aj, excluding the last (j-th) one, the elements aik in all rows below the
diagonal have to be zeroed out. One of the row operations given by Equation (26)
consists of an XOR operation for all elements with a column index greater or equal to j
plus one XOR for the right hand side.
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With above assumptions, the overall complexity can be written as
n −1

n

n +1

∑ ∑ ∑1 =
j =1 s = j +1 r = j

n ⋅ ( 2 ⋅ n2 + 3 ⋅ n − 5)
6

1
≈ ⋅ n3
3

(27)

This indicates that the overall complexity, at least when considering the operation
count, is not significantly smaller compared to the general case of real coefficients.
Therefore, the main simplification is that the executed operation (XOR instead of
multiplications and additions) is simpler with binary coefficients.

2.2.3 LU decomposition
The row operations carried out by Gaussian elimination in order to transform a matrix A
into an upper triangular matrix U can also be represented by a matrix. Therefore, it is
possible to track the executed row operations using a transformation matrix L, which
happens to be lower triangular. This results in an LU decomposition of the coefficient
matrix A:
A = LU

(28)

Thus, an LSE in matrix representation A ⋅ x = b transforms to LU ⋅ x = b , which leads to
the trivial solution of the LSE L ⋅ z = b by forward substitution, followed by the trivial
solution of R ⋅ x = z by backward substitution. The explicit decomposition is considered
to be useful, when the LSE A ⋅ x = b has to be solved for different right hand sides b.
P r e r e q u i s i t e s : The prerequisites for LU decomposition are the same as for
Gaussian elimination: The LSE must have a regular coefficient matrix which also fulfils
Equation (21).
D e s c r i p t i o n : The transformation of the coefficient matrix, which results from
carrying out Gaussian elimination, can be written as:

L n … L 2 L1A = U

(29)

The Li are easily invertible atomic lower triangular matrices. This leads to an
LU decomposition of the form:

A = L−11L−21 … L−n1U = LU

(30)

Since L is the product of atomic lower triangular matrices, it is a normed lower
triangular matrix. In an actual implementation it is possible to gradually overwrite the
entries of the coefficient matrix A with the entries of L and U. Because of this, the
memory requirements are the same as for Gaussian elimination, the computational costs
stay virtually the same, too [Kan05, Pla00]. The statements made in the section about
Gaussian elimination are completely analogous for LU decomposition.

2.2.4 Gaussian elimination and LU decomposition with
pivoting
The stability of Gaussian elimination, respectively LU decomposition, can be increased
by applying an appropriate pivoting strategy which reduces error propagation and
amplification when performing floating point arithmetic [Kan05, Pla00].
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Examples for pivoting strategies are either partial pivoting (interchanging either rows or
columns) or full pivoting (interchanging both rows and columns). In addition to the
stability improvement, pivoting also addresses aforementioned problem of regular
matrices which do not fulfill Equation (21). Deploying an appropriate pivoting strategy
leads to the following less restrictive
P r e r e q u i s i t e s : Gaussian Elimination and LU decomposition combined with an
appropriate pivoting strategy can be performed on any LSE with an arbitrary regular
coefficient matrix.
D e s c r i p t i o n : Column pivoting is a reasonable choice when carrying out Gaussian
elimination or LU decomposition. The row index p of the pivot element is obtained as
follows:
a (pkk ) ≥ aik( k ) ,

p ∈ {k ,..., n} , for i = k , k + 1,..., n

(31)

During the k-th iteration a pivot element apk is chosen from the k-th column so that it is
the entry aik below or in the diagonal ( i ≥ k ) with the largest absolute value. Then rows
p and k are exchanged, which will move the pivot element to the diagonal.
The row exchanges can be represented by a permutation matrix P, so the LSE reaches
the following form: PA ⋅ x = P ⋅ b . Taking LU decomposition as an example, the
decomposition is now PA = LR , which results in the LSE LR ⋅ x = P ⋅ b . The solution
can again be trivially obtained by subsequently solving R ⋅ x = z and L ⋅ z = P ⋅ b .
Alternatively, instead of decomposition, immediate execution of the row operations is
also possible (Gaussian elimination with pivoting).
In order to use LU decomposition or Gaussian elimination in practice, an appropriate
pivoting strategy is always needed since it is unlikely that the considered coefficient
matrices always fulfill Equation (21). In a regular software implementation, the
runtimes of LU decomposition/ Gaussian elimination with and without pivoting are
nearly the same, anyway [Kan05].
B i n a r y m a t r i c e s : Above statement regarding the additional runtime caused by
pivoting does not need to be true for binary matrices. In fact, it is possible to implement
the row operations for binary matrices so efficiently in hardware, thus reduce their cost
so significantly, that the overall cost is finally dominated by the cost for pivoting. That
such a fast implementation indeed exists will be shown later.
U s e f u l n e s s i n p r a c t i c e : For small up to medium sized matrices (dimensions
of roughly 103) at least the memory requirements (less than 32 kB for a binary 500×500
matrix) are uncritical. In this case, both the initial population density and the so-called
“fill in”, that is increasing population density of the matrix caused by initially zero
entries changing to non-zero entries during the execution of the algorithm, do not matter
because the memory requirements of a matrix stored as a two-dimensional array are
independent from its population density.
However, a clear disadvantage is the cubic runtime complexity of both Gaussian
elimination and LU decomposition (this is a common disadvantage of all algorithms
which are based on the decomposition of the coefficient matrix) [Kan05]. Nevertheless,
the absolute runtime when processing medium sized matrices has to be compared with
the runtime of asymptotically better, yet more complex algorithms in order to obtain a
final evaluation of the suitability for a particular problem.
Because of its simplicity, Gaussian elimination might prove to be well suited for certain
problems, when implemented efficiently.

2.2 Direct algorithms
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2.2.5 QR decomposition
Another direct algorithm is QR decomposition. Compared to Gaussian elimination it
trades a doubled runtime for better stability while memory requirements are the same as
for Gaussian elimination. It decomposes a matrix into the product of an orthogonal
matrix and a triangular matrix and is commonly used for solving optimization problems,
e.g., linear least squares problem. This class of problems is encountered when no exact
solution exists, which is often the case for overdetermined LSEs. QR decomposition is
also suitable for calculating the exact solution of an LSE and is often used when small
and medium sized problems have to be solved [Kan05].
P r e r e q u i s i t e s : QR decomposition can be used to process possibly
overdetermined LSEs with a coefficient matrix A ∈ m×n and rank A = n ≤ m .
D e s c r i p t i o n : Several algorithms can be used to obtain a QR decomposition of a
matrix A. Some examples for available algorithms are the Gram-Schmidt method,
Householder reflections or Givens rotations [Lan98, Hou58, Mor60, Gol96]. Regardless
which algorithm for decomposition is chosen, a QR decomposition yields either a
reduced decomposition
ˆ ˆ
A = QR

(32)

ˆ ∈ m×n is a rectangular matrix with orthogonal normed column vectors and
where Q
ˆ ∈ n×n is an upper triangular matrix, or a complete decomposition
R

A = QR
where Q ∈ m×m is an orthogonal matrix and R ∈
upper triangular shape such that all rij = 0 for i > j .

(33)
m×n

is a rectangular matrix with

U s e f u l n e s s i n p r a c t i c e : Due to its better stability compared to Gaussian
elimination, QR decomposition is preferred when processing close to singular matrices
with real coefficients. However, when solely dealing with binary matrices,
QR decomposition’s better stability does not yield any real advantage, since rounding
errors can naturally not occur when performing calculations over a finite field. Thus,
Gaussian elimination is the better choice in this case.

2.2.6 Cholesky decomposition
Cholesky decomposition is a highly optimized variant of Gaussian elimination for the
special case of symmetric positive definite matrices. The running time of Cholesky
decomposition is about a factor 2 better than Gaussian elimination.
P r e r e q u i s i t e s : In order to apply Cholesky decomposition, one needs a symmetric
positive definite coefficient matrix. Since this is a quite special property, which is not
likely to be possessed by arbitrary matrices, Cholesky decomposition will only be
outlined here.
D e s c r i p t i o n : The main simplification compared to Gaussian elimination is based
on the fact that every symmetric positive definite matrix has a decomposition of the
form:

A = LLT

(34)
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Obviously, this is a special case of LU decomposition. The solution is obtained
analogously by backward substitution and forward substitution.

2.2.7 Parlett-Reid-Aasen decomposition
A bit more general than Cholesky decomposition, Parlett-Reid-Aasen decomposition is
suitable for symmetric matrices and does not require them to also be positive definite.
The running time of Parlett-Reid-Aasen decomposition is about a factor 2 better than
Gaussian elimination, similar to Cholesky decomposition.
P r e r e q u i s i t e s : In order to solve an LSE using Parlett-Reid-Aasen decomposition,
the corresponding coefficient matrix has to be symmetric.
D e s c r i p t i o n : With a just symmetric (and not positive definite) matrix it is not
possible to compute a Cholesky decomposition according to Equation (34). However, it
is possible to compute a decomposition of the form

PAP T = LTLT

(35)

with P being a permutation matrix, L a normed lower triangular matrix and T a
tridiagonal matrix.

2.2.8 Conclusions
The main disadvantage of all algorithms presented above is their cubic runtime, which
makes them inefficient with increasing matrix size. The operation count of an example
matrix with dimensions 500×500 is within an order of magnitude of 108 (see Table 2.2
for reference), which is executable sufficiently fast. For comparison: The floating point
performance of a regular Intel Pentium 4 clocked at 3 GHz is about 6 GFLOPS
(6 · 109 FLOPS), current graphics cards (e.g., NVIDIA GeForce FX 6800) achieve even
40 GFLOPS [Hei04, Gal05]. Of course, these are maximum values which will most
likely not be achieved when solving LSEs, but theses figures do allow a rough
comparison of the dimensions. The cubic runtime turns out to be critical when larger
LSEs have to be solved. An example application where cubic runtime renders any
approach infeasible 1 is solving the 109×109 matrices occurring in the matrix step of the
factorization of 1024 bit integers [Len03].
Indeed, there are two main factors which can result in problems: On the one hand, the
matrix dimensions as stated above (larger LSEs need either more time to be solved, or
better hardware, which is more expensive, if available at all). A cubic size dependency
is very bad in this case.
On the other hand, there is the number of LSEs which have to be solved. While a single
very large LSE might be solvable sufficiently fast by using the most advanced hardware
available for money, already a few hundred LSEs of the same size could render the
complete approach infeasible due to too high cost in time and/ or money.
As demonstrated in the chapter at hand, optimized direct algorithms allow for a cost
reduction by roughly halving the necessary operation count, but on the other hand
demand certain properties of the coefficient matrices.
I n s h o r t : Direct algorithms are simple, but do not have a very good asymptotic
complexity. Up to a certain barrier it is possible to trade money for speed, until one is

1

An operation count of 1027 would take roughly 7.9·108 years to execute on aforementioned hardware
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limited by the laws of physics. To extend this barrier, a modification of the approach is
necessary. Such modifications include the choice of other algorithms, mathematical
tricks and new physical implementations.
Up to medium sized matrices, an optimized implementation of Gaussian elimination in
hardware could be an interesting approach, especially when considering binary matrices
which makes the operations to execute considerably simpler than the operations
necessary when dealing with floating point coefficients.
Finding the break even point, up to which simple algorithms with inferior asymptotic
time complexity outperform more complex algorithms with better asymptotic time
complexity is not a trivial task. However, this work will try to give at least a rough
suggestion later on.
Algorithm
Cramer’s rule
Gaussian elimination

Runtime
Remarks
n!
Usually not feasible in practice
3
2
Appropriate pivoting strategy needed
3 ⋅n

LU decomposition

2
3

⋅ n3

Appropriate pivoting strategy needed

QR decomposition

4
3

⋅n

Cholesky decomposition

1
3

⋅ n3

More stable than Gaussian elimination
Symmetric positive definite matrices
needed

Parlett-Reid-Aasen
decomposition

1
3

⋅ n3

3

Symmetric matrices needed

Table 2.2: Direct algorithms for solving LSEs

Please note that the facts given in Table 2.2 apply to floating point arithmetic and
typical (sequentially executed) implementations in software. Therefore, it does neither
reflect any optimizations achievable by smart use of hardware and parallelization nor
possible speedups resulting from simplifications due to solely binary matrices.

2.3 Iterative algorithms
All iterative algorithms interesting for use in the field of cryptology, which are
presented in this chapter, are based on Krylov subspaces. The Lanczos and Wiedemann
algorithms are closely related to the GMRES (Generalized Minimal RESidual)
approach [Lan50, Lan52, Wie86]. Therefore, they represent actually direct algorithms,
just as the conjugate gradient (CG) method, since they compute the exact solution of an
n-dimensional problem after a finite number Tmax(n) of operations. However, they yield
good approximations already after a small count of iterations and are usually used for
exactly this purpose, especially when dealing with larger LSEs. That is why GMRES
and similar methods are categorized as iterative algorithms in mathematical literature
[Kan05] and also in the document at hand.

2.3.1 Conjugate gradient
Conjugate Gradient (CG) is considered the most important algorithm for solving
symmetric positive definite matrices. By first executing a suitable preconditioner,
arbitrary LSEs can be solved. However, there are also other methods available, which
are superior to CG when dealing with arbitrary LSEs [Kan05]. Strictly speaking, CG is
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a direct algorithm, since it computes the exact solution after Tmax(n) iterations. But as
CG is mostly used to process very large problems, one does not want to execute all
steps until the exact solution is calculated. Instead, one relies on a good approximation,
which is obtained by the algorithm after an iteration count of far less than Tmax(n).
Because CG needs symmetric positive definite matrices for successful execution, most
matrices appearing in practice require appropriate preconditioning in order to use the
conjugate gradient method.
P r e r e q u i s i t e s : The coefficient matrix of the LSE to solve has to be symmetric
positive definite. Alternatively, for solving arbitrary LSEs, an appropriate algorithm for
preconditioning is necessary.
D e s c r i p t i o n : The idea of CG is as follows: We state that x∗ solves the LSE
A ⋅ x = b if and only if x = x∗ minimizes the function:
1
f ( x ) = ⋅ xT ⋅ A ⋅ x − bT ⋅ x
2

(36)

For the related proof of this property, the interested reader may consult the excellent
chapter about the CG method in [Kan05] for reference. The problem of minimizing the
term given by Equation (36) is solved by executing the algorithm outlined below.
Initialization:
Choose x0 ∈

n

g 0 = A ⋅ x0 − b

(37)

d0 = − g0

Iterations:
2

g
tk = T k
dk ⋅ A ⋅ dk
xk +1 = xk + tk ⋅ d k
g k +1 = g k + tk ⋅ A ⋅ d k

βk =

g k +1
gk

(38)

2
2

d k +1 = − g k +1 + β k ⋅ d k

The xk calculated within the iteration converge to the exact solution of the LSE with
every executed step.

2.3.2 Wiedemann’s algorithm
Wiedemann’s algorithm basically reduces the problem of solving an LSE to the
problem of computing a Krylov sequence of the following form [Wie86]:

2.3 Iterative algorithms
A ⋅ v, A 2 ⋅ v,..., A t ⋅ v
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(39)

This sequence can be computed by means of t matrix-vector-products, where the exact
size of t depends on the matrix dimension n and the specific implementation 1. A
positive aspect of this approach is that the matrix A has to be loaded only once and the
vector can be overwritten with the current intermediate result of a multiplication in each
step.
P r e r e q u i s i t e s : As Wiedemann’s algorithm is a GMRES-based approach, it is
applicable for any LSE with a regular coefficient matrix.
D e s c r i p t i o n : In order to compute the solution x of an LSE of the form A ⋅ x = b
with Wiedemann’s algorithm, the steps outlined below have to be executed [Lam99].
The basic idea of Wiedemann’s algorithm is to obtain the minimal polynomial of A by
means of the Berlekamp-Massey algorithm [Mas69] and then replace the LSE A ⋅ x = b
by a simple equation containing the minimal polynomial which directly yields the
solution x. Let the minimal polynomial be given by:
N

∑c
j =0

j

⋅ A j = 0, N ≤ n, c0 ≠ 0

(40)

where cj are the coefficients of the minimal polynomial and N its degree. Then, for any
arbitrary n-dimensional vector v the equation below is true:
N

∑c
j =0

j

⋅ A j + k ⋅ v = 0, ∀k ≥ 0

(41)

When substituting the right hand side b of the LSE for the arbitrary vector v in
Equation (41), it directly yields:
N
N
⎛
⎞
b = −c0−1 ⋅ ∑ c j ⋅ A j ⋅ b = A ⋅ ⎜ −c0−1 ⋅ ∑ c j ⋅ A j −1 ⋅ b ⎟
j =1
j =1
⎝
⎠

(42)

x

Once the minimal polynomial is known, the solution can be trivially obtained by
comparing coefficients. The right hand side of Equation (42) is simply another
representation for A ⋅ x , therefore the solution of the LSE is:
N

x = −c0−1 ⋅ ∑ c j ⋅ A j −1 ⋅ b

(43)

j =1

Thus, the problem of solving an LSE is simplified as follows: Assuming the minimal
polynomial of A is known, the solution is directly given by Equation (43).

1

The basic variant discussed in [Lam99] needs t = 2n multiplications but suggests a reduction of that
value to t = n by storing some additional vectors and executing the Berlekamp-Massey algorithm for
determining the minimal polynomial and the matrix-by-vector multiplications at the same time.
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2.3.3 Lanczos algorithm
As Wiedemann’s algorithm, the Lanczos algorithm is based on computing a Krylov
sequence according to Equation (39). Consequently, the main cost for executing the
Lanczos algorithm is caused by matrix-vector multiplications, too.
P r e r e q u i s i t e s : As a GMRES-based algorithm, the Lanczos algorithm can be used
to solve any LSE with a regular coefficient matrix.
D e s c r i p t i o n : In order to solve an LSE with the Lanczos algorithm, the following
steps have to be executed [Lam99].
Initialization:
w0 = b
v1 = A ⋅ w0
w1 = v1 −

(44)

v1 ⋅ v1
⋅ w0
w0 ⋅ v1

Iterations:
vi +1 = A ⋅ wi
wi +1 = vi +1 −

vi +1 ⋅ vi +1
v ⋅v
⋅ wi − i +1 i ⋅ wi −1
wi ⋅ vi +1
wi −1 ⋅ vi

(45)

Termination criterion:
wj ⋅ ( A ⋅ wj ) = 0

(46)

The algorithm terminates, as soon as Equation (46) is true. This is the case at latest after
n iterations, where n is the dimension of the coefficient matrix respectively the solution
vector. The solution of the LSE is then given by:
j −1

x = ∑ zi ⋅ wi , zi =
i =0

wi ⋅ w
wi ⋅ vi +1

(47)

2.3.4 Conclusions
The iterative algorithms presented above all have in common that they reduce the
problem of solving an LSE to the problem of executing a large amount of matrix-vector
multiplications and partially scalar products. This common property is sufficient to
allow discussion of a generic approach for speed optimization, namely implementing
the matrix-vector multiplications (scalar products respectively) in a way that these
calculations can be carried out as fast as possible.
Though it is generally stated that iterative algorithms have a better asymptotic runtime
(which highly depends on the runtime of the implementations of the underlying
mathematical functions, e.g., how fast matrix-by-vector products can be executed or
how fast the minimal polynomial of a linearly recurrent sequence can be computed),
practical experience is minimal. According to [Lam99], Wiedemann’s algorithm
without optimizations is slower than the Lanczos algorithm or the conjugate gradient
method. However, with appropriate optimizations, its runtime is estimated to be
comparable. [Kan05] on the other hand states that the conjugate gradient method is only
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better for matrices with certain characteristics, while arbitrary matrices can be processed
more efficiently with other algorithms.
Because of the lack of concrete implementations for performance measurement, there is
neither performance data available for the case of computing the exact solution of an
LSE, nor is an objective comparison possible. An additional difficulty is the fact, that
iterative algorithms are usually used for computing approximations, which allows
terminating the execution of the iterations relatively early. Since this is not possible
when the exact solution is needed, performance data gained from the standard
application of iterative algorithms is not usable here.
Compared to direct algorithms, iterative algorithms involve way more complex
mathematical operations, which makes it harder to implement them in hardware. A
more promising approach is optimizing essential parts (for example the frequently
occurring matrix-vector products as stated above) in order to improve the overall
runtime.
The application of using iterative algorithms to solve extremely large (dimensions of
roughly 109×109 [Len03]), but sparse binary LSEs as they result from the sieving step of
integer factorization is currently under intensive research in the field of cryptology
[Ber01, Gei05, Gei05a, Len02, Len03].

2.4 Preconditioning
Many algorithms for solving LSEs can be accelerated significantly when the coefficient
matrix of the LSE has a certain structure or certain properties. Naturally, it cannot be
assumed that an arbitrary coefficient matrix possesses many advantageous properties
right from the start. Thus, preconditioning in order to transform the matrix into an
equivalent one which does possess advantageous properties can be useful.
It is distinguished between linear preconditioning and nonlinear preconditioning.
Linear preconditioning transforms the problem using linear transformations until the
desired properties are obtained, while preserving the solution set [Bar94, Saa03].
Nonlinear preconditioning is primarily interesting when computing stationary solutions
of differential equations and only mentioned for the sake of completeness.
Thus, the intention when performing preconditioning is transforming the matrix into a
form which can be processed better (this can be more stable or faster) by a subsequently
executed algorithm. In order to be useful for problems over finite fields (stability is not
an issue here), preconditioning must be executed sufficiently fast; otherwise the gain in
speed would be outweighed by the time needed for preconditioning. However, when
dealing with real numbers it could still be useful to trade a small loss in speed for a
significant gain in stability

2.4.1 Structured Gaussian elimination
With structured Gaussian elimination (also called intelligent Gaussian elimination) it is
possible to transform a sparse, large coefficient matrix A ∈ m×n into a less sparse and
less large matrix. [Lam99] recommends this kind of preprocessing for all large matrices
with significantly more equations than unknowns.
[Pom92] discusses a variant of structured Gaussian elimination especially for matrices
over GF(2) appearing in integer factorization. Results from simulations of this
algorithm for randomly created square matrices of dimensions 50000 and 100000 are
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given. The matrices were designed to approximate the matrices occurring in integer
factorization algorithms by choosing an initial population density of
⎛1 D⎞
min ⎜ , ⎟
⎝2 i ⎠

(48)

for the i-th row. The size of the resulting dense matrix and the runtime of the algorithm
is highly dependent on the value for D. Initially sparser matrices yield a shorter runtime
and smaller resulting dense matrices. E.g., for D = 2 the algorithm terminated in
0:43 hours an a Sun 3/160 workstation with 20MB of memory and reduced the 50000
matrix to 3168 columns. For the same initial matrix size and D = 3 execution of the
algorithm took 3:00 hours and yielded a reduction to 8825 columns. The larger matrix
of size 100000 was reduced to 6476 columns in 1:05 hours for D = 2 and to 17566
columns in 5:46 hours for D = 3.
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In addition to the facts provided in Chapter 2, Section 3.2 will discuss previous work
regarding the presented algorithms with special focus on dedicated hardware
implementations. Another aspect discussed here is the suitability of the algorithms both
in terms of applicability for certain problem fields and possessing features beneficial for
implementation in hardware.
As a preparative step, the characteristics of different approaches for custom-designed
hardware are presented in Section 3.1.
Section 3.3 finally presents the actual algorithm chosen for implementation in hardware.

3.1 Implementation in hardware
The main reason for implementing a certain algorithm directly in special purpose
hardware, instead of writing a piece of software to be executed on generic hardware, is
the same in most cases: speed. The only major drawback is that hardware design is a
way more demanding task, compared to writing a computer program in any high level
language.
Nowadays, the two basic choices for custom designed hardware are ASICs (Application
Specific Circuits) and FPGAs (Field-Programmable Gate Arrays), each having their
own advantages and disadvantages.
ASICs are the hardest to design, since the complete layout has to be generated (almost)
from scratch. On the other hand, since nothing is predefined, they provide the highest
possible level of customization, therefore, the highest optimization potential. Building
an ASIC has a high design cost, but the actual chips are cheap, as soon as they can be
mass-produced.
An FPGA provides slightly less freedom, but is both easier to program and cheaper
when only a small amount of devices is needed. As reconfigurable hardware, the actual
hardware part of an FPGA is fixed, which allows mass-production resulting in prices
less than 10$ for low cost FPGAs [Ele05]. Powerful integrated development
environments simplify the design phase, but achieving optimal utilization of the
available area is still difficult, especially because FPGA characteristics are highly
dependant on the manufacturer. Thus, in order to achieve optimal results, the designer
has to know the used architecture very well.
Operations which are generally fast to realize in hardware include:
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•
•

Permutations: Shifts, Rotations, …
Elementary logic operations: XOR, AND, NOT, …

3.2 Previous work
This section discusses previous work on the field of efficiently implementing algorithms
for solving LSEs in hardware with special focus on the performance achieved. For
direct algorithms, various working examples exist, while iterative algorithms are usually
not implemented completely in hardware. Instead, the most time-consuming parts of the
algorithm are accelerated this way. Therefore, this section also discusses efficient
implementations of matrix-by-vector multiplications as a generic way to increase
performance of the iterative algorithms presented in Section 2.3.

3.2.1 Direct algorithms
Direct algorithms have been implemented in several variants for FPGAs or
multiprocessor systems. In most cases, the implementations represent feasibility studies
or technology demonstrations, but some interesting performance data has been collected
from the different sources and listed in Table 3.1.

3.2 Previous work
Algorithm
Cholesky [Wan03]
QR-RLS [Alt04]
QR-RLS [Alt04]
QR-Givens [Har01]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Gup97]
Cholesky [Aga05]
Gauß (w/o pivot.)
[Gal05]
Gauß (w/o pivot.)
[Gal05]
Gauß (w/o pivot.)
[Gal05]
Gauß (with pivot.)
[Gal05]
Gauß (with pivot.)
[Gal05]
Gauß (with pivot.)
[Gal05]

Implementation
FPGA
EP20K1500EBC-652-1x
Altera Stratix FPGA
Altera Stratix FPGA
with Nios softprocessor
Xilinx XCV1000E
FPGA
Cray T3D, 16 processors
Cray T3D, 16 processors
Cray T3D, 16 processors
Cray T3D, 16 processors
Cray T3D, 16 processors
Cray T3D, 16 processors
Cray T3D, 1024 processors
Cray T3D, 1024 processors
Cray T3D, 1024 processors
Cray T3D, 1024 processors
Cray T3D, 1024 processors
Cray T3D, 1024 processors
Cray T3D, 1024 processors
Cray T3D, 1024 processors
Cray T3D, 1024 processors

CDAC RCS PCI-X card
with 2 Xilinx FPGAs
NVIDIA GeForce 6800
GT
NVIDIA GeForce 6800
Ultra
NVIDIA GeForce 7800
NVIDIA GeForce 6800
GT
NVIDIA GeForce 6800
Ultra
NVIDIA GeForce 7800

Matrix size

Runtime 1

25
Speed 2

102×102

0.02

40 MHz

32×32

6.3·10-6

189 MHz

32×32

1.2·10-3

100 MHz

20×40

6.6·10-5

35 MHz

2030×2030
3136×3136
51537×51537
8738×8738
55476×55476
42875×42875
3136×3136
51537×51537
8738×8738
28924×28924
35588×35588
44609×44609
55476×55476
42875×42875
6330×6330

1.04
1.50
1.96
2.04
14.4
15.4
0.16
0.22
0.17
0.32
0.39
0.47
0.62
0.66
1.49

0,23
0,48
0,48
0,49
0,64
0,67
4,48
4,25
6,02
7,54
7,93
8,90
14,78
15,70
19,92

1000×1000

12

100 MHz

3500×3500

8

350 MHz

3500×3500

7

425 MHz

3500×3500

3

430 MHz

3500×3500

12

350 MHz

3500×3500

8

425 MHz

3500×3500

5

430 MHz

Table 3.1: Hardware implementations of direct algorithms

In the following, different existing hardware implementations of direct algorithms for
solving LSEs are presented.

1
2

In seconds
In GFLOPS, if no other unit given
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3.2.1.1 Implementations based on Gaussian elimination
[Fit02] describes the implementation of Gaussian elimination on a “HAL-15
Hypercomputer” which is an FPGA-based machine. However, the implementation itself
is not yet complete. The planned prototype, which should be able execute Gaussian
elimination for 4×4 matrices, was not completed when [Fit02] was published. It can be
assumed that its implementation has made advances, regarding both the size of the
processable matrices and the functionality itself, but at the time of writing the work at
hand, no further results have been published.
[Wan03] describes an implementation of LU decomposition for FPGAs, but this
particular implementation is optimized for the special case of sparse symmetric positive
definite matrices. Strictly speaking, the authors only implemented Cholesky
decomposition. The need for pivoting in the general case is mentioned, but it is not
included in the final implementation of [Wan03]. On an FPGA
(EP20K1500EBC-652-1x from Altera), 6 Nios soft processors have been implemented
and clocked at 40MHz. The device is able to solve matrices of size 102×102 with 32 bit
wide entries in 852002 clock cycles, i.e., in about 20ms.
Gaussian elimination for binary matrices is used as part of the DARPA HPCS Discrete
Mathematics Benchmark, described in [Bue04]. Though pivoting is not explicitly
mentioned in the description of the implementation, the fact that according to [Bue04]
the result of the calculation is either the unique solution of the LSE or the information
that no unique solution exists, implies that an adequate pivoting strategy is used. Worth
mentioning is, that this particular benchmark implementation was made for both x86
architectures and an FPGA based SRC computer. Unfortunately, probably because
Gaussian elimination is just one component of the benchmark, and the author’s focus
was on a different part (pattern matching), Gaussian elimination has not been
considered separately and therefore no actual performance data is given in [Bue04].
Another very interesting approach can be found in [Par84], which presents a program
for solving binary LSEs via Gaussian elimination. It is written in DAP FORTRAN 1
for the ICL-DAP 2, a parallel processor machine with 4096 processors, each having a
small amount of memory. Accordingly, the solver is suitable for binary LSEs up to a
size of 4096×4096. Because no actually running version of the program was
implemented, performance data does not exist.
The most recent work describes an implementation of an adapted algorithm for
LU decomposition on an NVIDIA GeForce 7800 GPU which is able to solve a
3500×3500 matrix with 32-bit real number coefficients in approximately 5 seconds,
where the asymptotic time complexity is cubic as in regular software implementations
[Gal05]. The architecture allows a maximum size of 4096×4096 matrices with 32-bit
wide matrix elements.

3.2.1.2 QR decomposition
Both [Acc03] and [Acc05] present an environment for easier programming of FPGAs,
especially suited for navigation applications. Among other things, the environment
provides a function library, which implements QR decompositions with Givens
rotations. The possibility to calculate Cholesky decompositions is also included in the
same library. According to the information taken from aforementioned documents, the

1
2

High level programming language for parallel computations on the ICL-DAP, designed by ICL
Digital Array Processor made by ICL
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routines are included as modules ready for use and allow easy implementation on an
FPGA. However, no data concerning the performance of the implemented modules is
given.
[Alt04] and [Bop04] describe the implementation of the QR-based RLS (Recursive
Least Squares) method on Altera Stratix FPGAs. Both a direct hardware approach and
a higher level approach by introducing an abstraction layer in form of Nios soft
processors implemented on the FPGA are made. The performance comparison of both
approaches in the case of a 32×32 matrix is of particular interest. With the direct
hardware approach it is possible to clock the FPGA at 189 MHz, the solution is found in
approximately 1200 clock cycles. The higher level approach realized by implementation
of Nios soft processors reduces the maximum possible clock frequency to 100 MHz and
increases the necessary clock cycles until a solution is found to about 120000. Such
small matrices of course do not usually appear in practice, especially not in
cryptanalysis, but the example impressively demonstrates how much higher the
performance of a customized direct hardware implementation can be compared to a
more general, higher level approach.
An implementation of QR decomposition with Givens rotations is shown in [Har01].
The paper presents a tool to automatically convert Kahn process networks [Kah74] into
FPGA implementations. This is the last step of a processing chain, which converts
nested loop programs, written in Matlab, into Kahn process networks, which are then
automatically implemented on an FPGA. The application in this case is finding the
solution of a linear optimization problem with 20 unknowns and 40 equations. On a
Xilinx XCV1000E FPGA, the resulting 20×40 matrix with 16 bit wide entries is solved
within 2300 clock cycles, while the maximum achievable clock speed is 35 MHz.

3.2.1.3 Cholesky decomposition
The development environment presented in [Acc05] (compare Section 3.2.1.2) also
includes a library for Cholesky decomposition. As for QR decomposition, no
performance data for Cholesky decomposition is given.
Another approach is presented in [Gup97] where Cholesky decomposition on a Cray
T3D with 1024 processors has been implemented. The authors of [Gup97] claim to have
achieved the highest performance of Cholesky decompositions on supercomputers. The
provided benchmark results for a variety of test matrices are also found in Table 3.1.
[Aga05] describes an FPGA implementation of Cholesky decomposition. An aspect
worth mentioning is the fact that the FPGA is part of a 64 bit, 66 MHz PCI-X
RCS-card, which can easily be plugged into every PC with a corresponding slot. The
target application was fracture-mechanics analysis of components, for which it is
necessary to solve relatively large LSEs. The RCS-card with its two FPGAs was able to
complete the task of solving a 1000×1000 matrix with 64 bit wide entries within 12
seconds, while the software solution on an Intel Xeon 3,06 GHz was considerably
slower with a runtime of 150 seconds.

3.2.1.4 Parlett-Reid-Aasen Decomposition
Parlett-Reid-Aasen decomposition is rarely mentioned in literature. One of the very
few exceptions is the detailed discussion in [Kan05]. Dedicated hardware
implementations are not known to the author.
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3.2.2 Iterative Algorithms
The conjugate gradient method is a very popular approach for large problems, which
results from the fact that it is very space efficient. In addition to the coefficient matrix A
(which even does not need to be stored as a two-dimensional array, a compressed
representation is sufficient) only 4 n-dimensional vectors have to be stored [Kan05].
The main complexity of each iteration results from the calculation of the
matrix-by-vector products.
The cost for executing Wiedemann’s algorithm is dominated by the cost for
computing the Krylov subspace, thus again the cost of the matrix-by-vector products.
The same is true for the Lanczos algorithm.
As a result, the interesting implementations generally do not occur in form of complete,
working algorithms, but rather in form of devices which accelerate matrix-by-vector
multiplications. This allows discussing possible optimizations for all of the three
aforementioned algorithms combined in Section 3.2.3 about optimized matrix-by-vector
multipliers in hardware.

3.2.3 Fast matrix-by-vector multiplication
For accelerated computation of matrix-by-vector products basically two approaches
have been proposed:
•
•

Mesh based implementations [Ber01, Len03, Gei05a]
Pipelining implementations [Gei05]

The mesh based implementations in turn can be differentiated by the operations carried
out on the mesh: routing or sorting. All of these approaches are primarily designed to
process extremely large matrices like those appearing in the matrix step of integer
factorization, since they can effectively work with matrices in their compressed
representation. The efficiency of these approaches is drawn from the processed matrices
being not just extremely large, but also very sparse.
Pipelining based implementations split large matrices into smaller parts which are
assigned to stations on a pipeline. In order to calculate the product the vector then
traverses all stations on the pipeline where each station multiplies it with its assigned
part of the matrix.
An alternative to these algorithmic approaches is the execution of straightforward
element-wise matrix multiplication on special purpose hardware like optical DSPs. For
example, the EnLight 256 DSP produced by Lenslet is able to multiply a matrix of size
up to 256×256 with a corresponding vector within a single clock cycle [En256]. The
calculation speed of this approach is independent of the density of the matrix, but it
cannot benefit from a compressed representation of the input data (in fact, it cannot
work with a compressed representation). Therefore, this method is rather suitable for
smaller, denser matrices.
Another way to implement matrix-vector multiplications over GF(2) involves using a
modification of the special purpose hardware presented in this document. This kind of
implementation will be discussed in detail in Section 5.4.
Throughout this chapter, matrix-vector multiplications of the form
A ⋅b = c

are considered.

(49)
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3.2.3.1 Matrix-by-vector multiplication on a mesh
Orders of magnitude of millions of rows and columns are a common size for problems
resulting from the sieving step of integer factorizations for large integers (e.g.,
1024 bit). Fortunately, these matrices only have roughly some millions of nonzero
elements (“only” may sound paradoxical, but remember that the total amount of
elements of a 106×106 matrix is 1012). This sparsity of the matrices is a property which
can be exploited for space saving storage and fast calculation by mesh-based
approaches for matrix-vector multiplications.
The underlying principle of mesh-based matrix-vector multiplication can be easily
explained with the help of an example taken from [Len03], namely the multiplication of
a 9×9 matrix with a 9-dimensional vector over GF(2):
⎛0
⎜
⎜1
⎜0
⎜
⎜0
⎜1
⎜
⎜0
⎜1
⎜
⎜0
⎜0
⎝

0
0
0
1
0
0
0
0
1

0
0
1
0
0
0
0
1
0

0
0
1
0
0
1
0
0
0

0
1
0
1
1
0
0
0
0

0
0
0
0
1
0
1
0
0

1
0
0
1
0
0
0
1
0

0
0
1
0
0
1
0
1
0

0⎞ ⎛ 0⎞ ⎛ 1⎞
⎟ ⎜ ⎟ ⎜ ⎟
1⎟ ⎜1⎟ ⎜ 0⎟
0⎟ ⎜0⎟ ⎜1⎟
⎟ ⎜ ⎟ ⎜ ⎟
0⎟ ⎜ 1⎟ ⎜1⎟
0 ⎟ ⋅ ⎜ 1 ⎟ = ⎜ 1 ⎟ mod 2
⎟ ⎜ ⎟ ⎜ ⎟
0⎟ ⎜0⎟ ⎜1⎟
0⎟ ⎜1⎟ ⎜ 0⎟
⎟ ⎜ ⎟ ⎜ ⎟
0⎟ ⎜0⎟ ⎜1⎟
1 ⎟⎠ ⎜⎝ 1 ⎟⎠ ⎜⎝ 0 ⎟⎠

(50)

A compressed representation for the relatively sparse matrix A is possible by only
listing the row and column indices of the nonzero entries:

( 2,1)( 5,1)( 7,1)( 4, 2 )( 9, 2 )( 3,3)(8,3)( 3, 4 )
( 6, 4 )( 2,5 )( 4,5)( 5,5)( 5, 6 )( 7, 6 )(1, 7 )( 4, 7 )
(8, 7 )( 3,8 )( 6,8)(8,8)( 2,9 )( 9,9 )

(51)

Analogously, the compressed representation of the vector b is

( 2 )( 4 )( 5)( 7 )( 9 )

(52)

Recalling the element-wise definition of the matrix-by-vector multiplication, the
elements of the product c are
n

ci = ∑ aij ⋅ b j

(53)

j =1

Obviously, the row index i of a matrix element aij determines to which coordinate i of
the result vector c it may contribute. The column index j in combination with the j-th
entry of the vector b determines whether this element contributes at all. It is easy to see,
that the compressed representation of the matrix can be directly used to calculate the
product according to Equation (53).
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Figure 3.1: Matrix and vector stored on a mesh ready for multiplication

For calculating matrix-vector products on a mesh, all 2-tuples (that is, row and column
indices of the nonzero matrix elements) of the compressed matrix representation are
stored in one of the indexed elements of the mesh (See Figure 3.1), according to their
column index. During the actual calculation step, the nonzero matrix elements are
routed to their destination cell, according to their row index. Once the destination cell is
reached, the matrix element gets annihilated and contributes to the value of the
corresponding result vector entry, for example by incrementing an internal counter of
that cell.
Therefore, the complexity of a matrix-vector multiplication is determined by the
complexity of the mesh routing step [Len03, Baj02, Gei05a].
A basic mesh suitable for multiplying an n×n matrix with an n-dimensional vector needs
the following basic building blocks:
•
•

k = n mesh cells, each providing
− a counter, which holds the result for one coordinate
− local memory to store all nonzero elements of a single matrix column
a communication network between adjacent cells for routing entries to their
destination

Therefore, the example calculation needs a mesh with 3×3 basic cells, each of them
providing storage for 3 nonzero matrix elements. Figure 3.1 shows the occupation of the
example mesh immediately after all data is loaded and before any routing is done. All
basic cells are surrounded by a thick line and comprise 4 subelements. Each top left
subelement (labeled in bold) holds the result of the multiplication (not shown here) for
the j-th element of the vector b (element shown in figure). For convenience each cell is
also labeled with its index j in parenthesis. The remaining 3 subelements are used to
store the nonzero elements aij of the matrix A. Actually, only the row index i of a
nonzero element has to be stored, while the column index j determines, in which cell it
will be stored. Then each element “i” is routed to its destination cell with index “j”
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where j = i. There it contributes to the result counter upon arrival. Figure 3.2 shows, to
which destination each element is routed. It may look a bit weird at first sight, but it is
possible to trace every element to its destination.
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Figure 3.2: Routing paths on a mesh

This course of action effectively reduces the problem of multiplying matrices with
vectors to the problem of routing elements to their destination on a mesh. Since one
mesh cell has to provide space for the maximum number of nonzero elements occurring
in one matrix column, it is obvious why this approach is only suitable for sparse
matrices. As a matter of principle, drawbacks are on the one hand that only heuristic
runtime approximations are possible, on the other hand that the routing algorithms
might not be well defined for certain allocations of the mesh and thus not terminate
[Gei05a, Ber01, Len03]. However, [Gei05a] also suggests a modification which ensures
that the routing algorithm is well defined for all allocations of the mesh so that the
algorithms always terminates.
The aforementioned implementation of mesh routing presented in [Gei05a] is
particularly suitable for use in conjunction with Wiedemann’s algorithm. Without going
too much into details, the advantage is that the intermediate results remain in the mesh
and can be reused for the subsequent multiplications. They still have to be read out,
though, since Wiedemann’s algorithm also needs the intermediate results of the
multiplications.

3.2.3.2 Pipelined matrix-by-vector multiplication
Like mesh-based approaches for matrix-by-vector multiplication, pipeline-based
approaches take advantage of the sparsity of the processed matrix for space saving
storage and efficient calculation of the result. They are also primarily intended for
processing very large but sparse matrices.
The matrix is distributed across several stations on the pipeline, while the vector
traverses the pipeline. Each station is then responsible for multiplication of a certain
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row i of the matrix with the vector, effectively calculating the i-th element of the result
vector. In order to keep the amount of stations reasonable, each station should not only
process one row but rather a row interval. This also prevents each station from idling
too much. An advantage of this approach is that high bandwidth is only needed between
single stations, since only adjacent stations communicate with each other
unidirectionally [Gei05].

3.2.3.3 Other special purpose hardware
An ODSP (Optical Digital Signal Processor) exists which can compute matrix-vector
products of matrices of size up to 256×256 and 256-dimensional vectors with 8 bit wide
entries within one 8ns lasting clock cycle [En256]. This is the basic operation of the
“EnLight 256” ODSP made by Lenslet, but it is specified as programmable for various
purposes. As matrix-vector multiplications of large dimensions can be easily broken
down into smaller problems, the processable dimension is not limited to 256. The
maximum size depends on how fast the multiplication must be executed and how much
hardware is available to process the split problems in parallel.
[Pil01] presents a matrix-vector multiplier intended for video signal processing, which
is limited to 3×3 matrices. Though the processable size is way too small to be
interesting in the context of this work, an interesting technique for saving chip area is
demonstrated: Instead of implementing a circuit several times at standard clock to
achieve a speedup by processing problems in parallel, the circuit can also be
implemented just once and run at increased clock speed. As a result, a parallelizable
problem can be solved in the same time by either using n circuits and processing the
problem in parallel, or by using a single circuit clocked at an n times higher frequency
and processing the problem in serial. While delivering the same performance, the
second alternative occupies less chip area.
Several methods for matrix-vector multiplication using optical bus systems (LARPBS)
are presented in [Li98]. The variants differ in their grade of parallelization and runtime.
From highly parallel implementations with constant runtime (i.e., the runtime does not
depend on the matrix size at all) over logarithmic runtime up to linear runtime with
varying space requirements are described. The main advantage of the used optical bus
system in contrast to classic implementations using electrical circuits is besides the high
propagation speed of electromagnetic waves their unidirectional propagation and the
calculability of signal delays caused by propagation. Optical busses are well suited for
any type of communication (Broadcast, multicast, unicast, …). The kind of optical bus
used in [Li98] features the possibility of flexible reconfiguration. E.g., in its basic
configuration all processors are connected to a common bus. With appropriate changes,
independent segments can be generated where each segment connects to a subset of the
total amount of processors.

3.2.4 Conclusions
Existing hardware implementations mainly serve one of the following purposes:
a) Accelerating the solution of small LSEs (size about 103×103)
b) Making the solution of very large LSEs (size about 109×109) possible
Case a) is usually addressed with direct algorithms. Execution speed varies
significantly, as can be seen in Table 3.1. These smaller problems can also be solved in
software within a reasonable amount of time, but for applications like guidance systems
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both the higher performance and the smaller size of special purpose hardware are
necessary [Acc03]. Several working implementations exist, both as devices addressing
aforementioned applications and as feasibility studies like [Gal05]. Note, that all of
these cases involve either fixed or floating point arithmetic, while in cryptanalysis
calculations over Galois fields, especially over GF(2), GF(2k), GF(p), GF(pk) are
important. One of the very few examples dealing with direct algorithms for solving
binary LSEs is [Par84].
Case b) is usually addressed with iterative algorithms, simply because the cubic runtime
of direct algorithms results in an operation count so high, that it cannot be executed
within a human lifespan on current hardware 1. Unfortunately, these large systems,
which occur when trying to break public key ciphers (e.g., factoring a 1024 bit integer)
are currently even too large for smart approaches with iterative algorithms, so the
current suggestions for hardware implementations [Ber01, Gei05, Gei05a, Len02,
Len03] are hardly feasible both in terms of cost and runtime. On the positive side, this
means that public key cryptography with sufficient bit lengths (1024 bit or preferably
more) can be considered relatively secure at the time of writing this document.
Matrix sizes between cases a) and b) do not draw a lot of attention: Most existing works
are clearly dedicated to either case a) or b).

3.3 Algorithm of choice: Gaussian elimination
Based on the information acquired in the current chapter and Chapter 2, one algorithm
turned out to be a particularly interesting candidate for further investigation: Gaussian
elimination. The main reasons for choosing this algorithm are that it is
•
•
•

Very simple
Easily parallelizable
Applicable to any regular LSE or linear optimization problem (in conjunction
with an appropriate pivoting strategy)

Its simplicity and parallelizability make it a perfect base for an optimized
implementation in hardware, while its broad applicability ensures that any linear system
of equations can be processed immediately without extensive preprocessing.

1

This applies to serial implementations in software
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4. Special purpose hardware:
SMITH
As outlined in Section 3.3, the algorithm of choice for hardware implementation is
Gaussian elimination. Throughout this chapter, it will be optimized in several steps
(Section 4.1) in order to improve performance when dealing with LSEs over GF(2) and
to allow a cost-efficient implementation in hardware. Section 4.2 then presents the
algorithmic idea of such an optimized hardware implementation. The resulting device
will be called SMITH 1 and is discussed in detail throughout the remaining sections of
the current chapter.
In order to simplify the development of the algorithmic idea, only the operations on the
coefficient matrix will be considered while discussing the algorithm. This is possible,
because the concrete right hand side b of an LSE never has any influence on the
execution of the Gaussian elimination algorithm. For implementation, the right hand
side b is treated as an additional, passive column to the coefficient matrix A.
We call a column passive if it is not involved in the control flow of the algorithm, i.e.,
the elements of such a column do not influence the execution of the algorithm in any
way but every executed row operation also affects these elements. Thus, in the
following it is not necessary to take care of the right hand side while discussing the
algorithms.

4.1 Gaussian elimination over GF(2)
The starting point for developing SMITH is Gaussian elimination with an appropriate
pivoting strategy (Compare Sections 2.2.2, 2.2.4 and 3.2.1.1). Algorithm 4.1 executes
Gaussian elimination for an LSE of the form A ⋅ x = b with an arbitrary regular binary
coefficient matrix A exactly as defined in Section 2.2.2 with additional pivoting (lines 3
to 6). The row operation is executed according to Equation (26). Remember that the
resulting matrix is in upper triangular shape, which means that solution is obtained by
subsequent backward substitution. These two steps (Gaussian elimination followed by
backward substitution) together are also known as complete Gauss-Jordan elimination.
The corresponding modification of Algorithm 4.1 is discussed in Section 4.1.1.

1
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Algorithm 4.1: Standard binary Gaussian elimination with pivoting

With a very simple change regarding the range of the control variables it is possible to
modify Algorithm 4.1 so that it executes a complete Gauss-Jordan elimination.

4.1.1 Optimization I: Complete Gauss-Jordan elimination
Given a binary regular matrix A, Algorithm 4.2 performs Gaussian elimination and
backward substitution in parallel (complete Gauss-Jordan elimination), i.e., when the
algorithm terminates the result matrix is not just an upper triangular matrix, but the
identity matrix, so the corresponding LSE is already solved. Algorithm 4.2 works as
follows: The outer for-loop of the algorithm is executed for each column of A. Within
the for-loop, two things happen: First lines 2 to 6 take care of the necessary pivoting by
choosing a row below the diagonal with a nonzero element (pivot element) in the
currently examined column (pivot column) as the pivot row. Next, lines 7 to 13 execute
a column elimination: The pivot row is XORed (row operation, lines 9 to 11) to each
row having a nonzero element in the pivot column, effectively zeroing all elements but
one (the pivot element) in the pivot column. Since the pivot element is always moved to
the diagonal, the identity matrix remains after the outer for-loop has been executed for
every column of A.

4.1 Gaussian elimination over GF(2)
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Algorithm 4.2: Optimized binary Gaussian elimination with pivoting

Let us consider the worst and average case running time of Algorithm 4.2.
W o r s t c a s e c o m p l e x i t y : The worst case complexity for the pivoting step is
quadratic as at most n − k elements have to be examined when searching for a pivot
element in the k-th column.
Furthermore, n column eliminations are necessary, each consisting of n − 1 row
operations. A row operation during the k-th column elimination consists itself of
n − k + 1 XOR operations. Hence, in total about n3 XOR operations are required
yielding a worst case running time of O(n3).
A v e r a g e c a s e c o m p l e x i t y : For the average case let us assume a
matrix A = (aij) with uniformly distributed entries, i.e., Pr(aij = 1) = 0.5, as input to the
algorithm. In this case the pivoting step has linear complexity 1. Moreover, during a
column elimination a row operation will only be executed with probability 0.5 (due to
the condition in line 8). Thus, the (expected) number of required XOR operations for a
complete Gauss-Jordan elimination over GF(2) is as follows:
⎛ 1 n ⎞ n3 − n 1 3
≈ ⋅n
⎜ ⋅ ∑ 1⎟ =
∑∑
4
4
k =1 i =1 ⎝ 2 j = k ⎠
n

n −1

(54)

Hence, the running time of Algorithm 4.2 in the average case as defined above is still
cubic.

4.1.2 Optimization II: Parallelization
In order to improve running time, the next optimization step is to parallelize the
executed operations. This can only be achieved by using either highly parallel

1

The reason for this is completely analogous to the discussion in Section 4.3.2. However, even quadratic
runtime could be neglected in comparison to the cubic runtime of the elimination step in a software
implementation.
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processors (vector processors) or custom designed hardware. Obviously, the following
parts of Algorithm 4.2, responsible for the actual elimination, are basically well suited
for this purpose:
•
•

The per-element operation within the row operations (Lines 9-11).
The row operations as a whole (Lines 7-13).

This change is reflected in Algorithm 4.3 as a preliminary step to the final hardware
implementation. For now we assume that we have a hardware architecture available
which can execute the procedure “eliminate” within a single clock cycle, effectively
executing both inner loops in parallel. The corresponding hardware architecture will be
discussed in Section 4.2.

Algorithm 4.3: Parallelized binary Gaussian elimination with pivoting

When Algorithm 4.3 is implemented on suitable hardware which can execute the
procedure “eliminate” within a single clock cycle, something very interesting happens
to the runtime: While the cost for pivoting could be neglected for all previous
estimations, now it suddenly dominates the cost in a worst case scenario. Due to the
procedure “eliminate” being executable within one clock cycle, the cost for elimination
steps is clearly linear. However, for pivoting it might be necessary to examine up to
n − k rows 1 during the k-th column elimination in order to find a pivot element. This
results in the following operation count for the worst case:

1

Since the matrix is regular, after the (n−k)-th unsuccessful examination the n-th row must have a
nonzero element in the pivot column.

4.2 Gaussian elimination in hardware
n

n −1

∑∑1 =
k =1 s = k

n2 − n 1 2
≈ ⋅n
2
2
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(55)

The resulting worst case performance of such an optimized hardware implementation is
already somewhat better than the performance of Algorithm 4.2 in software, but note
that the worst case assumption for the necessary pivoting steps is highly improbable
(compare Section 4.3.3.2) and pessimistic. The real performance of Algorithm 4.3 is far
better in practice. Section 4.3 gives a detailed discussion of both more realistic expected
and measured performance.

4.2 Gaussian elimination in hardware
While an optimized parallel hardware implementation of Algorithm 4.3 as is already
yields a great performance improvement over standard Gaussian elimination in
software, it can still be modified to allow for a better and cheaper implementation in
hardware (see Section 3.2.3 for operations which are generally fast in hardware).
Algorithm 4.3 in practice would need quite a lot of control logic for row examination
(fetching row elements, checking elements for zero, exchanging rows and similar
operations) and elimination.
Thus, in order to simplify an implementation in hardware, the design of the algorithm is
slightly changed: It is equivalent to have a fixed matrix and change the row under
examination or to always examine the first row and cyclic shift the whole matrix
accordingly. Obviously, this is also true for columns. The shifting approach has the
following advantages for a hardware implementation: Only the first column has to be
considered in order to find a pivot element. Furthermore, always the first row can be
used for elimination. This avoids the use of row counters or more complex logic to load
a row for comparison or elimination. Therefore, this approach is chosen for an
implementation since it does exactly the same as Algorithm 4.3 and is better suited for
hardware since it requires less control logic.

4.2.1 Algorithmic approach
Applying the changes described above, Gaussian elimination over GF(2) is transformed
to Algorithm 4.4 which works as described in the following. Note, that the result is
exactly the same as before, only the frame of reference is changed. There is still a
pivoting phase followed by an elimination phase for every column of the matrix A. The
mappings used in lines 3 and 5 of Algorithm 4.4 are discussed below.

Algorithm 4.4: Binary Gaussian elimination in hardware
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4.2.1.1 Shiftup
In the k-th iteration (for the k-th column) the following steps to obtain a pivot element
are performed: A cyclic shift-up is executed on all rows not yet used for elimination
(due to the shifting approach these are the first n − k + 1 rows, since used rows are
moved to the bottom of the matrix as will be shown when discussing the elimination
step) until the element at the fixed pivot position (the top left element a11) equals 1.
More precisely, the mapping shiftup on (n − k + 1,A) is computed 1 (within a single
clock cycle) repeatedly until a11 = 1, where shiftup is defined as:
shiftup : {1,..., n} × {0,1}

(i, ( a ,..., a ) )
T

1

n

n× n

→ {0,1}

n× n

( a2 ,..., ai , a1 , ai +1 ,..., an )

T

(56)

4.2.1.2 Eliminate
After a pivot element has been found in the k-th iteration, the first row is added to all
other rows whose first element ai1 equals 1 in order to eliminate these elements. In
addition, a cyclic shift-up of all rows and a cyclic shift-left of all columns is executed.
By doing the cyclic shift-up operations as part of the elimination phase, rows already
used for elimination are “collected” at the bottom of the matrix, which ensures that
these rows are not involved in the next pivoting steps anymore. The cyclic shift-left
ensures that the elements which should be eliminated in the next iteration are located in
the first column of the matrix, where they are expected to be. More precisely, the
following (partial) mapping is computed which combines the actual elimination, the
cyclic shift-up and the cyclic shift-left:
eliminate : {0,1}
⎛ 1
⎜
⎜ a21
⎜
⎜
⎝ an1

a12
a22
an 2

n× n

→ {0,1}

a1n ⎞
⎟
a2 n ⎟
⎟
⎟
ann ⎠

n× n

⎛ a22 ⊕ ( a12 ∧ a21 )
⎜
⎜
⎜ an 2 ⊕ ( a12 ∧ an1 )
⎜⎜
a12
⎝

a2 n ⊕ ( a1n ∧ a21 ) 0 ⎞
⎟
⎟
ann ⊕ ( a1n ∧ an1 ) 0 ⎟
⎟
1 ⎟⎠
a1n

(57)

Indeed, the mapping eliminate can be computed within a single clock cycle using the
special purpose hardware architecture SMITH presented in this chapter.

4.2.2 Hardware concept
A both straightforward and efficient way of implementing the algorithm presented in
Section 4.2.1 is aligning the matrix elements in form of basic hardware elements on a
grid which as a whole represents the complete coefficient matrix. Note that in this
section only the basic idea is outlined, a concrete and working implementation is
discussed later in Section 4.4.

1

In the actual hardware implementation the used rows are tracked by means of a used-flag instead of a
counter.

4.2 Gaussian elimination in hardware

a11 a12
a21 a22

a1n
a2n

an1 an2

ann
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Figure 4.1: Matrix elements on a grid

A grid architecture made of basic elements (or cells), each representing one matrix
element and able to execute some limited calculation, as shown in Figure 4.1 then
works as follows:
The top left element a11 determines which mapping (shiftup when a11 is zero, eliminate
when a11 is nonzero) has to be executed.
During an elimination phase all elements in the trailing submatrix (a22 to ann) basically
have to invert their contents 1 iff both the element ai1 with the corresponding row index
in the first column and the element a1i with the corresponding column index in the first
row are nonzero.
A very descriptive way of visualizing the XOR part of the elimination phase is to
examine the first row and column (the shaded elements in Figure 4.1). Whenever a
shaded row element is nonzero, draw a vertical line over the complete column below
that element, respectively a horizontal line over the complete row to the right of that
element. Each element of the lower right submatrix which is crossed by both a
horizontal and a vertical line has to invert its contents. This visualization is shown in
Figure 4.2.

1

And copy the result to the cell one column to the left and one row above due to the cyclic shift included
in the mapping eliminate. Consequently, the leftmost / topmost elements have to deliver their results
to the rightmost respectively lowermost elements.
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1 0
0
1
1

1 0

Figure 4.2: Example visualization of the inversion during the elimination phase

4.2.3 Passive columns
Both mappings (see 4.2.1.1 and 4.2.1.2) are defined for n×n matrices, i.e. only the
coefficient matrix without a right hand side. It was stated in the very beginning of this
chapter that the right hand side does not need to be considered when discussing the
algorithmic approach. However, an actual implementation which shall be usable to
solve LSEs must also take care of the right hand side. This can easily be done by
extending both mappings given in Equations (56) and (57) by one or an arbitrary
number of c columns, which results in the new mappings with l = n + c:
shiftup : {1,..., n} × {0,1}

(

i, ( a1 ,..., an )

eliminate : {0,1}
⎛ 1
⎜
⎜ a21
⎜
⎜
⎝ an1

a12
a22
an 2

T

n×l

→ {0,1}

a1l ⎞
⎟
a2l ⎟
⎟
⎟
anl ⎠

)

n×l

→ {0,1}

n×l

( a2 ,..., ai , a1 , ai +1 ,..., an )

T

(58)

n×l

⎛ a22 ⊕ ( a12 ∧ a21 )
⎜
⎜
⎜ an 2 ⊕ ( a12 ∧ an1 )
⎜⎜
a12
⎝

a2l ⊕ ( a1l ∧ a21 ) 0 ⎞
⎟
⎟
anl ⊕ ( a1l ∧ an1 ) 0 ⎟
⎟
1 ⎟⎠
a1l

(59)

The first n columns of the matrix are then used to store the coefficient matrix, while the
additional c columns are passive columns and hold an arbitrary number of right hand
sides. Algorithm 4.4 ensures that the rightmost columns indeed stay passive columns by
executing the mapping eliminate exactly n times.

4.2.4 Example
In order to illustrate the operating mode of SMITH, a sample calculation is given in
Figure 4.3. As an example, the LSE shown in Equation (60) is explicitly solved for x.

4.2 Gaussian elimination in hardware
⎛1 0 1 ⎞ ⎛ x1 ⎞ ⎛ 0 ⎞
⎜
⎟ ⎜ ⎟ ⎜ ⎟
⎜1 0 0 ⎟ ⋅ ⎜ x2 ⎟ = ⎜ 1 ⎟
⎜1 1 1 ⎟ ⎜ x ⎟ ⎜ 0 ⎟
⎝
⎠ ⎝ 3⎠ ⎝ ⎠
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(60)

As outlined above, the right hand side is implemented as a passive column to the right
of A. Figure 4.3 depicts the change of the matrix elements, while Algorithm 4.4 is
executed. In each step, the corresponding mapping is executed as defined by Equations
(58) and (59) with m = n + 1 . Rows already used for elimination are visualized by
shading the corresponding elements. For convenience, a small arrow indicates the
position of the passive column 1.

1 0 1 0
1 0 0 1
1 1 1 0

0 1 1 0
1 0 0 0
0 1 0 1

1 0 0 0
0 1 1 0
0 1 0 1

a) eliminate

b) shiftup

c) eliminate

1 1 0 0
1 0 1 0
0 0 0 1

1 1 0 0
0 0 1 0
1 0 0 1

d) eliminate

e) finished
Figure 4.3: Example matrix solution with SMITH

When the algorithm terminates, the coefficient matrix has been transformed into the unit
matrix. The passive column is the leftmost column and contains the solution
⎛1⎞
⎜ ⎟
x = ⎜0⎟
⎜1⎟
⎝ ⎠

(61)

4.2.5 Dealing with non-regular and non-square matrices
In Section 2.1.2 it was stated that LSEs over
either have a unique solution, an
infinite number of solutions or no solution at all. Obviously, for LSEs over a finite field
also in case of a solution manifold only a finite number of solutions exists.

1

However, such a pointer to the passive column is not needed in the actual implementation of the
algorithm.
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The solvability of an LSE over GF(2) of the form

A ⋅ x = b,

A ∈ {0,1}

m×n

, x ∈ {0,1} , b ∈ {0,1}
n

m

(62)

can be fully described in terms of the rank of A and A|b as follows:
a) rank ( A ) < rank ( A b ) Æ The LSE does not have a solution.
b) rank ( A ) = rank ( A b ) = n Æ The LSE has a unique solution.
c) rank ( A ) = rank ( A b ) = s < n Æ The LSE has 2n − s different solutions.
Note that case c) has changed compared to Section 2.1.2. Since over GF(2) an element
can be either “one” or “zero”, a solution manifold does not yield an infinite number of
solutions. Instead it yields 2n-s different solutions because n − s unknowns can be
chosen freely from the set {0,1}.
All algorithms presented in this chapter are well defined for regular matrices only and
will always yield the correct unique solution to such an LSE. However, in practice one
will have to deal with matrices which are not necessarily regular. This is for example
the case when the LSE does not have a unique solution. Another example is the problem
of solving overdetermined 1 LSEs, whose coefficient matrices are not even square.
Unfortunately, there is no way of more efficiently determining the solvability of an LSE
than actually solving it. Therefore, it is necessary that a SMITH device can also
correctly process non-regular matrices.

4.2.5.1 Non-regular square matrices
During elimination, a non-regular square matrix A will yield one or more rows o which
contain only zeros. The number z of zero rows is given by
z = n − rank ( A ) .

(63)

This causes a deadlock during the pivoting phase because the part of the first column of
A which is considered for pivoting will contain only zeros at some point. Thus, the top
left pivot element can never become 1 by application of shiftup which results in the stop
criterion never being fulfilled. Consequently, the application of shiftup will continue in
an infinite loop.
In order to prevent such a deadlock, a counter which counts the subsequent applications
of shiftup can be implemented. If during the k-th iteration (compare Algorithm 4.4)
more than n − k shiftups are executed, the coefficient matrix is not regular and no
unique solution exists. The algorithm could then be stopped and the result that the
currently processed LSE does not have a unique solution can be output. However, at
this point it is not yet known whether there is a solution manifold or no solution at all.
In case this is not sufficient, the column where the deadlock occurred has to be skipped
and the column eliminations have to be continued until all columns have been
processed. The resulting coefficient matrix will have one or more rows with all
elements being zero. If the passive column has a nonzero element in such a row, this is a

1

Section 5.1 presents how to utilize SMITH for solving overdetermined LSEs.
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contradiction and the corresponding LSE does not have a solution. Equation (64) shows
the augmented matrix of an LSE which does not have a solution with a contradiction in
the last row as an example.
⎛1 0 0 1⎞
⎜
⎟
⎜0 1 1 0⎟
⎜0 0 0 1⎟
⎝
⎠

(64)

If there is no contradiction, the LSE has a solution manifold. In this case some of the
variables may be chosen freely while others have a certain dependence on them. The
dependence is given by the rows of the coefficient matrix with more than one nonzero
element (i.e., the equations of the LSE which contain more than one unknown). Thus, if
a solution manifold is detected, the resulting coefficient matrix has to be examined in
order to determine the concrete values and dependencies of the unknowns.

4.2.5.2 Non-square matrices
The coefficient matrix A of an LSE of the form given by Equation (62) with m > n has
a maximum rank of n. The case of A indeed having maximum rank is covered in
Section 5.1, since in this case the LSE has either a unique solution or no solution.
If A does not have maximum rank, this is completely equivalent to having a square
matrix of non-maximum rank, since the only difference is the number of additional
linearly dependent rows which will result in additional zero rows after elimination.
Therefore, the results from Section 4.2.5.1 apply here as well: Simply counting the
amount of subsequent applications of shiftup is sufficient to both detect an LSE which
does not have a unique solution and also prevent the otherwise resulting deadlock.

4.3 Performance of SMITH
In this section, the expected running time of Algorithm 4.4 for processing an n×n matrix
with randomly distributed entries will be analyzed. The runtime estimation is analogous
to the one given in Equation (27) for standard binary Gaussian elimination. Since now
the atomic operations are shiftup and eliminate, the runtime T(n) is the sum of these
primitive operations.
T ( n ) = # ( eliminate ) + # ( shiftup ) = n + # ( shiftup )

(65)

As one can easily see from Algorithm 4.4, always exactly n applications of eliminate
are performed and only the number of additional shiftup applications varies depending
on the concrete matrix.

4.3.1 Best and worst case running time
In the best case there is no additional application of shiftup at all, thus the operation
count is simply the amount of necessary applications of eliminate.
The worst case complexity of the pivoting step has already been calculated in
Equation (55) during the discussion of Algorithm 4.3. Obviously, the very same
calculation is true for Algorithm 4.4 by just replacing “examination of row” with
“application of shiftup”, since the surrounding for loop is the identical in both cases.
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Hence, the runtime T(n) as a function of the matrix dimension n of Algorithm 4.4 is
bounded by
n ≤ T (n) ≤

n2 + n
= O ( n2 )
2

(66)

4.3.2 Average running time for random matrices
As a first approximation of the average runtime, the necessary operation count to
process a uniformly distributed coefficient matrix where
A ∈ {0,1}

n× n

, Pr ( aij = 1) = 0.5

(67)

will be estimated, Pr(event) denoting the probability of some event being true.
First, it is important to observe that Equation (67) remains constant for the elements
considered during the pivoting step even after several elimination steps have taken
place. This is not self-evident, since the overall entropy of a coefficient matrix being
processed by Algorithm 4.4 (or any other sort of matrix solver) decreases. However, the
submatrix, from which the elements considered for pivoting are taken, stays uniformly
distributed, i.e. its entropy does not change, if it was uniformly distributed in the
beginning. The overall decrease in entropy results from this matrix becoming smaller.
This works as shown in Equation (68): In the first column of a coefficient matrix A
(denoted by p), a nonzero pivot element is moved to the top left position of A by
executing cyclic shiftups. Without loss of generality it be stated that the pivot element
originated from the t-th row. During elimination, some 1 rows of the submatrix M, which
remains when discarding the first row and first column of A, are XORed with r . This
results in a new submatrix N which is still uniformly distributed, because each of its
rows is the result of the XOR of two randomly uniformly distributed rows. In the next
iteration, the pivot element is obtained from the first column of N (compare Algorithm
4.4). Therefore, it can be followed that throughout all iterations the pivot element is
obtained from a randomly and uniformly distributed column vector.
⎛ a11
⎜
a
⎜
A = 21
⎜
⎜
⎝ an1

a12
a22
an 2

a1n ⎞
⎟
a2 n ⎟
r ⎞ eliminate ⎛ N o ⎞
⎛a
pivot
= ( p A′ ) ⎯⎯⎯
→ ⎜ t1
→⎜
⎟
⎟ ⎯⎯⎯⎯
⎟
⎝ c M⎠
⎝ r at1 ⎠
⎟
ann ⎠

(68)

The expected amount of necessary shiftups per column elimination is equal to the
expected value of the length of a sequence of zeros in the pivot column, which is
s

∑ ( Pr ( a
i =1

1

i1

s

= 0 ) ) = ∑ 0.5i = 1 −
i

i =1

1
2s

(69)

The rows, where the corresponding element of c is nonzero, which effectively eliminates all nonzero
elements of c and yields the column vector o, which only consists of zero elements.
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Since the maximum possible zero sequence length during the k-th column elimination is
s = n − k (compare Section 4.1.2), the expected total amount of shiftups throughout all
column eliminations is
n

⎛

∑ ⎜⎝1 − 2
k =1

1 ⎞
1
⎟ = n − 2 + n −1 ≈ n
2
⎠

(70)

n−k

resulting in an overall average running time of
T (n) = 2 ⋅ n

(71)

4.3.3 Benchmark: Emulation of SMITH in software
In addition to a theoretical runtime analysis, extensive benchmarks have been made
invoking a software emulation of the SMITH device. More than 50000 random matrices
of sizes 32×32 up to 2048×2048 have been solved in over 2 weeks of processing time
on an Intel Pentium 4 1,5 GHz.
Because of the sheer amount of data, raw data is not given in this document. Of course
this would simplify an exact verification of the presented figures, but the diagrams
which include all acquired data points can be used for a quick comparison in order to
verify the correctness of the calculations made in this section.
The emulation core written in C++, which was able to generate random matrices, solve
them and count the executed applications of shiftup and eliminate. It was controlled by
a set of BASH and Perl scripts to allow automated processing of a very large number of
random matrices. These scripts were also responsible for data collection and a limited
amount of preprocessing to simplify the subsequent data analysis.

4.3.3.1 Size dependency of running time
The first benchmark series was generated to show the linear dependency of the running
time (i.e., clock cycles) from the size of the matrix. It consists of three different runs
with different population densities.
Dimension n Density d Proportionality c =
32 – 2048
10%
2.0718
32 – 2048
50%
1.9982
32 – 2048
90%
2.0275

T ( n)
n

Table 4.1: Size dependency of running time

Linear regression analysis of the three data sets retrieved from benchmarking reveals
the following interesting facts: The average running time is very close to T(n) = 2·n,
exactly as calculated in Section 4.3.2. Another observation is, that SMITH works better
with “too dense” matrices than with “too sparse” matrices. The latter fact will be
discussed in detail in Section 4.3.3.2.
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Figure 4.4: Size dependency of running time

As above diagram (Figure 4.4) and the data presented in Table 4.1 clearly show, the
dependency of the runtime from the size is linear and indeed does not change much for
a wide range of population densities (roughly 10% up to 90%). The diagram contains
the exact values (i.e. the raw data without computing the average number of clock
cycles for each dimension) in order to show the small scattering range of the actual
results.
Note, that all test series listed in Table 4.1 are plotted with the same symbol, since it
would be impossible to differentiate between them even with dedicated symbols for
each test series. This is due to the fact that the data of all test series is scattered within a
small range, thus the data points for one matrix size are plotted more or less on top of
each other.

4.3.3.2 Density dependency of running time
The second benchmark series shows in detail for which range of population densities
the average running time given by Equation (71) is still correct, and for which densities
the linear dependency is not correct anymore. These ranges are listed in Table 4.2.
For matrix dimensions of 1024 and 2048 the running time has been measured using
population densities from 1% up to 99%. It turned out that for densities between 5% and
95% the dependency is linear with a proportionality constant very close to 2 (compare
Figure 4.5 and Table 4.2). Matrices which are denser or sparser, thus out of
aforementioned range, do not possess this linear dependency anymore, also the
statistical spread of the results is higher than it is within the linear range. In order to
improve readability, the average results of 128 measurements for each density and
matrix size are plotted in Figure 4.5.
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Dimension n Density d Proportionality c: T(n) = c·n
1024, 2048
<5%
not proportional
≈ 2 ± 0.2
1024, 2048 5% – 95%
1024, 2048
>95%
not proportional
Table 4.2: Density dependency of running time

As also observed in Section 4.3.3.1, the average number of clock cycles is generally
higher in the sparse region than in the dense region. This can be explained by examining
the probability of finding a nonzero pivot element for very sparse and very dense
matrices.
V e r y s p a r s e m a t r i c e s : Initially, the probability of finding a nonzero element
in a very sparse matrix is low, which results in a high probability for the execution of a
shiftup operation. Additionally, XORing two very sparse, randomly distributed rows
statistically results in an increase of the density. But the process proceeds relatively
slow. Sooner or later the population density converges to 50%, which means that from
that point Equation (71) is valid again. However, the necessary shiftup operations until
that point is reached are the reason for the slower performance when processing very
sparse matrices.
V e r y d e n s e m a t r i c e s : This case is slightly more difficult than the previous
case, because for a dense matrix, the general probability of finding a nonzero element
should be high. However, after the first application of eliminate, the following happens:
Many of the dense, but randomly distributed row vectors of the high entropy
submatrix M (Compare Equation (68)) are XORed with the also dense and randomly
distributed row vector r . This results in many of the row vectors of M becoming
sparse, which again results in a decreased probability of finding a nonzero element
during the next pivoting phase. However, as in most cases c will contain at least some
zero elements, at least some rows of M will remain dense. These rows have two positive
effects on the runtime: On the one hand, the probability of such a row yielding a
nonzero element during the pivoting phase is high. On the other hand, when such a
dense row is XORed with a sparse row, the result is denser again. Therefore, very dense
matrices can be processed slightly faster than very sparse matrices.
U n i f o r m l y d i s t r i b u t e d m a t r i c e s : The derivation of the expected runtime
for uniformly distributed matrices can be found in Section 4.3.2. However, the
presented estimation given by Equation (71) is not only correct for uniformly
distributed matrices, but also for a wide range (5% up to 95%) of sparse and dense
matrices.

50

4. Special purpose hardware: SMITH

18000

n = 1024
n = 2048

Average number of clock cycles

16000
14000
12000
10000
8000
6000
4000
2000
0
0

10

20

30

40

50

60

70

80

90

100

Population density in percent
Figure 4.5: Density dependency of running time

Thus, when solving LSEs with a SMITH device, it is possible to achieve the expected
linear average running time dependency from the matrix dimension for most matrices
appearing in practice.

4.4 Implementation of SMITH: General considerations
In this section, the basic functionality and the operating modes of a concrete hardware
implementation of Algorithm 4.4 are presented. In addition, another advantage of a
SMITH device, namely the improvement of the area-time (AT) complexity compared to
a conventional implementation of Gaussian elimination, is discussed.

4.4.1 Improvement of AT complexity
The complexity of the average running time of a software implementation of binary
Gauss-Jordan elimination (Algorithm 4.2) is O(¼·n3). An optimized hardware
implementation in form of a SMITH device is much faster with a complexity of O(2·n).
By computing on all matrix elements in parallel, an improvement of O(n2) in the
running time is yielded. However, this improvement in running time is not simply
traded for an equivalent increase in area. In fact, the design scales with the same
asymptotic complexity as standard Gaussian elimination in software.
In both algorithms, the memory requirement scales with O(n2), i.e., with the number of
elements of the matrix. The only difference is that the type of memory cells used in a
SMITH device is a bit more complex (smart memory). However, the area occupied by a
single cell is still constant and does not depend on the problem size. Hence, a hardware
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implementation of SMITH does not only exhibit a much better running time but also a
lower overall AT product compared to a software implementation of the standard
algorithm.

4.4.2 Grid structure
In order to implement Algorithm 4.4 in hardware, a grid structure of “smart memory”
cells is used: The whole device consists of memory cells, which are able to execute the
two basic operations defined in Section 4.2.3 in a single clock cycle. The design at hand
comprises a parallel implementation of both operations where the pivot element is used
as multiplexing signal for the appropriate result, i.e., both the operations shiftup and
eliminate are computed and the pivot element determines which value is used. In this
way, the otherwise necessary clock cycle for deciding between the two operations can
be saved. Besides performing the actual computation, both operations can also be used
for initially loading the matrix entries into the design (compare Section 4.4.3.1).
Below, the basic constituents of the design and its interrelation will be presented in
detail. The terms in typewriter describe the name of the signals used in the figures.
If appropriate, the corresponding variable of Algorithm 4.4 is provided additionally.

Figure 4.6: Interconnection of matrix cells in the architecture
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4.4.3 Basic cell
Figure 4.7 depicts a single “smart memory” cell with all required connections. Each cell
stores a single bit of the matrix and has local connections to 4 direct neighbors: above
(out1, lock_row), below (in1, lock_lower_row), left above (out2), and right
below (in2). Furthermore, it is connected to a global network: The global network
comprises the signals from the pivot element (add = a11), the first element in the actual
row (row_add = ai1), and the first element in the actual column (col_add = a1j ).
Remark, that the used-flags for the actual row and the row below are provided by the
signals lock_row and lock_lower_row, respectively. Additionally, every element
is connected to the global clock (clk) and reset (rst) network. All cells are aligned in
a rectangular array as shown in Figure 4.6. The upmost left cell always contains the
pivot element. Its out1-signal is used as add-signal for the whole design. The
out1-signals of all other cells in the first column are used as row_add-signals for the
actual row. Similarly, the out1-signals of all other cells in the first row are used as
col_add-signals for the actual column.

Figure 4.7: Signals from and to a matrix cell

4.4.3.1 Shiftup
In case of the actual pivot element being ’0’, the architecture performs a simple shiftup
operation as defined in Section 4.2.3. All elements in the matrix with the used-flag set
to ’0’ (lock_row = 0) simply shift their value one row up. Values in the upmost row
will be shifted to the lowest unused row, resulting in a cyclic shift of all unused rows.
All rows with the used-flag set to ’1’ (lock_row = 1) are not affected by the shift and
stay constant. For implementation, the col_add-signals are used to realize the cyclic
shift from the first row to the last unused row.
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Initially, values have to be loaded into the design. Since a reset of the design sets all
elements to ’0’, a shift-up is applied n times until the matrix is completely loaded. In
order not to load more than n values into the design, the loading phase is coordinated by
an input multiplexer, switching off the input after n steps.

4.4.3.2 Eliminate
An eliminate operation as defined Section 4.2.3 is invoked when the pivot element is ’1’
(add = 1 = a11). Every element except for those in the first row will compute an XOR
with the upmost column entry (col_add = a1j ) if the first entry in the row is ’1’
(row_add = 1 = ai1). In the same step, the result is shifted to the element on the left in
the upper row. The leftmost elements need no computation, since this step always yields
a column consisting of zeroes and a single ’1’.
The first row (with the pivot element) is unaffected and will be shifted to the last row
and its used-flag (lock_row) will be set to ’1’. The latter procedure prevents this row
from being used again for pivoting.

4.4.4 End of computation
When all rows have actively been used for pivoting, the used-flag reaches the topmost
row. Depending on the outer control logic, the topmost used-flag can be used to indicate
the finished state and eventually stop the computation until the result has been read.
E.g., in the case of a single solution vector b, the result can simply be read from the first
column by reading the col_add-signals, which are wired out explicitly.

4.4.5 Dealing with LSEs which do not have a unique solution
For the sake of simplicity, uniquely solvable LSEs are assumed as input. However, in
some applications the solvability of an LSE might not be known prior to the
computation. The design can easily be extended to also detect and handle LSEs which
do not have a unique solution by observing the following facts:
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•
•

•

A uniquely solvable LSE is always solved after n applications of the eliminateoperation. Hence, the used-flag is the stop criterion.
In the case of a not uniquely solvable LSE the stop criterion will never be
reached since infinitely many shiftup-operations will occur at some point of the
computation. To avoid such a deadlock, a counter can be used as outlined in
Section 4.2.5.1 to limit the number of the subsequent shiftup-operations. This
section also specifies how to distinguish LSEs which do not have a solution
from LSEs which have a solution manifold and how the solutions can be
retrieved in the latter case.
When processing an unsolvable overdetermined LSE, the computation may
terminate with the resulting “solution” vector having a nonzero element at a
position corresponding to a zero row in the resulting matrix. Thus, all such
positions have to be checked for zero as described in Section 5.1. Besides this
detail, there is no further difference between processing overdetermined LSEs
with non-square coefficient matrices and processing regular LSEs with square
coefficient matrices.

This ensures that all matrices can be processed and if a unique solution exists, it will be
retrieved. Additionally, there will be no “false positives”, i.e. wrong results which do
not solve the LSE.

4.5 Implementation of SMITH on an FPGA
This section explains the methodology used to implement the previously presented
architecture SMITH on FPGAs. Implementational results such as running time, area
consumption and achievable clock speed of the FPGA are provided.

4.5.1 Methodology
The architecture has been programmed in VHDL and is kept generic to allow for easily
changing to arbitrary matrix sizes and different dimensions of the b-vector. The
presented results originate from the running implementation. For synthesis, map, and
place and route, Xilinx ISE 7.1 was used. Both behavioral and post-place-and-route
simulation were done using Mentor Graphics ModelSimXE 6.0a. The device of choice
was a contemporary low-cost FPGA, namely the Xilinx Spartan-3 XC3S1000 device.
For loading data from and storing data into the FPGA, an additional simple interface to
a host PC was implemented. It facilitates automated tests with several test values for
architectures of different size. Note that the speed of the data in- and output is critical in
case of an ultimate implementation. Hence, interfaces should be capable of running at
high-speed (e.g., by using PCI-express or proprietary systems such as those on a
Cray-XD1).

4.5.2 Results
Table 4.3 presents the results of the implementation in terms of occupied FPGA
resources depending on the size of the matrix. The device was programmed for matrices
of dimension n = 5, 10, 20 and 50. All values represent the results for the running and
verified design on the actual FPGA.
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Matrix dimension 5 10 20
50
Area [slices]
54 187 656 4004
Table 4.3: Area in slices for different matrix sizes on an XC3S1000 FPGA

A basic element can be implemented using only about 1.6 slices on average (compare
Equation (72)), which naturally limits implementations on FPGAs to a device specific
maximum possible matrix size. With the current low-cost FPGA (Xilinx XC3S1000),
matrix sizes of up to 70×70 are feasible. Note that the code was not optimized for a
certain FPGA, i.e., FPGA-specific optimizations might yield better area usage. The
implementation at hand should be seen as proof-of-concept and not as ultimate design.
However, the frequency of the matrix elements can be as high as 300 MHz which is
close to the maximum possible frequency of the FPGA at hand. All designs have been
tested at that frequency and displayed the correct results. Due to the restrictive nature of
conventional FPGAs concerning the matrix size, an ASIC implementation should be
considered for larger matrices and is discussed in Section 4.6.
Figure 4.8 depicts the amount of occupied slices dependent on the matrix dimension and
contains an additional fitted curve which shows the dependence of the occupied area in
slices from the matrix dimension. Obviously, the area is proportional to the square of
the matrix dimension, i.e., the number of matrix elements. A good approximation for
the fitted curve is
number of slices ≈ 1.6 ⋅ n 2 = 1.6 ⋅ ( number of matrix elements )
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Figure 4.8: Area in slices for different matrix sizes on an XC3S1000 FPGA

(72)
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4.6 Implementation of SMITH on an ASIC
Conventional FPGAs dispose of several features which can not be used when
implementing a SMITH device. As a consequence, the FPGA can not be utilized
completely for the algorithm presented. Furthermore, the FPGA’s inherent overhead to
maintain its programmability prevents from an optimal and AT efficient design. When
targeting a high-performance matrix solver for medium-sized matrices, a realization as
Application Specific Integrated Circuit (ASIC) which can be tweaked completely to fit
the requirements should be considered.
Since SMITH has been successfully implemented on an FPGA, as a next step its area
consumption as ASIC and expected performance are estimated for different matrix
sizes. For the estimation, necessary drivers and buffers for the high-fanout wires which
are needed in order to implement the global signal network are not taken into account.
Furthermore, the maximum chip size will be limited due to the long data paths which
results in a limitation of the maximum processable matrix dimension on a single ASIC
in conventional technology

4.6.1 Equivalent gate count of basic building blocks
As previously shown, the presented design is extremely simple and does not require
complicated control logic. The matrix cell can be implemented with a few basic gates,
as shown in Figure 4.9. Thus, the area consumption in terms of transistors or equivalent
gates 1 (standard CMOS logic) can be determined pretty accurate.
Remark: Figure 4.9 shows just one example of a working matrix cell which has not
been optimized in terms of gate count. Thus, further reduction of the required gates
should be possible.
Logic type
XOR OR AND NAND NOT SRAM
Equivalent gates
3
3
4
1
1
3
Table 4.4: Equivalent gate count for different CMOS logic cells

As basic building blocks, XORs, ORs, ANDs, NOTs and memory cells are needed. The
essential building blocks of the design are listed in Table 4.4, accompanied by the
required number of gates for the implementation in standard CMOS logic. For a single
element of the matrix, an equivalent of 54 gates is estimated (compare Table 4.5, where
the amount of CMOS logic cells for one matrix element is shown).
Logic type
XOR OR AND NAND NOT SRAM
Quantity per matrix cell
1
4
8
0
4
1
Table 4.5: Amount of CMOS logic cells per matrix element

Figure 4.10 shows an approximation of the total number of equivalent gates depending
on the matrix size. The figure includes an estimated overhead for the control logic.

1

The number of equivalent gates (or gate equivalent) is a convenient measure for circuit complexity. The
physical area of an equivalent gate is defined by the physical area of a NAND gate which corresponds
to 4 transistors in CMOS logic.
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Figure 4.9: Schematic of a matrix cell

Obviously, the total number of gates scales linearly with n2. A manual design of the
circuit for one matrix cell as shown in Figure 4.9 is possible with less than 100
transistors. For comparison, a conventional NVIDIA G70 GPU (GeForce 7800)
accumulates approximately 3·108 transistors (0.11 micron) and an Intel Pentium 4
“Prescott” desktop CPU comprises 1.25·108 transistors. Hence, with current technology
such an architecture for matrices up to a dimension of 1000 (less than 1·108 transistors)
could be implemented on a die size of less than that for a conventional desktop GPU
respectively CPU. Note that power consumption and cooling might become an issue
since in contrast to a conventional processor with cache the whole circuit is active
during computation.
Table 4.6 shows a comparison of transistor count, die area and achieved clock speed of
a selection of currently 1 widely used microprocessors. Interesting remark: The main
increase in transistor count does not result from more logic being integrated on a
processor, but rather from larger caches on the die. An Intel Itanium for example
comprises 25.4 million transistors for actual logic, but 295 million transistors for cache.

1

The Pentium 2 processor from 1997 is mainly listed in order to visualize the progress in microprocessor
technology.
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Chip

Intel Pentium 2
Klamath
Intel Pentium 4
Northwood
Intel Pentium 4
Prescott
AMD Athlon XP
Thoroughbred
AMD Athlon XP
Barton
AMD Athlon 64-FX
Clawhammer
AMD Athlon 64-X2
Toledo
NVIDIA GeForce
6800 Ultra
NVIDIA GeForce
7800 GTX
NVIDIA GeForce
7900 GTX
ATI Radeon X1800
XT
ATI Radeon X1900
XTX

Transistor
count

Die Area

Manufacturing
process

Clock speed

7,500,000

203 mm2

0.35 micron

233-300 MHz

55,000,000

131 mm2

0.13 micron

2400-3400 MHz

125,000,000

112 mm2

0.09 micron

2800-3733 MHz

37,500,000

84 mm2

0.13 micron

1400-2266 MHz

54,300,000

101 mm2

0.13 micron

1833-2200 MHz

106,000,000

193 mm2

0.13 micron

2400-2600 MHz

233,200,000

199 mm2

0.09 micron

2200-2400 MHz

222,000,000

288 mm2

0.13 micron

400 MHz

302,000,000

333 mm2

0.11 micron

430 MHz

278,000,000

196 mm2

0.09 micron

650 MHz

321,000,000

288 mm2

0.09 micron

625 MHz

384,000,000

352 mm2

0.09 micron

650 MHz

Table 4.6: Chip sizes and transistor count

Remark: The number of estimated gates is based upon simple 2-input logic gates.
Hence, further optimization is possible and will result in a lower transistor count. Due to
the regularity and relatively low latency of the design, clock frequencies in the range of
500 MHz up to a few GHz should be feasible.
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Figure 4.10: Estimated equivalent gate count depending on the matrix dimension

4.6.2 Expected performance
The average calculation time in clock cycles is 2·n. Loading the coefficient matrix into
the design takes n clock cycles while the result vector can be read out in a single clock
cycle, resulting in a total of 3·n clock cycles. Thus, loading an LSE of dimension 1000
into a SMITH device, solving it, and reading out the solution could be done in less than
4 μs on average, assuming a clock rate of 1 GHz. Hence, up to 250000 LSEs could be
solved per second, assuming an adequate data input and output rate.
For applications, an integrated pre- and post processing might be of interest in order to
avoid the architecture from running idle. Only a high-speed stream of in- and outputs
can bring out the best performance.
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5. Further applications for SMITH
In addition to the standard application of solving regular LSEs, a SMITH device can be
used for a variety of other purposes, significantly extending its usability range. Most
extensions can be made without any change in the actual design, though slight changes
in order to achieve an increased efficiency 1 are possible. This chapter presents such
extensions, starting with simple ones which require virtually no change to the actual
hardware.
The next step is a slight modification of the architecture which turns a SMITH device
into a highly efficient matrix-by-matrix multiplier.
Finally a way of using SMITH devices as building blocks of an architecture for solving
larger matrix problems by splitting them up into smaller subproblems (recursively)
using Strassen’s algorithm for matrix inversion is shown.

5.1 Solving overdetermined LSEs
In practice, solutions to overdetermined LSEs as defined in Section 2.1.2 must be
computed quite often. To compute a solution to a uniquely solvable overdetermined
LSE using Algorithm 4.4, simply the additional rows must be taken into account in the
definition (and actual implementation) of shiftup and eliminate by replacing n with m
every time it refers to the row count. Starting with the mappings from Equations (56)
and (57), which only deal with the coefficient matrix, this results in the mappings
shiftup : {1,..., m} × {0,1}

(i, ( a ,..., a ) )
T

1

eliminate : {0,1}
⎛ 1
⎜
⎜ a21
⎜
⎜
⎝ am1

a12
a22
am 2

m× n

m

→ {0,1}

a1n ⎞
⎟
a2 n ⎟
⎟
⎟
amn ⎠

m×n

→ {0,1}

m×n

(73)

( a2 ,..., ai , a1 , ai +1 ,..., am )

T

m×n

⎛ a22 ⊕ ( a12 ∧ a21 )
⎜
⎜
⎜ am 2 ⊕ ( a12 ∧ am1 )
⎜⎜
a12
⎝

a2 n ⊕ ( a1n ∧ a21 )
amn ⊕ ( a1n ∧ am1 )
a1n

0⎞
⎟
⎟
0⎟
⎟
1 ⎟⎠

(74)

For Algorithm 4.4 this means that in the k-th iteration the first m − k + 1 rows must be
shifted up and each application of the elimination operation must also involve the
additional rows. Since the coefficient matrix A is no longer a square matrix, it cannot be
required that A is regular. Instead, it is required that

1

I.e., reduced space requirements on the chip or higher processing speed.
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rank ( A ) = n

(75)

Equation (75) basically means that A is an n-dimensional regular matrix extended by
some (m − n) additional linearly dependent rows. Above changes compared to
Algorithm 4.4 are included in Algorithm 5.1 shown below.

Algorithm 5.1: Solving overdetermined LSEs

When solving an overdetermined LSE with coefficient matrix A and right hand side b
which has a unique solution, applying Algorithm 5.1 transforms its coefficient matrix A
and right hand side b to
⎛ O ⎞
⎛ o ⎞
A→⎜
⎟, b → ⎜ ⎟
⎝ x ⎠
⎝ In ⎠

(76)

where In is the n×n identity matrix and the n-bit vector x is the solution to the LSE. O
and o denote the zero matrix respectively the zero vector.
If the LSE does not have a solution, o will not be the zero vector but also have one or
more nonzero elements. Thus, verifying that o is indeed the zero vector after execution
of Algorithm 5.1 provides a simple way of determining if the processed LSE actually
has a unique solution. Deadlock protection as outlined in Section 4.2.5 ensures that also
when dealing with overdetermined LSEs any coefficient matrix can be processed.

5.2 Simultaneously solving an LSE for multiple right
hand sides
Sometimes, solutions to LSEs of the form

A ⋅ xi = bi , 1 ≤ i ≤ c, A ∈ {0,1}

m×n

, x ∈ {0,1} , b ∈ {0,1}
n

m

(77)

have to be calculated for multiple different right hand sides bi and the same m×n
coefficient matrix A. Using Algorithm 5.1 (without modifications), all solutions 1 xi can
be computed in parallel by simply maintaining c passive columns (see Section 4.2.3)
instead of a single one. Clearly, the running time of the algorithm remains the same as
in the case of a single passive column.

1

The algorithm still works if the LSE is not uniquely solvable for some bi.

5.3 Matrix inversion
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Note, that the actual concept never changes, only the concrete implementation regarding
row and column counts. This makes an adaptation for different applications very easy.
In fact, if the m×l matrix with l = n + c provided by the SMITH device is just large
enough, all problems (overdetermined LSEs, regular LSEs, an arbitrary number of right
hand sides) up to this size can be solved in hardware without any change of the device.

5.3 Matrix inversion
Another application for the SMITH device is matrix inversion. Actually, this is what
SMITH always does when solving an LSE, but as the inverse matrix is directly applied
to the right hand side in order to obtain the solution, the corresponding inverse to the
coefficient matrix is usually not output (compare Section 2.2.2).
Matrix inversion can be seen as a special case of solving an LSE for multiple right hand
sides (Section 5.2). The column vectors xi and bi can be considered column vectors of
matrices X and B. Thus, Equation (77) can also be written as

A ⋅ X = B, A ∈ {0,1}

m×n

, X = ( x1 ,..., xc ) , B = ( b1 ,..., bc )

(78)

In the special case m = c = n , Algorithm 4.4 (of course also Algorithm 5.1) can be used
(again without any modifications to the actual algorithm) to compute the inverse of
matrix A, by simply setting B = In.
Since matrix inversion is just a special case of solving an LSE for multiple right hand
sides, the running time is the same again.

5.4 Matrix multiplication
Matrix multiplication is computationally equivalent to matrix inversion. To compute the
product

A ⋅ B = C, A, B, C ∈ {0,1}

n×n

(79)

of two binary n×n matrices over GF(2) using matrix inversion, and thus by exploiting
the SMITH architecture, the following idea can be used. Let the 3n×3n binary matrix D
be defined as follows:
⎛I A 0⎞
⎜
⎟
D = ⎜0 I B⎟
⎜0 0 I ⎟
⎝
⎠

Then it is easy to see that the inverse matrix of D has the following form 1:

1

Since the computations are over GF(2), thus A = −A and B = −B, the sign can be ignored.

(80)
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⎛ I −A A ⋅ B ⎞
⎜
⎟
−B ⎟
D−1 = ⎜ 0 I
⎜0 0
I ⎟⎠
⎝

(81)

Thus, by applying matrix inversion on the matrix D as outlined in Section 5.3, one
obtains a working and quite efficient algorithm for matrix multiplication.
However, if one is willing to slightly modify the architecture, further improvements are
possible. By directly following the definition of matrix-by-matrix multiplication of the
form
C = A⋅B

(82)

where the elements of C are defined as
n

cij = ∑ aik ⋅ bkj

(83)

k =1

and parallelizing the additions, Algorithm 5.2 is obtained. Over GF(2), Equation (83)
looks as follows:
n

cij = ∑ aik ∧ bkj

(84)

k =1

When processing whole rows at once, Equation (84) changes to
n

ci = ∑ aik ∧ bk

(85)

k =1

The computation over the complete matrix consequently is
n

(

C = ∑ a1k ∧ bk ,..., ank ∧ bk
k =1

)

T

(86)

Though Algorithm 5.2 looks slightly different from the previous Algorithm 4.4 for
solving LSEs and executing matrix inversion, just minimal modifications to the
hardware are necessary.

Algorithm 5.2: Parallelized binary matrix multiplication

In comparison to the original approach (see Sections 4.2.1 and 4.2.2) only two simple
changes made:
First, there is no more application of shiftup required during computation.
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Second, the elements of the first row and column during the k-th clock cycle are not
obtained by shifting the coefficient matrix but by loading the k-th row / column of
matrix A respectively B into the design during execution.
The lower right part of the former coefficient matrix (compare Figure 4.1, elements a22
to ann) is initially the zero matrix and holds the product C after computation is done.
Figure 5.1 depicts the accordingly changed grid in order to execute fast
matrix-by-matrix multiplication. Since pivoting is not necessary for multiplication, the
top left element a11 is unused.

bk1
c11

bkn
c1n

ank cn1

cnn

a1k

Figure 5.1: Hardware concept for binary matrix multiplication

The running time for binary matrix-by-matrix multiplication is n which includes loading
the k-th row vector of B and the k-th column vector of A in each iteration. The space
complexity of the algorithm is O(n2).

5.5 Solving large matrix problems
In theory, it would be possible to build a SMITH device as large as necessary to solve
matrices of any desired size (provided, a sufficient amount of money is available).
However, in practice there are certain physical barriers which cannot be passed. When
the circuit gets larger, not only power consumption and heat dissipation become an
issue. When the macroscopic size of the die increases, this results in the signal runtime
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also becoming higher due to the higher wire length 1. Another problem is the crosstalk of
adjacent wires. Basically, there are three ways of overcoming these problems:
a) Use of other technologies to realize the hardware
b) Modification of the hardware design to avoid long wires
c) Breaking down the problem size of the original task, so smaller hardware
suffices
This section presents a strategy to break down the problem size by invoking Strassen’s
matrix inversion algorithm to split down the coefficient matrix of a larger LSE into four
smaller ones which can consequently be processed on smaller hardware.
We will get back to option a) in Chapter 6 when discussing the potential advantages of
using optical circuits instead of conventional semiconductor technology for building the
SMITH device. A short outlook on option b) is given in Chapter 7.

5.5.1 Breaking down large LSEs by means of Strassen’s
algorithm
In 1969, Strassen discovered a set of formulas which allows matrix-by-matrix
multiplications with a reduced amount of individual multiplications (7 instead of 8)
traded for an increased number of additions and subtractions. Additionally, using
Strassen’s algorithm, large problem can be recursively broken down into smaller ones
by following Equations (87) to (89) [Stra69].
⎛ A11
⎜
⎝ A 21

A12 ⎞ ⎛ B11 B12 ⎞ ⎛ C11 C12 ⎞
⎟⋅⎜
⎟=⎜
⎟
A 22 ⎠ ⎝ B 21 B 22 ⎠ ⎝ C21 C22 ⎠

(87)

Q1 = ( A11 + A 22 ) ⋅ ( B11 + B 22 )
Q 2 = ( A 21 + A 22 ) ⋅ B11
Q3 = A11 ⋅ ( B12 − B 22 )
Q 4 = A 22 ⋅ ( −B11 + B 21 )

(88)

Q5 = ( A11 + A12 ) ⋅ B 22
Q 6 = ( − A11 + A 21 ) ⋅ ( B11 + B12 )
Q 7 = ( A12 − A 22 ) ⋅ ( B 21 + B 22 )

C11 = Q1 + Q 4 − Q5 + Q 7
C21 = Q 2 + Q 4
C12 = Q3 + Q5

(89)

C22 = Q1 + Q3 − Q 2 + Q 6

1

Note, that large physical dimensions of a chip do not necessarily result in long wires. If only physically
adjacent circuits need to communicate, wires can be kept short and signal runtime fast. However,
since the design of SMITH requires some global signals which need to propagate over the complete
die, one has to deal with this issue.
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Based on above formulae for matrix-by-matrix multiplication, Strassen also derived an
algorithm for matrix inversion which is shown below.

⎛ A11
⎜
⎝ A 21

−1

A12 ⎞
⎛ C11 C12 ⎞
⎟ =⎜
⎟
A 22 ⎠
⎝ C21 C22 ⎠

(90)

−1
R1 = A11

R 2 = A 21 ⋅ R1
R 3 = R1 ⋅ A12
R 4 = A 21 ⋅ R 3
R 5 = R 4 − A 22
R 6 = R 5−1

(91)

C12 = R 3 ⋅ R 6
C21 = R 6 ⋅ R 2
R 7 = R 3 ⋅ C21
C11 = R1 − R 7
C22 = − R 6
Note, that for matrices over GF(2), the necessary operations even become considerably
simpler: All additions and subtractions can be replaced by a simple XOR. Furthermore
the algebraic sign of the matrices is irrelevant.
As a result, large systems of linear equations, large matrix inversion problems and large
matrix multiplication problems can be split into smaller subproblems using Strassen’s
algorithms for matrix inversion and matrix multiplication recursively. As the optimal
minimum splitting size is achieved, the hardware algorithms for inversion (compare
Section 5.3) and multiplication (compare Section 5.4) are to be applied.
An alternative to splitting the multiplications by means of Strassen’s algorithm is
splitting them the straightforward way as given by Equation (93).
⎛ A11
⎜
⎝ A 21

A12 ⎞ ⎛ B11 B12 ⎞ ⎛ C11 C12 ⎞
⎟⋅⎜
⎟=⎜
⎟
A 22 ⎠ ⎝ B 21 B 22 ⎠ ⎝ C21 C22 ⎠

(92)

C11 = A11 ⋅ B11 + A12 ⋅ B 21
C12 = A11 ⋅ B12 + A12 ⋅ B 22
C21 = A 21 ⋅ B11 + A 22 ⋅ B 21

(93)

C22 = A 21 ⋅ B12 + A 22 ⋅ B 22
Matrix-by-matrix multiplication on a SMITH device is as fast as a row-wise XOR sum
of two matrices. However, the result has to be read out of the device, which takes an
additional n clock cycles.
The straightforward approach for splitting matrix-by-matrix multiplications needs fewer
operations in total than Strassen’s algorithm (but one more multiplication, i.e., one
additional SMITH Multiply device) and allows trading chip area for speed (compare
Section 5.5.1.2).
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On the other hand, the area complexity of a SMITH Multiply device is higher than the
area complexity of a simple XOR adder for one matrix row. Another advantage of the
adder is that each resulting row can immediately be retrieved, in contrast to the
multiplier where the first row of the result is not ready until computation is complete.
Thus, the characteristics of both approaches have to be evaluated carefully in order to
make a suitable choice. This will be discussed in Section 5.5.1.1.

5.5.1.1 Strassen’s algorithm executed by SMITH devices
In addition to sufficiently fast buses, three basic hardware components are needed to
carry out the three basic operations which occur when executing Strassen’s algorithm
for matrix inversion. Inverting a 2n×2n matrix over GF(2) in order to solve the
corresponding LSE requires the following computations:

•
•
•

n×n matrix inversion Æ SMITH device
n×n matrix-by-matrix multiplication Æ SMITH device
n×n matrix-to-matrix addition Æ XOR gates

The characteristics of the SMITH devices for matrix inversion and matrix-by-matrix
multiplication have already been evaluated in Sections 5.3 and 5.4.
The array of XOR gates for matrix-to-matrix addition simply needs n XOR gates and
can add two n×n matrices within n clock cycles by executing a row-wise XOR on the
input matrices.
In the following, an architecture for executing Strassen’s algorithm for matrix inversion,
consisting of above three basic building blocks, is discussed. The internal bus structure,
which connects these basic building blocks, must be capable of transferring n bits per
clock cycle.
Table 5.1 lists the specifications of the different hardware devices for executing the
basic operations. Note that the time given is given for the devices operating in a
pipelined manner. This means that not the clock cycles needed for loading a complete
matrix, finishing computation and then unloading a complete matrix is given, but rather
the delay in clock cycles caused by the specific device being inserted into the data flow,
i.e., the time from loading the first row of the input matrix until the first row of the
result matrix is ready for readout. A short derivation of this delay is given below.
S M I T H I n v e r t : A preload phase of n clock cycles until the complete input matrix
is stored within the SMITH device is necessary before computation can start. After an
average of 2·n clock cycles the computation phase is complete and the first row of the
result matrix can be read out.
S M I T H M u l t i p l y : Computation can immediately start when the first vectors of
the input matrices are stored in the device which means that there is no preloading
phase. After n clock cycles of computation the result matrix is ready for readout.
X O R : As for multiplication, computation occurs parallel to loading the vectors of the
input matrices. In addition every clock cycle of the computation phase yields a complete
row of the result matrix which means that matrix addition causes a fixed delay of one
clock cycle in the data flow.
Matrix operation
Device
Area Time (Pipelined mode)
Inversion
SMITH Invert
2·n2
3·n
2
Multiplication SMITH Multiply n
n
Addition
XOR array
1
n
Table 5.1: Specifications of basic building blocks for split matrix inversion
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Figure 5.2: Schematic of SMITH SplitInvert device
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A complete architecture for executing Strassen’s algorithm for matrix inversion (for
sake of simplicity referred to as “SMITH SplitInvert” in the following) can then be
implemented as depicted in Figure 5.2.
With the data given in Table 5.1, the total chip area and processing time for 2n×2n
matrices using only n×n SMITH devices and XOR arrays as building blocks can be
estimated (neglecting the cost for the bus system). A SMITH SplitInvert architecture
comprises

•
•
•

2 SMITH Invert devices
6 SMITH Multiply devices
2 XOR arrays

The longest data path within the SMITH SplitInvert architecture, which determines the
total processing time, passes 2 SMITH Inverters, 4 SMITH Multipliers and 2 XOR
arrays resulting in a total processing time of
2 ⋅ ( 3 ⋅ n ) + 4 ⋅ n + 2 ⋅1 + n = 11⋅ n + 2 ≈ 11 ⋅ n

(94)

where the additional n clock cycles are accounted for the complete readout of the last
partial result. Remark: The cost for multiplying the obtained inverse of the coefficient
matrix with the right hand side of the LSE in order to obtain the solution is also
neglected here.
The total area of all chips is
2 ⋅ ( 2 ⋅ n 2 ) + 6 ⋅ n 2 + 2 ⋅ n = 10 ⋅ n 2 + 2 ⋅ n ≈ 10 ⋅ n 2

(95)

These numbers are to be compared with a single chip SMITH device for solving a
2n×2n LSE. Table 5.2 shows the total area occupied by all chips of a SMITH SplitInvert
compared to the area of the original single chip SMITH device along with the respective
processing time for 2n×2n matrices.
Device
Total area Processing time
Single Chip SMITH
4·n2
6·n
SMITH SplitInvert
10·n2
11·n
Table 5.2: Comparison of single chip SMITH and SMITH SplitInvert

Obviously, a single chip SMITH device supersedes the SMITH SplitInvert architecture
both in terms of area and time by a factor of roughly two.
However, as it is impossible to build arbitrarily large chips, using the splitting approach
for breaking down the problem size provides a useful alternative when encountering
LSEs which are too large to fit into a single SMITH device.

5.5.1.2 Split matrix multiplication executed by SMITH devices
In order to recursively apply Strassen’s algorithm for matrix inversion, in addition to
hardware for split matrix inversion also hardware for split matrix-by-matrix
multiplication is needed. Such an architecture can implement either the straightforward
way for splitting or using Strassen’s algorithm for matrix multiplication.
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First, splitting the straightforward way is discussed. An architecture which consists only
of SMITH devices for executing the basic operations given by Equation (93) is shown
in Figure 5.3.
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XOR

SMITH
Multiply

SMITH
Multiply

XOR

SMITH
Multiply

SMITH
Multiply

SMITH
Multiply

XOR

SMITH
Multiply

XOR

C11 C12
C21 C22
Figure 5.3: Schematic of split matrix multiplication (straightforward)

In the following, a performance analysis similar to the one for the SMITH SplitInvert
architecture will be given. The basic n-dimensional building blocks for processing
2n×2n matrices are

•
•

8 SMITH Multiply devices
4 XOR arrays

The longest data path within the architecture passes one multiplier and one XOR array,
resulting in a total processing time of
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1 ⋅ n + 1 ⋅1 + n = 2 ⋅ n + 1 ≈ 2 ⋅ n

(96)

8 ⋅ n2 + 4 ⋅ n ≈ 8 ⋅ n2

(97)

while the total chip area is

Remark: The data flow can also be serialized, resulting in a lower number of needed
chips traded for an increase in processing time. When only one pipeline for submatrix
multiplication is implemented, only two SMITH Multiply devices and one XOR array
are needed. Computation of the product of two 2n×2n matrices then takes 8·n clock
cycles.
An overview and comparison of processing times and total chip areas for different
numbers of multiplication pipelines is given in Table 5.3.
The final variant to be discussed is splitting matrix multiplication using Strassen’s
algorithm. The schematic of a hardware architecture which implements this approach is
depicted in Figure 5.4.
Obviously, the longest data path passes one multiplier and three XOR arrays which
results in a total processing time of 2·n as shown below.
1 ⋅ n + 3 ⋅1 + n = 2 ⋅ n + 3 ≈ 2 ⋅ n

(98)

As there are 7 SMITH Multiply devices and 18 XOR arrays needed in total, the overall
chip area is:
7 ⋅ n 2 + 18 ⋅ n ≈ 7 ⋅ n 2

(99)

Table 5.3 shows a comparison of a single chip solution (SMITH Multiply) for 2n×2n
matrix-by-matrix multiplication with split matrix multiplication using Strassen’s
algorithm and three differently parallelized variants of straightforward split
matrix-by-matrix multiplication.
Device
Total area Processing time
Split multiplication (4 pipes)
8·n2
2·n
2
Split multiplication (2 pipes)
4·n
4·n
Split multiplication (1 pipe)
2·n2
8·n
2
Split multiplication (Strassen)
7·n
2·n
2
Single chip SMITH Multiply
4·n
4·n
Table 5.3: Comparison of hardware architectures for split matrix multiplication

Obviously, implementing Strassen’s algorithm for matrix multiplication yields the best
value for the area-time product.
Yet, the serialized implementations (two pipes and single pipe) of straightforward split
matrix multiplication can be useful in cases where device area is very limited, since they
allow an easy trade of device area for execution speed.
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Figure 5.4: Schematic of split matrix multiplication (Strassen's algorithm)
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5.6 Pipelining strategies
With an n-bit wide bus the loading phase for an n-dimensional matrix takes n clock
cycles plus an additional clock cycle for each right hand side. The readout again takes
one clock cycle per right hand side of the LSE to be solved. This means that the time
needed for I/O is almost as much as needed for the actual computation. Consequently, it
is desirable to already preload the next matrix while computations on the currently
processed matrix are executed.
In order to achieve improved performance when solving many LSEs on a single SMITH
device, one can exploit the fact that once a column has undergone column elimination it
does not have to be kept in memory anymore 1. Instead of keeping these columns, it is
possible to load a new column of the matrix which will be processed next, each time a
column elimination is executed on the current matrix. With this approach, solving the
current matrix and loading the next matrix could be done simultaneously.
However, there are some potential caveats to take care of: It has to be ensured that
neither row permutations nor XOR operations can corrupt the columns of the partially
loaded new matrix. This can for example be achieved with a flag similar to the already
implemented used-flag protecting the rightmost columns. In fact, the already
implemented used-flag can easily be reused for this purpose by protecting not only the
last k rows but also the last k columns after the k-th elimination step.
Another point that has to be taken care of is the fact that during an eliminate operation
the matrix columns are not only shifted to the left, but also cyclically up. This can be
solved by correspondingly shifting the matrix columns before loading them into the
architecture.

1

However, in case it is not sufficient to just detect an LSE which does not have a unique solution, but it is
necessary to also distinguish whether no solution exists or there is a solution manifold, the processed
coefficient matrix has to be preserved.

75

6. Optical digital signal processing
A SMITH device realized with conventional semiconductor technology already yields
exceptionally good performance. However, due to physical limitations, the size which
can be realized with conventional semiconductors is limited. In addition,
complementary metal oxide semiconductor (CMOS) technology will sooner or later hit
its physical hard limits [Leb06]. This motivates the study of alternative technologies for
implementing a SMITH device.
A promising approach is replacing parts of the architecture with optical elements. The
advantages of optical components and how their use in computing is supposed to yield
an improvement will be discussed in Section 6.1. The basic elements of a SMITH
device which can be realized either way are

•
•
•

Storage
Calculation (XOR)
Signal transmission

Section 6.2 gives an overview on the current state of research for both CMOS
technology and optical computing with special focus on the limitations of currently
available electron-based technology and how optical implementations are supposed to
overcome them.
The next larger part of this chapter (Sections 6.3-6.5) presents a variety of ways to
implement aforementioned basic elements in optics. Here, only the basic functioning of
such alternatives to conventional semiconductor technology is presented. Section 6.6
then discusses their suitability for the concrete case of building a SMITH device.

6.1 Advantages of optical components
The purpose of this section is to give an outline on the potential advantages of optical
computing (and how optical computing and suitable optical components are supposed to
work) before going into detail in the subsequent sections.
In optical computing, photons replace electrons as information carriers. Photons are the
fastest possible way of transmitting information. In vacuum, they travel literally at the
speed of light (c = 299792458 m/s). Note, that this value is exact, and the length of a
meter has been defined to be the distance light travels in vacuum in 1/299792458 of a
second. The speed of light traveling through media is slower than vacuum light speed
and depends on the refractive index of the medium, though. In contrast to electrons,

76

6. Optical digital signal processing

photons do not carry electric charge. Thus, there is no Coulomb force between photons
and they are not influenced by electromagnetic interference from external fields 1.
Transmitting signals with photons instead of electrons has several advantages. Different
optical signals can travel over the same or adjacent waveguides with essentially no
interference or crosstalk. Multiplexing different channels with different wavelengths
into one fiber is easy and provides high bandwidth (several ten gigabits per second) as
well as large transmission distances (as for example already used for providing
transoceanic telecommunication).
When compared to electric interconnects, the use of optics for on-chip, chip-to-chip and
board-to-board interconnects of a computer provides the following advantages [Fey99].

•
•
•
•
•
•
•
•

Reduced to virtually no crosstalk of adjacent optical channels allows high
densities of interconnects.
Increased number of interconnects on the same area allows increased overall
bandwidth.
Can allow elimination or reduction of global wires, which again provides more
area for logic gates.
Low signal dispersion.
Low signal distortion.
High resistance against electromagnetic interference.
Reduced signal and clock skew.
Allows three dimensional interconnect of adjacent PCB layers in contrast to
conventional two dimensional computer layouts.

However, the overall speed of a hybrid system where optical interconnects are
implemented together with conventional CMOS logic is always limited to the speed of
the CMOS logic components [Fey99]. Thus, the optimal (but unfortunately neither
currently nor in the near future available) solution would be an all-optical computer.

6.2 Current state of research
It has to be noted that, though very promising, optical computing in its current state is
highly experimental and most approaches still have open issues (i.e., reliability and high
power consumption) to be resolved until they can be industrially deployed.
In the following, the current state of research and fundamental limitations of CMOS
technology are presented. Then, it will be discussed how optical computing is supposed
to overcome the limitations of conventional electronic computing, what is already
possible with optical technology and what is expected to be possible in the future.

6.2.1 CMOS technology
This section presents the current state of research in CMOS technology, its current
limitations and physical hard limits along with a short introduction to semiconductor
technology.

1

Photons are influenced by gravity, though. However, this effect is irrelevant when discussing optical
computing.
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The first transistor (bipolar junction transistor, BJT) was built by Bardeen, Brattain and
Shockley (Bell Labs) in 1947 and was a relatively large device (see Figure 6.1). They
were awarded the Nobel Prize in physics “for their researches on semiconductors and
their discovery of the transistor effect” in 1956.

Figure 6.1: First transistor (Replica, source: Bell Labs)

In 1958, the first integrated circuit (IC) was built by Jack Kilby. For this achievement he
was awarded half of the Nobel Prize in physics in 2000 “for his part in the invention of
the integrated circuit”. The other half of the prize was awarded to Zhores I. Alferov and
Herbert Krömer “for basic work on information and communication technology” in
particular “for developing semiconductor heterostructures used in high-speed- and
opto-electronics”.
Current integrated circuits are usually realized in CMOS technology. CMOS logic was
invented in 1963 by Wanlass and Sah at Fairchild Semiconductor. The switching
element is a field effect transistor (FET) which has the advantage over a bipolar
junction transistor that power is only consumed when switching between on and off
states which allows high integration densities. Both n-type and p-type MOSFETs are
used to implement logic gates. Figure 6.2 shows an n-type MOSFET for reference. At
this point it is only important to note that the density of charge carriers (electrons or
holes) in the semiconductor can be modified by applying voltage to the gate electrode.
With an appropriate positive or negative voltage either a depletion zone or a conducting
channel is created in the semiconductor directly under the gate oxide. This allows to
control the flow of current between source and drain. Note, that in practice source and
body are usually connected. For a more detailed discussion of FETs see for example
[Dem00].
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Figure 6.2: Schematic diagram of an n-type MOSFET

Since the invention of the IC, the number of transistors on a single chip continuously
increased, closely following Moore’s law which predicted that the amount of transistors
on a chip will grow exponentially [Moo65]. After Gordon E. Moore made this statement
in 1965, it has proven to be true until now. Currently, microprocessors with more than
500,000,000 transistors and features as thin as five atomic layers are produced [Int05].
Moore expects his prediction to be valid for at least ten more years: “Another decade is
probably straightforward... There is certainly no end to creativity” (Gordon Moore, Intel
Chairman Emeritus of the Board Speaking of extending Moore's Law at the
International Solid-State Circuits Conference (ISSCC), February 2003).
However, it is clear that, at least without a significant change in technology, this trend
can not continue infinitely.

6.2.1.1 Physical hard limits of integration density
[Zhi03] gives an evaluation of the hard limits regarding integration density based on a
simple physical model. According to the Shannon-von Neumann-Landauer bound, the
smallest amount ESNL of energy required to process a bit of information is given by
ESNL = k B ⋅ T ⋅ ln 2 = 0.017eV , T = 300K

(100)

where kB = 8.617·10-5eV·K-1 is the Boltzmann constant. With Heisenberg’s uncertainty
relations for momentum-position uncertainty

Δx ⋅ Δp ≥

(101)

ΔE ⋅ Δt ≥

(102)

and analog for time-energy uncertainty

the minimum possible size of a computational element operating at ESNL can be derived:
xmin =

Δp

=

2 ⋅ me ⋅ ESNL

= 1,5nm

(103)

Currently, the manufacturing process for standard microchips, e.g., desktop CPUs, is
already at 90nm. In addition, with the energy-time uncertainty, the minimal switching
time can be estimated.
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tmin =

ΔE

=

ESNL

= 0.04ps
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(104)

A hypothetical chip packaged at maximum integration density of
nmax =

1
2
xmin

= 4.7 ⋅1013 ⋅ cm −2

(105)

would then have a power dissipation of
P=

nmax ⋅ ESNL
= 3.7 ⋅106 W ⋅ cm −2
tmin

(106)

which is impossible to cool. For comparison: Current microprocessors have a power
dissipation of roughly 102W·cm-2.

6.2.1.2 Current limitations
In addition to the physical hard limits discussed in the previous section, which do not
impose actual limitations on current systems, but are more relevant for future
improvements, CMOS technology has certain characteristics which particularly limit
the feasible size of an implementation of a SMITH device as an ASIC.
By design, a SMITH device requires several long wires across the whole chip (add,
col_add, row_add). However, as the length of a wire directly affects signal runtime,
this consequently limits the maximum wire length if a certain signal runtime must not
be exceeded, which again is required in order to achieve a certain clock speed. A clock
speed of 1000MHz for example results in 1ns time for one clock cycle to complete.
Obviously, signal runtime must be shorter than clock cycle length.
The effects of long wires on a chip on signal runtime have been estimated in [Fey99].
For a 50pF capacity to be driven via a 20mm long, 1µm wide line, [Fey99] has
calculated a signal runtime
tline = R ⋅ C ⋅

l2
2

(107)

of 25ns. This alone would limit achievable clock speed to less than 40MHz. However,
runtime can be decreased by using wider wires. The same calculation for a 10mm long,
20µm wide wire and otherwise unchanged data results in a signal runtime of roughly
0.6ns. The drawback of wider wires is of course the increase of required space for signal
transmission which decreases the available space for computing logic. Applying above
calculation to the concrete case of a SMITH device demonstrates its relevance. As an
example a SMITH device for 1000×1000 matrices realized on a square die of 1cm2 area
is considered. Thus, if the desired clock speed is 1GHz, the delay caused by the 10mm
long wires must not exceed 1ns. Above estimation then yields a wire width of 10µm.
1000 such wires directly adjacent without any space between them would have an
overall width of 10mm. This means that just the wiring for one sort of signals covers the
complete chip surface.
Another potential problem directly related to long wiring is clock skew, i.e., time shifted
arrival of the clock signal at different locations on a chip caused by different signal
runtimes.
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Pin limitation is the next issue to discuss. When the number of logic gates increases, the
number of external signal connections also has to increase in order to provide sufficient
input and output to and from the logic block. This relationship between the number of
gates and the number of pins can be described by Rent’s rule, an empirical formula
discovered by Rent in the 1960s [Lan71].

P = k ⋅ Gr

(108)

Rent’s rule is shown in Equation (108), where P is the number of external signal
connections (pins) and G is the number of logic gates on the chip. The constant factor k
and the Rent’s exponent r are empirically derived, architecture dependent values. The
increase of required communication bandwidth with increasing gate count is closely
related to the so called von-Neumann-bottleneck. The term von-Neumann-bottleneck
describes a problem arising from separation of CPU and memory, namely the relatively
small throughput of the processor-memory interface compared to the total amount of
memory [Bac77]. In modern architectures the same is true for the relation of
processor-memory throughput and the effective processing speed of the chip.
As a result from faster and larger circuits which provide more and more processing
power, bandwidth demands on the external connections of the chip also grow. Higher
bandwidth can be provided by either increasing clock speed of the link, which is
naturally limited since external connections face the same limitations as the above
discussed long wires on a chip. Another means of providing higher bandwidth is by
increasing the number of pins. However, the pin count is limited simply by the physical
space available for external connections.
Another class of problems results from physical effects due to extreme miniaturization
of the chip layout.

•
•
•
•
•
•

Dielectric breakdown: Caused by too high electrical field strength between gate
and substrate. The result is destruction of the transistor.
Hot carriers: Impact ionization in the channel between source and drain can
cause transistor malfunction (latch-up) and possibly even result in its destruction
due to overcurrent.
Short channel effect: Due to decreased gate length the area under the depletion
zone of a MOSFET in off state may become short enough to be a conducting
path. This results in subthreshold leakage between source and drain.
Tunneling effect: Thinner gate oxides lead to increased leakage caused by
tunneling current between gate and channel.
Crosstalk: Undesired interference of nearby signals, usually caused by
capacitive coupling of adjacent wires.
Thermal noise: Noise generated by thermal agitation of charge carriers
(Johnson-Nyquist noise) increases with decreasing characteristic capacitance
and may cause false bit-flips when above switching threshold voltage.

Not all of these effects necessarily render a chip unusable or destroy it immediately but
they do have a negative impact on circuit reliability [Abd00] and impose physical hard
limits on miniaturization [Kis02].
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In contrast to traditional semiconductor technology, where current implementations
already seem to come close to the hard limits imposed by the laws of physics, optical
computing is at its very beginning.
Pure optical signal transmission and optical storage are already well researched and
widely used. Well known examples are optical lines used for telecommunication or
fiber channel Ethernet, which can be obtained for home use. Optical storage media such
as CDs, DVDs or magneto-optical media (like Sony’s MiniDisc, which is used in
portable music players) are also widely used. However, when it comes to actual optical
computing, not many devices other than prototypes for demonstration purposes are
available. In fact, the only complete solution known to the author is the EnLight256
optical digital signal processor (ODSP) made by Lenslet. Its optical core consisting of a
256 element wide array of laser sources, a spatial light modulator 1 based on a 256×256
matrix of multiple quantum well modulators and a 256 element wide detector array. The
components have a precision of 8 bit. With this configuration, the EnLight256 computes
the matrix-by-vector product of a 256×256 matrix and a 256 dimensional vector, each
having 8 bit wide elements, within one 8ns lasting clock cycle [En256]. The
EnLight256 ODSP is an example for a hybrid architecture which does analogue
computing. The array of light sources (horizontal) is projected on the spatial light
modulator so that each light source illuminates one column of the matrix. Each row in
turn is projected on one photo detector of the detector array which results in an optical
summation of the light output of the corresponding row elements. This configuration is
shown in Figure 6.3.

Figure 6.3: Optical matrix-by-vector multiplication (Source: Lenslet)

Obviously, the resulting intensity yi at each photo detector can be expressed as

1

A spatial light modulator is an optical element which modifies phase, propagation direction, amplitude
or intensity of a two dimensional wavefront as a function of both time and location.
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255

yi = ∑ x j ⋅ aij

(109)

j =1

where xj are the intensities of each light source and aij the transparencies of each
element of the spatial light modulator. Thus, an optical, completely parallelized
matrix-by-vector multiplication is executed. The additional logic of the device is
electron-based, though. When categorizing the different ways optical components are
used for computing related applications, one can observe three levels of integration.

•
•
•

Optical signal transmission and storage
Electro-optic (hybrid) devices
All-optical computing

Optical signal transmission is already quite well researched and widely deployed, at
least for medium to long distances (several meters to several thousand kilometers). For
this application transceiver size is not as critical as for on-chip connections. In order to
successfully replace electrical on-chip connections with optical interconnects, power
consumption, size and efficiency of both light sources and photo detectors have to be
improved. Optical storage is in a similar situation. Optical mass storage, especially in
disc format, is also quite advanced. Many possibilities for research in the field of optical
storage are improvement of speed and storage density and development of new storage
methods like for example three dimensional storage devices.
Hybrid devices and electro-optic switches which are sufficiently small to compete
with electronic VLSI 1 are not yet widely available. They combine optical components
with electron-based logic either for fast signal transmission or computing purposes.
With the EnLight256 ODSP which was discussed above, an example for this category
(the spatial light modulator of the device is an electro-optic switch) exists.
The first components suitable for building all-optical computers do exist already and
indeed work very fast, but they are still very large and consume lots of power. Thus,
there is still lots of research needed until a real all-optical computer can be built from
such components.

6.2.3 All-optical switches
The most important component of every computer is basically a simple switch which
can be either in state on or off. Transistors are the switches in electronic computers. An
optical computer needs a corresponding component, namely an optical switch. A very
important property of such a switch is that its output can be used as input for other
switches. This is trivial for the case of electronic switching with transistors, but
considerably more difficult when beams of light have to be switched. Currently, two
approaches for all-optical switches exist. One is based on interference, the other on
nonlinear optics. Here, just the basic ideas of both approaches will be discussed.

1

Very large scale integration. Integration is a measure for the number of elements integrated into a single
circuit. Texas Instruments’ definition of VLSI in 1976 was 1000 equivalent gates. Nowadays
interpretations differ a lot, but a magnitude of 105 transistors is common. ULSI (ultra large scale
integration) starts with 106 elements integrated on one chip.
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6.2.3.1 Switching based on interference effects
When two (or more) waves superimpose, they interfere. A stable interference pattern
can be observed if the waves have a constant phase difference at the point of
observation. In order to exhibit interference, the interfering waves have to be coherent.
Figure 6.4 shows the interference of two monochromatic waves with the same
amplitude and a constant phase difference. On the left, the waves are in phase, which
results in constructive interference upon superposition. To the right of the figure, the
waves are π out of phase so they cancel out. This is called destructive interference. Of
course, any other phase difference is possible, too.

Figure 6.4: Constructive and destructive interference of sine waves

A well known demonstration of interference of light is Thomas Young’s double slit
experiment [You04]. The experimental setup of a double slit experiment along with a
magnification which shows the relevant measures is shown in Figure 6.5. It consists of
two slits, S1 and S2, and a screen. Coherent light is projected on the slits and diffracted
through them on the screen where the resulting interference pattern can be observed.
Note, that the right angle triangle shown in the magnified view is just an approximation
which is possible because the distance l of the double slit to the screen is considerably
larger than the distance d of the slits.
Remark: The original experiment, as it was demonstrated to the Royal Society of
London by Thomas Young in the beginning of the 19th century, was done without an
actual double slit. Instead, sunlight was reflected from the outside through a pinhole,
resulting in a narrow beam of light. The beam was separated into two slivers by placing
a card edgewise within the beam. This results in two distinct rays of sunlight passing on
both sides of the card which interfere and show a stable two-beam interference pattern
on the screen.
This setup is so simple that it can be easily reproduced at home with a standard laser
pointer and a white wall to project the interference pattern on. The easiest way to obtain
an interference pattern is to bring a single hair into the laser beam. Carried out in this
manner, the experiment is even very close to the historical experiment as it was
demonstrated by Thomas Young.
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In order to simplify discussion of how the interference pattern emerges, we will assume
that the double slit experiment is carried out as depicted in Figure 6.5 with the two slits
being irradiated by monochromatic laser light from a single laser source.

Figure 6.5: Double slit diffraction [Tip00]

When only one slit is open, a single peak from the light passing through it is observed
on the screen. When both slits are open, an interference pattern is observed. According
to Huygens’ principle, each slit can be interpreted as source of a spherical wave. In this
case, the two waves emanating from the slits S1 and S2 superimpose as shown in Figure
6.6.

Figure 6.6: Huygens wavelets emanating from two slits

The path lengths differ by d ⋅ sin θ (compare Figure 6.5). For constructive interference,
the path difference must be a multiple of the wavelength λ, so the waves are in phase
again. Analogously, destructive interference occurs when the path difference is an
uneven multiple of λ/2, so the two waves are π out of phase. With this information, it is
easy to calculate the angles, in which maxima and minima will be observed.
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Interference based optical switching uses constructive and destructive interference to
implement logic functions. Obviously, the pattern on the screen differs depending on
the state of the light sources (e.g., whether a slit is covered in the case of the double slit
experiment) which represents two Boolean inputs. The light intensity at some point of
the interference pattern is the output. For example, a location of destructive interference
can resemble an XOR gate: If no light source is on, output is low (no light). If either
light source is on, the intensity is greater than zero, so the output is high. With both light
sources on, the output will be low due to destructive interference.
A device called “photonic transistor” based on this principle has been developed at the
Rocky Mountain Research Center and has been patented in 1992 (United States Patent
5,093,802).

6.2.3.2 Switching based on nonlinear optical (NLO) effects
When light is sent through nonlinear media, the polarization does not respond linearly
to the electric field of the light, thus its optical properties depend on the intensity of the
light. In linear optics, refraction index and absorption are a function of the wavelength
of the light, but not its intensity. Though all materials are essentially nonlinear, they can
usually be considered linear unless dealing with very high intensities, such as provided
by lasers.
Let us first recall the classical 1 model of electromagnetic waves traversing a medium.
The electric field of a propagating electromagnetic wave causes forced harmonic
oscillations of the electrons in the medium. These oscillating dipoles themselves emit
electromagnetic waves (secondary waves) with the same frequency as the exciting wave
(primary wave), but slightly retarded (compare [Dem02]). Because of the phase delay of
the secondary waves, the resulting wave from the superposition of primary and
secondary waves is also delayed. This means the speed c’ of an electromagnetic wave is
slower than the speed of light c in vacuum. How much a wave in a certain medium is
slowed down, is determined by its refractive index. Note that the refractive index is a
complex number whose imaginary part determines absorption. Usually only transparent
media with low absorption is considered, thus the imaginary part can be neglected.
However, one should not forget that what is commonly referred to as “refractive index”
is actually the real part of the complex refractive index.
c '(λ ) =

1

c

n (λ )

(112)

The accurate interpretation of emission and absorption of electromagnetic waves in matter requires a
quantum theoretical model. However, in order to describe the physical effects which can occur when
electromagnetic waves propagate through matter, a classical model is perfectly sufficient.
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The refractive index n is also a function of the wavelength λ so the speed of
electromagnetic waves propagating through matter depends on its wavelength
(dispersion). For a more theoretical approach to this topic, the reader is referred to the
detailed discussion of wave equations solving the source-free Maxwell’s equations as
found in for example [Fli00].
At this point, it is useful to introduce the optical path length since it depends on the
refractive index.
L = ∫ n ( s ) ds, L = n ⋅ s for n constant

(113)

When an electromagnetic wave travels a distance s through a medium with refractive
index n, the wave behaves exactly as if it traveled a physical distance of optical path
length L through vacuum.
Sufficiently high light intensities cause anharmonic dipole oscillations and the
polarization of the medium to respond nonlinearly to the electric field. A theoretical
derivation is again possible by solving Maxwell’s equations. In the nonlinear case, the
polarization P is usually given by a Taylor series in the electric field E where χ(n) is the
n-th order optical susceptibility of the medium and is an n-th rank tensor.

P ( t ) = χ (1) ⋅ E ( t ) + χ ( 2) ⋅ E2 ( t ) + χ (3) ⋅ E3 ( t ) + ...
= P (1) ( t ) + P ( 2 ) ( t ) + P ( 3) ( t ) + ...

(114)

Different physical phenomena result from nonlinear response of the polarization to the
electric field and are distinct for second-order polarization and third-order polarization.
For example, frequency doubling (second harmonic generation), an effect which is
widely used for generating laser pointers which emit green light, results from
second-order nonlinear polarization. The optical Kerr effect, which is an intensity
dependent change in refractive index, results from third-order nonlinear polarization.
For further details on the optical Kerr effect see for example [Boy03].
An all-optical switch based on nonlinear optical effects can be built by placing a
nonlinear medium inside of a Fabry-Perot interferometer. The Fabry-Perot
interferometer (also called Fabry-Perot resonator or etalon) was invented by Charles
Fabry and Alfred Pérot in 1897 and basically consists of two parallel highly reflective
mirrors which form an optical resonator or cavity (compare Figure 6.7). Neglecting
absorption, the transmitted intensity depends on whether the interference of the
reflected light between the mirrors is constructive or destructive. If the reflected beams
inside the interferometer are in phase, they interfere constructively which results in high
transmission. The case of constructive interference is depicted in Figure 6.7.
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Figure 6.7: Constructive interference inside Fabry-Perot resonator [Abr83, Dol04]

Destructive interference occurs if the reflected beams inside the interferometer are out
of phase which results in low transmission. This is shown in Figure 6.8.

Figure 6.8: Destructive interference inside Fabry-Perot resonator [Abr83, Dol04]

Obviously, the phase shift between each subsequent reflection depends on the
wavelength and the optical path length, i.e., the physical distance of the mirrors and the
refractive index of the material between the mirrors. In order to change transmittance of
the Fabry-Perot interferometer, at least one of these parameters has to be varied. With
the target application being photonic computing, it is hardly possible to alter either
wavelength or mirror distance. However, the optical path length can be changed by
utilizing the optical Kerr effect. By placing a nonlinear medium between the mirrors,
the refractive index and thus the optical path length can be changed dependent on the
light intensity within the cavity. Thus, one possible mechanism of controlling
transmittance of the Fabry-Perot interferometer is using an additional probe beam. This
is equivalent to a conventional transistor and depicted in Figure 6.9. For further details
on how interferometers and nonlinear media can be used to build all-optical switches as
well as optical bistability or optical multistability in general, the interested reader is
referred to e.g., [Abr83] or [Boy03].
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Figure 6.9: Nonlinear media inside Fabry-Perot resonator [Abr83, Dol04]

However, the required light intensities are still so high that integration density is very
limited. In addition to just consuming significant amounts of power, there is a high risk
that the nonlinear materials would be destroyed by the generated heat when packed too
densely.

6.3 Optical storage
The probably most well known optical storage media today is the CD respectively
DVD. However, the concept of an optical disc is not suitable for implementing the
smart memory cells used in a SMITH device. Instead, either an optical replacement for
a single SRAM cell is needed, or an optical storage matrix which allows reading and
writing from and to all memory locations at the same time, since SMITH operates on all
memory locations in parallel.
[Jut01] presents several materials suitable as optical storage media. The most promising
ones for use in conjunction with a SMITH device are discussed below.

6.3.1 Photorefractive materials
The photorefractive effect causes a local change of the refraction index in areas where
photorefractive crystals (or other materials showing the photorefractive effect) are
exposed to light of high intensity. By absorption of light, the electrons in the crystal can
be excited from electron traps to the conduction band. Caused by thermal diffusion or
drift resulting from an outer electric field, the electrons move freely in the conduction
band until they are trapped again. Naturally, electrons are more likely to be trapped
again in areas where the light intensity is low, since a high light intensity most likely
causes them to get excited to the conduction band again. This way, a local charge
distribution is generated which remains even after the high-intensity light is turned off
and causes a modification of the refractive index by the electro-optic effect.
Thus, photorefractive materials can be used for information storage by exposing them to
a high-intensity light pattern which causes local changes of the refraction index. The
data can then be read out by irradiating the optical storage with a low-intensity beam of
light and observing the refraction of the beam.

6.4 Optical signal transmission
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6.3.2 Photochromic materials
Photochromic materials have two stable states with different absorption spectra. When
in state A, the material absorbs light with wavelength λ1 and changes its state to state B
upon exposure to light of wavelength λ1. In state B, the photochromic material absorbs
wavelength λ2 instead of λ1. Further exposure to wavelength λ1 does not have any effect,
but exposure to λ2 causes the material’s state to revert back to A.
Thus, binary information can be stored via the spatial distribution of states A and B in
the photochromic material. The information is written with a light beam of wavelength
λ1 and can be read by exposing the crystal to a beam of light of λ2 and observing its
absorption. Note, that the process of reading erases the stored information.

6.3.3 Electron-trapping materials
Like photochromic materials, electron-trapping materials have two states A and B with
corresponding different absorption spectra λ1 and λ2. The difference is that these
materials, once the trapped electrons are excited to state B, emit light of wavelength λ3
when their state reverts back to A upon stimulation with light of λ2.
Electron-trapping materials can be used to store information similar to the way
photochromic materials are used. Data is written with a light beam of λ1 and can be read
with a light beam of λ2. In contrast to photochromic materials, the presence of state B is
not detected by measuring the absorption of λ2 but by detecting the emission of λ3.

6.3.4 Two-photon-absorption materials
In contrast to electron-trapping materials, two photons are needed for both exciting the
electrons from the ground state and stimulating emission of radiation by the electrons
which are on a higher energy level. The reason why two photons are necessary to reach
the excited state is that the initial and final states of the electron have the same parity.
However, parity conservation does not allow this transition by exchange of a single
photon. Instead, two photons are needed. Excitation works as follows: Upon absorption,
an electron is excited from the ground state to a stable excited state of same parity.
Absorption of another pair of photons excites the electrons to a higher unstable state,
from which it immediately evolves to the excited stable state under emission of light
which can be detected. De-excitation to the ground state can be achieved by exposure to
light of appropriate wavelength.
Two-photon-absorption materials can be used for data storage like electron-trapping
materials. However, the regions which should be written/ read must additionally be
exposed to an activation beam. Since the electrons remain in the stable excited state,
data must be erased by exposure to light of an appropriate wavelength before it can be
rewritten. However in [Hun94] it was observed that data was partially erased when it
was read. Utilizing two-photon-absorption for volumetric data storage has also been
analyzed in for example [Wal03].

6.4 Optical signal transmission
A very useful application of optical technology is replacing conventional electric signal
transmission with optical waveguides, since especially transmission distance at the
desired high operating frequencies is physically limited [Che01]. Transmission loss
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results in the need for large driving power and efficient cooling systems to dissipate the
generated heat, while clock skew resulting from propagation delays might cause
systems which have to be synchronized to malfunction if the distance between them is
to large. Transmission using optical waveguides instead of electrical signals offer high
propagation speed of light combined with unidirectional propagation and predictable
propagation delays within the waveguide [Li98]. Several ways to create optical
interconnections are presented in [Che01], including the necessary transmitters and
receivers for converting electrical signals to optical signals and vice versa.
One has to distinguish three types of transmission.

•
•
•

Long distance: Connections between different systems (typically several meters
up to several hundred meters).
Medium distance: Connections of chips on a single board (chip-to-chip,
typically in the range of cm to dm).
Short distance: On-chip signal transmission (typically less than 1cm).

Long distance transmission is already widely in use. Applications reach from fiber
channel used for storage networking to transatlantic telephone cables. Medium and
short distances are under research [Kris97, Lyt00, Daw03, Che05].
One aspect which makes short distance transmissions particularly difficult is the power
consumed by transmitter and receiver when optical on-chip interconnects shall be
integrated into standard electronic VLSI circuits. A schematic diagram of the data path
is shown in Figure 6.10. Another aspect is the seamless integration of the waveguides
themselves into the silicon chip design.

Figure 6.10: On-chip optical interconnect data path [Che05]

6.4 Optical signal transmission
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6.4.1 Polymer waveguides
Polymer waveguides offer low propagation loss (less than 0.1dB/cm achievable) and a
high packaging density of up to 1250 channels/cm [Che01]. For a complete optical
interconnection efficient means for coupling light into and out of the waveguide as well
as light sources and photodetectors are needed in addition to the waveguide.
Figure 6.11 shows a 5µm wide polyacrylate waveguide structured with reactive ion
etching (RIE).

Figure 6.11: 5µm×5µm polyacrylate waveguide [Stu05]

6.4.2 Waveguide couplers
There are basically two types of suitable waveguide couplers: Tilted profile grating
couplers and 45° waveguide micromirrors.
When using grating couplers, the required shape of the grating has to be determined
theoretically in order to achieve efficient coupling in practice. The dependence of the
coupling efficiency from the shape and size of the grating can be used to control the
intensity of the light which is coupled out of the waveguide, e.g. to achieve equal light
intensities for multiple couplers on the same waveguide.
Waveguide micromirrors are rather simple compared to grating couplers. They are
formed within the waveguide channel and use the effect of total reflection to couple
light into the waveguide with an efficiency of roughly 90%.

6.4.3 Photodetectors and vertical cavity surface-emitting
lasers
For the purpose of sending and receiving optical signals it is possible to integrate very
compact thin-film photodetectors and vertical cavity surface-emitting lasers directly
onto the target system. Both offer a small size of a few µm and operating frequencies of
several GHz [Che01]. However, for VLSI integration further scaling is required.
The main advantages of VCSELs in comparison with traditional edge-emitting laser
diodes are lower power consumption and the fact that they can be manufactured in large
arrays. Figure 6.12 shows an array of different sized VCSELs which were manufactured
by Bellcore Laboratories in order to determine the lowest producible size.
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Figure 6.12: VCSELs manufactured by Bellcore Laboratories [Jew91, Fey99]

6.5 Electro-Optic switches
There are two main categories of optical switches: Simple on-off switches on the one
hand and routing switches which direct an input to one of several possible outputs
[Zha01]. Here, we are mainly interested in electro-optic on-off switches which are for
example required as modulators in optical transmitters (on-chip, compare Figure 6.10).
A common application is the adapter for fiber optic networks, e.g. gigabit NICs
(network interface cards). The requirements of this kind of application regarding size
and power consumption are relatively uncritical. However, in order to successfully
utilize such technology for on-chip communication (such as providing optical signal
distribution within the SMITH architecture), small size and low power consumption
combined with high switching speed are crucial. Up to now, these requirements are not
fulfilled sufficiently.

6.5.1 Direct modulation of semiconductor lasers
A very simple approach of switching is to already modulate the light pulses when they
are generated. Diode lasers allow easy modification of the output intensity by changing
the drive current. Rates of several GHz are achievable. However, current modulation
always results in both amplitude modulation and frequency modulation of the laser
emission.

6.5.2 Multiple-quantum-well modulator
Multiple-quantum-well (MQW) modulators are normally transparent to the light signal.
Under proper electrical bias the absorption rises to a relatively high level. MQW
modulators are very fast (timescales of picoseconds) and need low drive voltage.
[Zha01] reports achieved frequencies of 50GHz with a drive voltage of less than 2V.
This kind of modulator is also used in the EnLight256 optical DSP [En256].

6.6 SMITH in optics
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6.6 SMITH in optics
This section discusses possible improvements of SMITH by replacing different parts of
the architecture which have been realized using conventional semiconductors with
optical elements. Development of the necessary components is in its very beginning,
thus it is not (yet) possible to realize a photonic SMITH device. But there are no known
fundamental restrictions which would prevent it.
An important task of research in the field of electro-optic components is developing
materials with better characteristics in order to reduce size and power consumption. A
similar, but even greater challenge is the development of materials which show
significant nonlinear effects at low light intensities.
Successful electro-optic VLSI integration is generally estimated to be more probable in
the near future than the development of all-optical components which are suitable to
build a digital optical computer (DOC) [Fey99].

6.6.1 Optical storage
Optical data storage within a SMITH device is mainly useful when implemented in
combination with optical switching components. Provided that output from an optical
storage can be used as input to an optical switch (and the other way round) without any
conversion, increased processing speed should be achievable. A desirable solution
would be a monolithic storage which can be used to save the complete processed matrix
and where all bits can be read respectively written simultaneously. Though the concept
is already known, storage with the required properties to be usable in conjunction with a
SMITH device is not available yet.
Basically, the type of storage has to be chosen based on the requirements and
specifications of the implemented components for computation and signal transmission.

6.6.2 Optical computation
As the actual logic used in a SMITH device is relatively simple, it should be possible to
replace the conventional transistors with corresponding optical switches. However, an
advantage is only achieved when all other parts of a SMITH device are also
implemented using optical components. In this case a significant increase of processing
speed is expected.
Another strategy is to change the architecture itself in order to make use of the inherent
parallelism optics provides. As an example, a corresponding change of the way SMITH
executes an eliminate step is presented. For the sake of simplicity, the subsequent
diagonal shift is not considered here and a nonzero pivot element is assumed to be
located at a11. A single execution of eliminate applied to matrix A can be expressed as
follows.
B = ( bij ) =

{

ai1 ⋅ a1 j
0

, i >1
, i =1

A ( k +1) = A ( k ) + B

, 1 ≤ i, j ≤ n

(115)
(116)

The first row of B is defined to contain only zeros, as this corresponds to the pivot row
which remains unchanged. The following rows of B contain a copy of the pivot row in
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case the corresponding element of the pivot column is nonzero. Thus, the nonzero
positions of matrix B determine which elements of matrix A have to be inverted.
Obviously, B is the outer product of the pivot column and the pivot row (except for the
first row of B which is zero in all cases). This outer product can be computed using
optical components as shown in Figure 6.13. The pivot column controls the laser diode
array while the pivot row controls the spatial light modulator.

Figure 6.13: Optical computation of outer product [Fey99]

The output matrix can be projected on a smart pixel array (a smart pixel contains an
optical input, optical output and a limited amount of local intelligence, usually realized
as CMOS logic [Fey99]) which holds the coefficient matrix and inverts each irradiated
element. An interesting perspective for the future is to directly manipulate the contents
of an optical storage device with the optical signal provided by the output matrix.

6.6.3 Optical data paths
It has already been pointed out in Section 6.2.1.2 that long wires have a negative impact
on maximal achievable clock speed as they cause significant delays in signal
propagation. Since a SMITH device requires a large amount of long wires across the
whole chip for global communication, their replacement with optical waveguides (and
corresponding pairs of transmitter and receiver) can allow both larger usable chip area
and higher processing speed. Another advantage of optical data paths is that high fanout
can be achieved with much less problems than with electric interconnects. A more
common task, which is very similar to this particular use in a SMITH device, is optical
clock distribution.
In contrast to replacing storage and components used for computation with optical parts,
optical data paths can be useful even when the rest of the device is realized in traditional
CMOS technology. However, in order to be practicable, the efficiency of senders and
receivers has to be improved.
Another interesting application of optical interconnects is inter-chip communication.
With a high bandwidth interface to adjacent chips, several SMITH devices could be
connected on an appropriate board. Such a system of coupled SMITH devices would
work exactly as a single chip, but allows processing larger matrices.
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Purpose of this chapter is to present some suggestions for future research especially in
conjunction with further development of the SMITH device.

7.1 Optical components
In addition to the suggestions given in Section 6.6, several other optimizations which
benefit from the inherent parallelism of optical computing are possible. For example
using the alternative method for determining the matrix elements which have to be
inverted (compare Section 6.6.2) could be combined with an optical storage to directly
control inversion of the stored elements. Future research in this field might yield
practical implementations of aforementioned theoretical approaches and most likely
there are many more possibilities to discover.
However, though it has already been stated before, it is important to point out that
current electro-optical components are not yet sufficient in terms of size and power
consumption to compete with CMOS VLSI.
Some research has already taken place in the field of all-optical switching, and working
physical concepts indeed exist. But current demonstrations of all-optical switches are
far away from actually being usable for constructing a photonic computer.
The improvement of optical components until they can be actually used in high speed
optical computing will certainly be an exciting and demanding task, as well as further
developing the SMITH device so it can utilize possible new components.

7.2 Using SMITH devices in larger architectures
Another interesting field of research is a more mathematical one. As presented in
Section 5.5, the basic operations needed to carry out Strassen’s algorithm for matrix
inversion can all be implemented by using SMITH devices. Thus, further research can
include determining the optimal splitting size, so the resulting architecture can
efficiently process matrices of preferably very large size. An estimation of maximum
processable matrix size and the requirements in storage and data transfer rate in order to
solve a problem of given size in given time also belong to this topic.
Instead of building a complete proprietary architecture using SMITH devices, it might
also be interesting to use a conventional home computer as control instance. In this
context, construction of an “accelerator card” with a SMITH device which is plugged
into a PC is interesting. Realized as expansion card with PCIe interface, such a device
would be compatible with any modern PC and could make use of the relatively high
transfer rate of 250 MByte/s full duplex PCIe provides per lane.
This concept is similar to the concept of using dedicated 3D graphics accelerator cards
or recently physics accelerators in home computers [Age06].

96

7. Future research

This page intentionally left blank.

7.3 Chip layout

This page intentionally left blank.

97

99

8. Conclusion
Throughout this work, a new hardware device for efficiently solving binary LSEs has
been designed. In order to achieve this, several classes of algorithms for solving LSEs
have been analyzed for suitability. During this evaluation process Gaussian elimination
has proven to be a promising candidate due to its simplicity and generic applicability
without requiring any special characteristics of the processed LSE. From the basic
algorithm, a new variant has been derived which allows a dedicated hardware
implementation with almost no external control logic required. Its performance has been
estimated theoretically and verified with real-life benchmarks. An actual working
prototype has been realized on a contemporary low-cost FPGA. Achievable chip sizes
and clock speeds for an ASIC implementation of a SMITH device have been estimated
based on performance data of currently available microprocessors.
In addition, ways of using a SMITH device for solving other algebraic tasks such as
matrix inversion and matrix multiplication have been proposed.
The physical limitations faced in semiconductor technology which limit achievable chip
area and performance have been discussed. Both physical hard limits of semiconductor
technology in general and problems arising from the specific design of a SMITH device
have been pointed out.
Consequently, several ways for overcoming these limitations have been proposed. On
the one hand, invoking Strassen’s algorithm for breaking down large problems into
smaller ones is possible. This way, several SMITH devices of currently realizable size
can be used as part of a more complex architecture for solving larger problems.
As an alternative, a redesign of the chip layout (which also requires significant change
of the underlying algorithm) can be taken into account in order to minimize the need for
global communication, which is the most important limiting factor.
However, as it also has been shown that current semiconductor technology is already
getting very close to the fundamental limitations imposed by the laws of physics, one
can not solely rely on this technology if significant future improvements are desired. In
case of the SMITH device, design goals are an increase of both size and processing
speed.
Therefore, an outlook on optical technology has also been given. Both physical
concepts which allow all-optical switching and the current state of research in
all-optical and electro-optical switches have been presented. Photonic computing has
already been a fascinating subject since many years. But unfortunately, achievable
integration density of all-optical switching components is not yet high enough to allow
construction of a completely photonic computer.
Nonetheless, as no complete optical computer is needed in order to implement an
optical SMITH device, an outlook on how a future SMITH device realized in optical
technology could function, has been given. Thus, as soon as the requirements of
decreasing component size and power consumption in order to allow higher integration
densities are met, it is possible to build an optical SMITH device as described in this
work and immediately benefit from the advantages of optical technology.
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8. Conclusion

With this work, two main goals have been achieved: A highly efficient hardware device
which can actually be used to process the problem of solving binary LSEs of medium
size both faster and cheaper than it can be done on currently available general purpose
computers has been developed. An incentive to further fundamental research on optical
computing has been provided by showing current possibilities and limitations of both
traditional semiconductor and optical technology – along with fields of research, where
more advanced optical technology would be very useful. In addition, the improvement
of the SMITH device itself offers a broad field for further research.
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