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Abstract
The rise of ubiquitous computing leads to increasing demand for light-weight cryptography with protection against Side-Channel Analysis (SCA). While new cipher designs
take light-weight constraints and SCA into account, the adoption of a new cipher is only
advisable after a lengthy process of rigorous cryptanalysis. In the meantime, the need to
apply light-weight SCA countermeasures to established ciphers retroactively arises.
We study masking approaches of the AES S-box by decomposition into two bijective cubic
functions and applying masking schemes separately. This results in two different designs:
First, a construction of moderate size consuming zero per-round randomness, based on
the Changing of the Guards method and four-share Threshold Implementations. Second,
we introduce the smallest known mathematically first-order secure implementation of
the AES S-box using only one bit of randomness per cycle, based on Domain-oriented
Masking of a single serial-parallel multiplier in the Galois Field GF(28 ). Additionally, we
make a contribution to formalizing and investigating the mathematical theory behind the
Changing of the Guards method by providing a classification of multi-transformations.
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1 Introduction
1.1 Motivation
With the advent of Internet of Things (IoT) devices and ubiquitous computing, many
electronic devices are exposed to the Internet which are easily portable and heavily
constrained in their hardware. The contrast between a very strong attacker model that
includes physical access and very little resources to implement secure cryptography, gave
rise to the emerging field of light-weight cryptography.
Light-weight cryptography deals with real world constraints on, e.g., the available hardware area, energy or power. It aims to find strong cryptographic primitives that can be
implemented with countermeasures against side-channel attacks (SCA). Ciphers such as
PRESENT [BKL+ 07], Midori [BBI+ 15] , SKINNY [BJK+ 16] or SIMON [BSS+ 13] arose
from this effort.
In this work we want to re-evaluate an established block cipher to determine if aspects of
light-weight cryptography and side-channel resistance can be added at the implementation stage, as opposed to the design stage. We will construct and evaluate different
implementations of the non-linear component, the so-called Substitution Box (S-box),
that is used in the block cipher Rijndael. Better known as the Advanced Encryption
Standard (AES), it is a symmetric block cipher that originated from a federal competition
of the National Institute of Standards and Technology (NIST) in 2001. The competition
started in 1997 by formulating the following criteria[oST97]:
a) security (i.e., the effort required to cryptanalyze),
b) computational efficiency,
c) memory requirements,
d) hardware and software suitability,
e) simplicity,
f) flexibility, and
g) licensing requirements.
In 2001 Rijndael by Joan Daemen and Vincent Rijmen was chosen as the winning
cipher of the contest and became AES.
As twenty years have passed since the initial criteria formulation, we want to re-evaluate
the winning cipher. While all given criteria are still relevant, the need for side-channel
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resistance became apparent only later. Furthermore, the field of light-weight cryptography
emerged, which requires very small implementations and sometimes additional energy
or power constraints. The generation of masks to counter side-channel attacks requires
randomness, which is difficult to produce in a short time in embedded systems. In
consequence, our research questions are:
∙ How can we achieve first-order side-channel security of the AES S-box without
additional fresh randomness during the execution?
∙ How can we achieve a very small first-order secure implementation with the fewest
bits of fresh randomness per cycle?
∙ Is the reformulation of the algebraic structure of the AES S-box in smaller finite
fields, known as Canright’s tower field approach, the only way to achieve a small
area footprint?

1.2 Related Work
We give a brief overview of the areas circuit minimization and masking and their
application to the AES S-box.

1.2.1 Arbitrary Circuit Minimization
In general circuit minimization the widely known algorithm of Quine and McCluskey
[Qui52] finds the global optimum only for Programmable Logic Array (PLA) architectures of a few input variables. To operate on more input variables and arbitrary circuits
the Espresso heuristic [BSVMH84] was created that trades optimality for performance.
Dissatisfied with purely heuristic optimizations of the relatively small non-linear primitives in cryptography, Jean et al. created a meet-in-the-middle graph algorithm for
finding optimal circuits for 4-bit S-boxes [JPS17], but unfortunately not for the 8-bit
case required for AES.
For finding representations with the minimal number of multiplications, Coron et al.
introduced a method [CRV15] based on choosing a random set of polynomials and matrix
inversion to obtain a representation for a target S-box on 𝑛-bits minimizing multiplications over GF(2𝑛 ). Goudarzi et al. extended the method to multiplications in GF(2) and
later to arbitrary intermediate fields GF(2𝜆 ) for 1 ≤ 𝜆 ≤ 𝑛 [GRVV17].

1.2.2 AES Minimization
One of the first contributions to a small AES S-box implementation is Canright’s tower
field construction [Can05] that utilizes normal bases to represent inversion and multiplications of the original field GF(28 ) in a tower field GF(((22 )2 )2 ). Most current
implementations of AES are based upon this construction.
The fewest F2 multiplications to realize AES are 32, achieved by Boyar et al. with
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a hybrid method [BMP13]: They separate the AES S-box with Canright’s tower field
construction into a linear input, non-linear middle and linear output layer. They optimize
the middle part first, then apply a heuristic to each of the linear layers to find small
linear straight line programs, which compute them with a close to minimal number of
XOR operations. Pulkus and Vivek [PV16] recently reduced the evaluation of the AES
S-box to three non-linear multiplications in GF(216 ).

1.2.3 Masking
Nikova et al. [NRR06] introduced the masking scheme Threshold Implementations (TI),
that separates a function into different shares and evaluates them separately. Gross et
al. [GMK16] introduced Domain-oriented Masking (DOM), another masking method
that separates values into two domains and uses re-masking to secure non-linear crossdomain operations. Cnudde et al. [CRB+ 16] introduced Masking with 𝑑 + 1 Shares that
incorporates elements of both approaches.
Daemen [Dae16] recently demonstrated a new way to achieve an ordinarily difficult to
obtain TI property, called uniformity, by re-masking with previous values, called guards.
The overhead of his method depends on a newly introduced property of a function, called
the multi-transformation property.

1.2.4 Masked AES Minimization
All small, masked implementations of AES require an injection between 32 and 64 bits of
fresh randomness per round. The four mayor competing designs are DOM-AES [GMK16],
TI-AES [BGN+ 15] and two variants of Masking with 𝑑 + 1 Shares by Cnudde et al.
[CRB+ 16] and Ueno et al. [UHA17] with areas ranging from 2600 Gate Equivalent (GE)
to 1400 GE.
While Bilgin et. al found the minimal number of decomposition stages for the masking
scheme Threshold implementations of all 3 and 4-bit permutations [BNN+ 12], no optimality results for 8-bit permutations are known.
Another direction of research is the complete redesign of an 8-bit S-box for both sidechannel resistance and cryptographic strength [BGG+ 16].

1.3 Contribution
Our contribution consists of several parts:
∙ Firstly, we show that the guards for the AES S-box cannot be reduced in a
similar manner as the guards for Keccak’s 𝜒 function by extending the definition
of multi-transformations to different classes and showing that the same type of
multi-transformations cannot be found for the AES S-box.
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∙ Secondly, we propose a greedy heuristic that obtains a three-layer ANF representation of smaller size than a two-layer ANF representation.
∙ Thirdly, we demonstrate how to obtain a first-order secure representation of the
AES S-box that requires only initial randomness. To reduce the area of our
implementation we start with the ANF-representation of a decomposition of the
AES S-box and show how Synopsys DC produces a far smaller circuit of a multilayered ANF representation than a one-layer ANF representation. We introduce
four different trade-offs between area and reciprocal throughput based on two-layer
and three-layer ANF designs.
∙ Finally, we apply domain oriented masking to an algorithmic formulation of the
AES S-box that uses only four multiplications in GF(28 ) and linear exponentiation
operations to obtain the smallest first-order secure implementation of the AES
S-box.

1.4 Outline
In Chapter 2 we start by explaining our notation and establishing a background in
mathematics and electronics. In the following Chapter 3 we introduce side-channel
attacks and their countermeasures. In Chapter 4 we summarize current implementations
of AES in more detail. In Chapter 5 we introduce our method based on decompositions
of the AES S-box. Chapter 6 describes our contribution in finding a three-layer ANF
and realizing the AES S-box without additional per-round randomness. In Chapter 7 we
present the smallest first-order secure AES S-box by finding the smallest representation
that realizes the AES S-box given one instance of a GF(28 ) multiplier. In Chapter 8 we
compare our results to the state of the art realizations of AES and briefly investigate
the applicability of Masking with 𝑑 + 1 Shares. Finally, we formulate our conclusion and
indicate future research.

2 Background
We start with an introduction to our notation and important definitions in the fields
of Algebra, Circuit Theory and Stochastics. Afterwards we introduce hardware gates
and show how to construct them from transistors. We introduce hardware circuits, their
synthesis and how to perform attacks on their power consumption. Furthermore, we
provide a statistical leakage evaluation strategy and describe the basic steps of AES.

2.1 Preliminaries in Algebra
We denote the symbol ⊕ as the bit-wise exclusive-OR and the symbol & as the bit-wise
AND. We identify integers with their bit-representation, whereby index 𝑖 indicates a
weight of 2𝑖 of the corresponding bit.
The notation GF(28 ) denotes the Galois field with eight bits and the irreducible
polynomial
𝑝(𝑥) = 𝑥8 + 𝑥4 + 𝑥3 + 𝑥 + 1
while F82 represents the eight dimensional vector space over the field F2 . We introduce
a short notation for the set of elements from 1 to 𝑛 as [𝑛] := {1, . . . , 𝑛}. The standard
basis of F𝑛2 will be defined as
𝑒1 = (1, 0, . . . , 0), . . . , 𝑒𝑛 = (0, 0, . . . , 1)
Additionally, we specify the set of all bits that a set in a Boolean vector as follows:
𝑜𝑛𝑒𝑠(𝑡) := {𝑘 ∈ N|𝑡𝑘 = 1}
To count the number of all set bits in a vector, we introduce the following definition.
Definition 2.1.1 An element 𝑥 ∈ F𝑛2 has Hamming weight 𝑘 if

∑︀

𝑥𝑖 = 𝑘

The following norm extends the corresponding concept to vectors of natural numbers.
Definition 2.1.2 For 𝑥 ∈ N𝑛 we call
||𝑥||1 :=

𝑛−1
∑︁

𝑥𝑖

𝑖=0

the 𝐿1 -norm.
Furthermore, we will use the next definition to resolve ties in a heuristic minimizer in
Chapter 6.
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Definition 2.1.3 For 𝑥 ∈ N𝑛 we call
||𝑥||2 :=

𝑛−1
∑︁

𝑥2𝑖

𝑖=0

the 𝐿2 -norm or Euclidean-norm.
Based on these definitions for Boolean vectors and natural numbers, we introduce
further definitions for functions defined on these elements.
Definition 2.1.4 We call 𝑓 : F𝑛2 → F2 a Boolean function and 𝑔 : F𝑛2 → F𝑚
2 a vectorial
Boolean function.
To represent a vectorial Boolean function on a computer, we use an array indexed
by 𝑥-values that contains the bits of entry 𝑓 (𝑥) at position 𝑥. With this representation
the function evaluation becomes a simple memory lookup, hence, the name Look-UpTable (LUT).
Some properties of a function (e.g. the degree, the independence of a variable) are not
apparent in this representation, but become obvious in a polynomial representation as
introduced by the following definition.
Definition 2.1.5 Given a Boolean function 𝑓 : F𝑛2 → F2 we define the Algebraic Normal
Form (ANF) as
𝐴𝑁 𝐹𝑓 (𝑥) =

𝑛−1
⨁︁
𝑖=0

𝑎𝑖

∏︁

𝑥𝑗 , 𝑎 𝑖 ∈ F2

𝑗∈𝑜𝑛𝑒𝑠(𝑖)

We also call the list of coefficients 𝑎𝑖 the ANF of 𝑓 , as it uniquely determines 𝐴𝑁 𝐹𝑓 .
A crucial property for masking schemes is the number of consecutively multiplied
variables. Hence, we formalize this concept.
Definition 2.1.6 Given a Boolean function 𝑓 : F𝑛2 → F2 , we define the algebraic degree
as
𝑑𝑒𝑔(𝑓 ) = 𝑚𝑎𝑥 |𝑜𝑛𝑒𝑠(𝑖)|
{𝑖 : 𝑎𝑖 =1}

the maximal number of variables in a monomial. For a vectorial Boolean function the
degree 𝑑𝑒𝑔(𝑓 ) is defined as the maximal degree of all coordiante functions.
Both, the LUT of a vectorial Boolean function 𝑓 : F𝑛2 → F𝑛2 and the coefficients of
the ANF can be encoded in 2𝑛 times 𝑛 bits. One possibility to transform the LUT
into the ANF representation is to initialize the ANF as zero and iterate through all
𝑥-values by increasing Hamming-weight and setting the coefficient 𝑎𝑥 = 1, whenever
𝐿𝑈 𝑇 (𝑥) ̸= 𝐴𝑁 𝐹 (𝑥). This method has a worst case run time of 𝒪(22𝑛 ) and must evaluate
the ANF in every computational step.

2.1 Preliminaries in Algebra
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Algorithm 1 compute_ANF
Input: lut : array with 2𝑛 times 𝑛 bits; 𝑛 : number of bits
Output: lut (modified)
for 𝑏 ∈ [𝑛] do
for 𝑥 ∈ [2𝑛 ] do
if 𝑥𝑏 == 1 then
𝑙𝑢𝑡[𝑥] = 𝑙𝑢𝑡[𝑥] ⊕ 𝑙𝑢𝑡[𝑥 ⊕ (1 << 𝑏)]
end if
end for
end for
To improve upon that, we present the commonly known, fastest method to obtain the
ANF representation from the LUT representation by folding. It uses only 𝑛 · 2𝑛 operations
to perform all required operations and is able to operate on all output components of a
vectorial Boolean functions in parallel. We illustrate it as pseudocode in Algorithm 1.
Note that this function is self-inverse. Thus, we can also obtain the LUT representation
given the ANF.
To group functions with similar properties, we introduce further definitions.
Definition 2.1.7 We call two vectorial Boolean functions 𝑓, 𝑔 : F𝑛2 → F𝑛2 affine equivalent
if two affine functions 𝐴1 , 𝐴2 : F𝑛2 → F𝑛2 exists, such that
∀𝑥 ∈ F𝑛2 : 𝑔(𝑥) = (𝐴1 ∘ 𝑓 ∘ 𝐴2 )(𝑥)
.
Affine equivalence is an equivalence relation in the mathematical sense. Hence, we can
define equivalence classes based on this relation.
Definition 2.1.8 We call
𝐴𝐸𝐶(𝑓 ) := {𝑔 | ∃𝐴1 , 𝐴2 affine : 𝑔 = 𝐴1 ∘ 𝑓 ∘ 𝐴2 }
the affine equivalence class of 𝑓 : F𝑛2 → GF𝑛2 .
Note that there is more than one way to represent a vectorial Boolean function by
picking another basis.
Definition 2.1.9 Let F𝑛2 be a vector space over the field F2 . We call a set of elements
{𝛼1 , . . . , 𝛼𝑛 } a basis of F𝑛2 if every element in F𝑛2 can be expressed by a linear combination
of these elements as follows:
∀𝑥 ∈ F𝑛2 : ∃𝑎1 , . . . , 𝑎𝑛 ∈ F2 : 𝑎1 𝛼1 ⊕ . . . ⊕ 𝑎𝑏 𝛼𝑛 = 𝑥
Further, the set is linearly independent if the implication
0 = 𝑎1 𝛼1 ⊕ . . . ⊕ 𝑎𝑏 𝛼𝑛 ⇒ 𝑎1 = . . . = 𝑎𝑛 = 0
holds.
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We are especially interested in the basis of extension fields, as they may have additional
algebraic properties that could be harnessed to find a small circuit representation.
Definition 2.1.10 Let GF(2𝑛 ) be the Galois extension field over the field F2 . We call
the set of elements {1, 𝑥 . . . , 𝑥𝑛−1 } a polynomial basis of GF(2𝑛 )
While this basis allows a straightforward serialization of multiplications another basis
improves upon the cost of squaring operations:
Definition 2.1.11 Let GF(2𝑛 ) be the Galois extension field over the field F2 . We call
𝑛−1
the set of elements {𝛽, 𝛽 2 , . . . , 𝛽 2 } a normal basis of GF(2𝑛 )
Note that squaring an element corresponds to a mere shift of its bit-wise representation.

2.2 Preliminaries in Circuit Theory
As we want to analyze electronic circuits that realize a Boolean function, we are going to
formalize the concept of a circuit mathematically.
Definition 2.2.1 Let 𝑓 : F𝑛2 → F𝑚
2 be a vectorial Boolean function. Let 𝑆 be a set of
some Boolean operations, called gates. We call
𝒞𝑓,𝑆 = (𝑉, 𝐸, 𝛾, 𝛿𝑥 , )
with 𝑉 as the set of nodes, 𝐸 the set of edges, and the functions 𝛾 : 𝑉 → labels and
𝛿𝑥 : 𝑉 → F2 a circuit over 𝑆, if the following criteria are met: It is a directed, acyclic
graph that contains 𝑛 nodes with an incoming degree of zero and their labels assigned by
𝛾 corresponding to input variables. Further, it contains 𝑚 nodes with outgoing degree
zero and their labels corresponding to output variables and all other nodes contain a label
from the set 𝑆.
We say that "𝒞𝑓,𝑆 realizes 𝑓 " if ∀𝑥 ∈ F𝑛2 the function 𝛿𝑥 assigns the value of 𝑓 (𝑥) to the
nodes with outgoing degree zero. 𝛿𝑥 denotes the function assigning a Boolean value to the
input nodes according to their label and the value of 𝑥, and assigns a Boolean value to all
other nodes by evaluating the function in its label with the values of the incoming nodes.
As a step towards a minimal circuit, it might be worthwhile to minimize the number
of a certain gate type first. As non-linear gates are especially cumbersome to handle, a
metric of circuit complexity based on them is defined in the following.
Definition 2.2.2 Let 𝑓 : F𝑛2 → F𝑚
2 be a vectorial Boolean function. Consider a circuit
over {⊕, ∧, ¬} that realizes 𝑓 . We call the fewest ∧-Gates of any circuit that realizes 𝑓
the Multiplicative Complexity of 𝑓 .
While certain sets of gates can be used to construct a circuit that realizes an arbitrary
Boolean function, others can only realize a certain subset. The following definition
formalizes this concept.

2.2 Preliminaries in Circuit Theory
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𝑥

𝑦

𝑓
=

𝑥

𝑔

ℎ

𝑦

Figure 2.1: The decomposition of an arbitrary function 𝑓 into functions 𝑔 and ℎ such
that 𝑓 = ℎ ∘ 𝑔
Definition 2.2.3 A set 𝑆 of Boolean functions is called functionally complete if there
exists a circuit that can implement every Boolean function with inner node labels 𝑛𝑖 ∈ 𝑆.
The sets of gates {𝑁 𝐴𝑁 𝐷}, {𝑁 𝑂𝑅}, {𝐴𝑁 𝐷, 𝑁 𝑂𝑇 } are well-known examples for functionally complete sets, whereas the set {𝑋𝑂𝑅, 𝑁 𝑂𝑇 } can only construct linear vectorial
Boolean functions.
If a circuit for one Boolean function is too complex, it can be beneficial to divide it
into two Boolean functions leading to simpler circuits separately.
Definition 2.2.4 Let 𝑓, 𝑔, ℎ : F𝑛2 → F𝑛2 be vectorial Boolean functions. We call (𝑔, ℎ) a
decomposition of 𝑓 if their concatenation yields 𝑓 :
∀𝑥 ∈ F𝑛2 : 𝑓 (𝑥) = (ℎ ∘ 𝑔)(𝑥)
The problem of efficient circuit minimization over the set {𝑋𝑂𝑅} can be reformulated
as a well researched problem:
Definition 2.2.5 Let 𝑀 ∈ F𝑚×𝑛
be a Boolean matrix, a Linear Straight-Line Program
2
(LSLP) computes the rows of 𝑀 by starting from the standard basis 𝑆0 = {𝑒1 , . . . , 𝑒𝑛 }
and iteratively combining two elements to increase the set 𝑆𝑖 = 𝑆𝑖−1 ∪ {𝑥𝑗 ⊕ 𝑥𝑘 } with
𝑥𝑗 , 𝑥𝑘 ∈ 𝑆𝑖−1 , until the condition
∀rows 𝑟 ∈ 𝑀 ∃𝑖 : 𝑆𝑖 computes the row 𝑟
is met. The length of the program is the highest index 𝑖 of 𝑆𝑖 .
Finding a shortest LSLP has been proven to be NP-hard [BMP08]. Hence, no polynomial algorithm to solve the problem exactly is known. Fortunately, a heuristic exists
that generates close to optimal solutions for many cases. We will introduce an use it in
Chapter 6.
This concludes the Section about Circuit Theory, we introduce several definition in
the field of Stochastics in the next Section.

10

2 Background

2.3 Preliminaries in Stochastics
All further definitions depend on a formalization of the space we operate in.
Definition 2.3.1 Let (Ω, ℱ, 𝑃 ) be a discrete probability space, let 𝐸 be either a finite
set or 𝐸 = R. Then we call 𝑋 : Ω → 𝐸 a discrete random variable. In case 𝐸 = F𝑛2 , we
also refer to 𝑋 as a shared variable.
We intentionally restricted the choice of 𝐸, as it allows us to avoid an introduction to
measure-theory. The interested reader is referred to Bauer [Bau01].
The following property is crucial for the security of masking schemes.
Definition 2.3.2 A probability distribution 𝑃 , defined on a finite set 𝑋, is called uniform,
if all elementary events are equiprobable:
∃𝑐 ∀𝑥 ∈ 𝑋 : 𝑃 ({𝑥}) = 𝑐
We have to define basic properties of random variables, that can be estimated by the
attacker in an attempt to reveal key information.
Definition 2.3.3 The sum of all values of a random variable weighted with their corresponding probability is called the expected value
𝐸(𝑋) =

∑︁

𝑋(𝜔) · 𝑃 ({𝜔})

𝜔∈Ω

Definition 2.3.4 The 𝑑-th order statistical moment of a random variable is defined as
𝐸(𝑋 𝑑 ) =

∑︁

𝑋(𝜔)𝑑 · 𝑃 ({𝜔})

𝜔∈Ω

When measuring the power consumption of a circuit, we assume that all noise terms
follow a Gaussian distribution. However, if we want to estimate mean and variance in
two noisy samples and try to distinguish them, the test metric does no longer follow a
Gaussian distribution, but the following probability distribution:
Definition 2.3.5 A random variable 𝑋 is distributed according to the Student’s tdistribution [Gos08] with 𝑛 degrees of freedom, if it has the density function
Γ( 𝑛+1 )
𝑥2
𝑓𝑛 (𝑥) = √ 2 𝑛 1 +
𝑛𝜋 Γ( 2 )
𝑛
(︃

with

∫︁ ∞

Γ(𝑥) =
0

)︃− 𝑛+1

𝑡𝑥−1 𝑒−𝑡 𝑑𝑡

2

2.4 Logic in Hardware
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In a Welch-t-test [Wel47], we want to determine whether two groups, with different
¯ 𝑌¯
empirical standard deviations, have been sampled from the same population. Let 𝑋,
denote the estimation of the arithmetic mean in each group, and 𝑆𝑋 , 𝑆𝑌 the estimation
of the standard deviation in each group. The characteristic
¯ − 𝑌¯ − 𝜔0
𝑋
𝑇 = √︁ 2
𝑆𝑋
𝑆𝑌2
+
𝑛
𝑚
follows a t-distribution with 𝑣 degrees of freedom, where 𝑛, 𝑚 denote the number of
elements in each group and
(︂

𝑣=
1
𝑛−1

(︁

)︂2

𝑠2𝑥
𝑛

+

𝑠2𝑦
𝑚

)︁
𝑠2𝑥 2
𝑛

+

1
𝑚−1

(︁ 𝑠2 )︁2
𝑦

𝑚

The groups are said to be significantly different if the metric |𝑇 | is larger than a predefined
threshold.

2.4 Logic in Hardware
Digital circuits make use of logic gates realized by transistors, which can be thought of
as electrical switches with the two discrete values ON and OFF. We abstract from the
physical level and only explain the logical view on Metal-Oxide-Semiconductor-FieldEffect-Transistors (MOSFET). Each transistor has three available pins, consisting of
a gate, a source and a drain. The voltage between gate and source determines the
conductance between source and drain. We only focus on enhancement mode MOSFET,
which conduct only if there is a sufficient voltage difference between gate and source. In
contrast, depletion mode MOSFET conduct only if there is no voltage difference between
gate and source. There is a further subdivision into p-type MOS (PMOS) and n-type
MOS (NMOS) transistors. While a NMOS conducts negative charges (electrons) from
source to drain, a PMOS is conductive for positive charges (defect electrons) from source
to drain. Table 2.1 illustrates the logical switching behavior, whereby logical ’0’ indicates
ground level voltage and ’1’ indicates VDD voltage. the symbol 𝑋 notes no conductive
connection between drain and source, except for a very small leakage current. Hence, it
does not influence the logical perspective. We always connect PMOS transistors to the
power source (VDD), while we connect NMOS to ground (GND).
The dominant logic style today is Complementary Metal-Oxide-Semiconductor (CMOS).
It combines PMOS with NMOS to implement arbitrary Boolean functions. The main
advantage over earlier logic styles that either use only NMOS or only PMOS gates to
connect to ground (or VDD respectively) and a resistor to connect to the other one, is
the reduced power consumption due to the negligible short circuit current.
The smallest logical gate we can construct in CMOS is a negation of one bit. It can be
realized with two transistors as shown in Figure 2.2.
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Type
PMOS
PMOS
NMOS
NMOS

Mode
enhancement
enhancement
enhancement
enhancement

Source
1
1
0
0

Gate
0
1
0
1

Drain
X
1
X
0

Table 2.1: Logic values for enhancement mode n-type and p-type MOSFETs.
VDD: 1, Ground: 0, Not connected: X

𝑥

¬𝑥

Figure 2.2: A one bit inverter in CMOS technology made from one PMOS and one NMOS
transistor.

Since the NAND-operation is functionally complete, we illustrate how it can be
implemented in CMOS logic in Figure 2.3.
While all Boolean functions can also be realized with NAND gates, a gate library
contains a broader range of different gate types allowing it to, e.g., reduce the circuit
size, latency or power consumption.

2.4.1 Circuit Size
We illustrate the possible reduction of hardware area by comparing two different implementations of a 2-input XOR-gate. At first we design it from scratch with CMOS
transistors, then we implement it with only NAND-gates. The first construction of the
XOR-gate can be seen in Figure 2.4. Note that both inputs and their inversion are taken
as an input to the depicted circuit and each inverter consists of two transistors, therefore
we need 12 transistors in total.
We reformulate the XOR term with de Morgan’s law to obtain an alternative represen-
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𝑥
¬(𝑥 ∧ 𝑦)
𝑦

Figure 2.3: A NAND-gate in CMOS technology constructed from two NMOS and two
PMOS transistors.
tation with either only five NAND-gates or three NAND-gates and two inverters:
𝑥 ⊕ 𝑦 = (¬𝑥 ∧ 𝑦) ∨ (𝑥 ∧ ¬𝑦)
= ¬(¬(¬𝑥 ∧ 𝑦) ∧ ¬(𝑥 ∧ ¬𝑦))
= 𝑁 𝐴𝑁 𝐷(𝑁 𝐴𝑁 𝐷(¬𝑥, 𝑦), 𝑁 𝐴𝑁 𝐷(𝑥, ¬𝑦)
= 𝑁 𝐴𝑁 𝐷(𝑁 𝐴𝑁 𝐷(𝐼𝑁 𝑉 (𝑥), 𝑦), 𝑁 𝐴𝑁 𝐷(𝑥, 𝐼𝑁 𝑉 (𝑦))
𝑥 ⊕ 𝑦 = ¬(¬(¬𝑥 ∧ 𝑦) ∧ ¬(𝑥 ∧ ¬𝑦))
= ¬(¬(¬(𝑥 ∧ 𝑥) ∧ 𝑦) ∧ ¬(𝑥 ∧ ¬(𝑦 ∧ 𝑦)))
= 𝑁 𝐴𝑁 𝐷(𝑁 𝐴𝑁 𝐷(𝑁 𝐴𝑁 𝐷(𝑥, 𝑥), 𝑦), 𝑁 𝐴𝑁 𝐷(𝑥, 𝑁 𝐴𝑁 𝐷(𝑦, 𝑦))

Five NAND-gates consist of 20 transistors, whereas three NAND-gates and two inverters consist of 16 transistors, while the custom XOR-gate utilizes only 12 transistors. In
effect, it is clear that a reduction in both area and latency can be achieved with custom
gates.
To compare different gate libraries, the area in 𝜇𝑚2 of each gate can be divided by the
area in 𝜇𝑚2 of the NAND gate in this particular library to obtain the number of Gate
Equivalents (GE) as a comparison metric for each gate across libraries. This is still an
imprecise metric as it heavily depends on the size of a single gate.

2.4.2 Power Consumption
A circuit consumes power due to different effects, e.g., static power is consumed even if
the circuit’s inputs do not change due to the leakage current of the transistors. Dynamic
power consumption on the other hand, occurs only when the inputs change i.e. when
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𝑥

¬𝑥

¬𝑦

𝑦
XOR(𝑥, 𝑦)

𝑦

¬𝑦

𝑥

¬𝑥

Figure 2.4: Circuit of an XOR-gate in CMOS technology. Two inverters are used to
produce ¬𝑥 and ¬𝑦. Additional four PMOS and four NMOS transistors are
needed to realize the XOR function.
switching activity takes place. It can be subdivided into two components. Short circuit
power 𝑃short occurs due to a very brief connection between power supply and ground
as transistors switch from conducting to non-conducting with a finite speed. The other
effect leading to dynamic power consumption is a parasitic capacitance, that needs to be
charged when the output of the circuit toggles from 0 → 1. More formally it depends on
the load on the output wire as described by the formula 𝐸 = 12 𝐶𝑉 2 . We derive formulas
for the dynamic power consumption and the total power consumption.
𝑃dyn = 𝑃short + 𝑃cap and 𝑃total = 𝑃dyn + 𝑃stat
We say that the value 𝑃cap shows a data dependency, as it is higher in a 0 → 1 transition
than a 1 → 0 transition. Furthermore, both transitions exhibit a power consumption
that is distinct from the power consumption of no transition. Hence, the dynamic power
consumption varies with the data a circuit processes. We later explain how an attacker
can exploit that connection.

2.5 Hardware Synthesis
Two well known providers of hardware synthesis tools are Cadence Design Systems Inc.
and Synopsys Inc. Here, we describe the synthesis steps in the Synopsys Design Compiler:
A circuit is commonly specified by a hardware designer on the Register-Transfer-Level
(RTL) in a hardware description language such as VHDL or Verilog. After verifying the
syntactical correctness of the RTL files, the synthesis process is initiated. At first, a set
of optimization steps is performed with regard to a generic library of gates. Afterwards,

2.6 Side-Channel Attacks on Hardware Implementations

15

the technology mapping takes place, which means that the design is transfered into the
specific gates of the particular gate library. Finally, an optimization in terms of these
specific gates is performed.
We use the compile options compile_ultra with flag SIMPLE to keep the hierachy of
VHDL entities and synthesized our designs using the UMC 0.18𝜇𝑚 library.

2.6 Side-Channel Attacks on Hardware Implementations
The goal of a side-channel attack [KJJ99] is to extract the secret key from a cryptographic
device by exploiting physical factors of the device such as execution time, sound, EMradiation or power consumption in addition to the plain text and/or cipher text values.
Unprotected asymmetric cryptography can be attacked by Simple Power Analysis (SPA),
the visual inspection of only one power measurement, called a trace, to directly determine
the key in a bit-wise manner.
An attack of symmetric cryptography uses many power traces to determine the key by
means of a statistical test, e.g., Differential Power Analysis (DPA). During a DPA, the
attacker records several thousands to millions of power traces of known plain texts and
chooses a power model that is supposed to approximate the dynamic power consumption
of the device, e.g. the Hamming weight or Hamming distance of some intermediate value,
as the power consumption is correlated with the number of switching bits.
After the attacker recorded all traces, she guesses a part of the key with relevance to her
power model and groups the power traces according to the predictions of the theoretical
leakage model. She performs a statistical test, the Student’s T-test on each point of the
power trace separately to determine whether all samples belong to the same population,
which corresponds to a wrong key guess. Or whether the groups exhibit a meaningful
difference in their power consumption, which corresponds to a correct key guess. The
attack is successful if one single key exhibits a high t-value, commonly above 4.5, while
all other key hypothesis lead to a far lower t-value. The interested reader is referred to
an introduction to power analysis by Mangard et al. [MOP07].

2.7 Evaluating Leakage
A testing methodology based on the Welch-T-test was introduced by Goodwill et al.
[GJJR11] and extended by Schneider et al. [SM15]. In contrast to an attacker, who has
to pick only one correct power model, an evaluator of a hardware circuit would have to
perform a DPA with all possible power models to conclude that a circuit is side-channel
protected. However, it is infeasible to iterate through all possible power models and all
possible attacks to exclude any form of leakage.
The Non-specific T-Test solves this problem as it does not require a power model, but
determines two groups a-priori. One group is formed by power traces of an arbitrary fixed
plain text, while the other group is formed by power traces corresponding to randomly
chosen plain texts. During the encryption the order in which samples are taken from each
group is randomized. The test indicates side-channel resistance, if it leads to a t-value
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below 4.5 on a predetermined number of power traces (usually 100 million). However,
Standaert [Sta17] recently showed that this test is only an indication of protection, as
it might still be possible to perform a successful DPA on the same traces even if the
Non-specific T-Test does not indicate leakage.

2.8 Advanced Encryption Standard
AES is a symmetric block cipher, defined in the FIPS 197 Standard [oST01] for three
different key lengths of 128, 192 and 256 bits and the fix block size of 128 bits. The plain
text of 128 bits can be imagined to be arranged in a 4 × 4 grid in column-wise fashion
with one byte per cell. In each round the round function is executed on the state to yield
the state of the next round, while all round keys are derived from the main key.
A round begins by adding the respective round key to the state, then the SubBytes
operation replaces every byte with its corresponding S-box output. The ShiftRows
operation leaves the first row untouched and shifts the second/third/fourth row by
one/two/thee bytes cyclically to the left. Finally the MixColumns operation is performed
on each of the four columns separately. It implements different linear combinations of
the component-wise multiplications with 1, 2 and 3 in GF(28 ) in each column.
The only non-linear part and hence, the only part that leads to a resistance against linear
cryptanalysis is the S-box. All steps are illustrated in Figure 2.5.
⊕𝑟𝑘0 ⊕𝑟𝑘4 ⊕𝑟𝑘8 ⊕𝑟𝑘12

𝑆

𝑆

𝑆

𝑆

⊕𝑟𝑘1 ⊕𝑟𝑘5 ⊕𝑟𝑘9 ⊕𝑟𝑘13

𝑆

𝑆

𝑆

𝑆

⊕𝑟𝑘2 ⊕𝑟𝑘6 ⊕𝑟𝑘10 ⊕𝑟𝑘14

𝑆

𝑆

𝑆

𝑆

⊕𝑟𝑘3 ⊕𝑟𝑘7 ⊕𝑟𝑘11 ⊕𝑟𝑘15

𝑆

𝑆

𝑆

𝑆

(a) AddRoundKey

(b) SubBytes

(c) ShiftRows

(d) MixColumns

Figure 2.5: Illustration of the steps of AES. (a) describes the use of key material, (b) is
the non-linear step, (c) and (d) form linear steps.
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Definition of the AES S-box The AES S-box is defined [oST01] as the inversion of an
element in the Galois field GF(28 ) with the characteristic polynomial 𝑥8 + 𝑥4 + 𝑥3 + 𝑥 + 1,
followed by an affine mapping with the aim to counteract algebraic modeling attacks of
the cipher in GF(28 ).
𝑆𝑏𝑜𝑥(𝑥) := Aff(𝑥−1 )
(2.1)
with

⎛

⎞

1 + 𝑥0 + 𝑥4 + 𝑥5 + 𝑥6 + 𝑥7
⎜1 + 𝑥 + 𝑥 + 𝑥 + 𝑥 + 𝑥 ⎟
⎜
0
1
5
6
7⎟
⎜
⎟
⎜ 𝑥0 + 𝑥1 + 𝑥2 + 𝑥6 + 𝑥7 ⎟
⎜
⎟
⎜ 𝑥0 + 𝑥1 + 𝑥2 + 𝑥3 + 𝑥7 ⎟
⎟
Aff(𝑥0 , . . . , 𝑥7 ) := ⎜
⎜ 𝑥 +𝑥 +𝑥 +𝑥 +𝑥 ⎟
0
1
2
3
4 ⎟
⎜
⎜
⎟
⎜1 + 𝑥1 + 𝑥2 + 𝑥3 + 𝑥4 + 𝑥5 ⎟
⎜
⎟
⎝1 + 𝑥2 + 𝑥3 + 𝑥4 + 𝑥5 + 𝑥6 ⎠
𝑥3 + 𝑥4 + 𝑥5 + 𝑥6 + 𝑥7

(2.2)

If we consider the S-box as a coordinate-wise function in F82 we can compute the
algebraic normal form of each coordinate and observe that the degree is always seven.
This high degree is what makes it especially challenging to mask this S-box with the
provably first-order secure method of Threshold Implementations, while the relatively
high dimension of 8 makes it exponentially more difficult to find optimal circuits compared
to 4-bit lightweight S-boxes.

3 Side-Channel-Attack Countermeasures
SCA countermeasures can be separated into two major groups: hiding and masking.
Hiding countermeasures are located at the implementation level and aim to reduce
the signal-to-noise ratio (SNR) whereby signal refers to the power consumption that is
correlated with secret intermediate values and noise encompasses all other terms. There
are two ways to reduce the term:
𝑆𝑁 𝑅 =

𝑉 𝑎𝑟(signal)
𝑉 𝑎𝑟(noise)

Either the variance of the signal can be reduced, e.g., by random shuffling of operations
or the equilization of capacities at the gate level, or the variance of the noise term can
be increased by adding elements with a random power consumption to the circuit. All
hiding countermeasures have in common that they merely increase the number of traces
an attacker has to obtain to execute a successful attack.
Masking countermeasures on the other hand break the connection between a secret
intermediate value and a certain derivative of the power consumption on an algorithmic
level. A first-order secure implementation is guaranteed to be secure against an attacker,
that can only compute averages on power traces, regardless of how many traces she
manages to obtain. We will focus on this class of countermeasures.
While early attempts to mask circuits, e.g., the Trichina gate [Tri03] or the Ishai-SahaiWagner masking scheme [ISW03] did not take glitches into account, we will only focus on
practical masking schemes that can be implemented in real world hardware, i.e., glitching
circuits. We start with a formalization of the attacker model, similar to [RBN+ 15], in a
way that clearly illustrates the effectiveness of masking countermeasures in the presence
of glitches.
Definition 3.0.1 In the d-probing model the attacker can
∙ request the ciphertext 𝑐 for arbitrary plaintexts 𝑝
∙ obtain all intermediate values of up to any 𝑑 wires during the encryption process
∙ obtain values on all input wires that connect to a probed output wire due to glitches
within one combinatorial unit.
Note that obtaining the value on each input wire is a very strong assumption, while an
attacker in the real world may only learn the Hamming weight of such a value or just the
Hamming distance between successive values.
In the following, we introduce three masking countermeasures that provide security
against an attacker in the d-probing model.
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3.1 Threshold Implementations
TI, introduced by Nikova et al. [NRR06], are a SCA countermeasure based on secret
sharing and as such belong to the class of Boolean masking-techniques. They are the
only known technique to guarantee provable first-order security.

3.1.1 Introduction
Definition 3.1.1 A sharing or masking of a Boolean variable 𝑥 ∈ F𝑛2 is defined as a tuple
(𝑋 1 , . . . , 𝑋 𝑠 ), 𝑋 𝑖 ∈ F𝑛2 of 𝑠 shares, such that XORing all shares reveals the original value:
⨁︀
𝑖
𝑠𝑛 ⨁︀ 𝑋 𝑖 = 𝑥}.
𝑖 𝑋 = 𝑥. We denote the set of all sharings of 𝑥 as 𝑠ℎ(𝑥) := {𝑋 ∈ F2 |
𝑖

Definition 3.1.2 We call a sharing uniform if all sharings of 𝑥 are assumed with equal
probability.
This form of Boolean secret sharing requires the attacker to learn every share to
obtain the shared value 𝑥. Even if the attacker manages to obtain all but one share of a
uniformly shared variable, she learns nothing about 𝑥.
𝑠𝑚
𝑛
Definition 3.1.3 𝐹 : F𝑠𝑛
2 → F2 is said to be a Threshold Implementation of 𝑓 : F2 →
F𝑚
2 with 𝑠 shares, if the following two properties hold:

1. (correctness) 𝑖 𝐹 𝑖 (𝑋) = 𝑓 (𝑥)
XORing all shares reveals the value of the function.
⨁︀

2. (non-completeness) The function 𝐹 𝑖 (·) is independent of at least one input share
(usually 𝑋 𝑖 ).
The first property is intuitively clear. If 𝑋 is a sharing of 𝑥 and we want to realize
function 𝑓 on 𝑥 in a secure way to obtain 𝑓 (𝑥), then the masked value 𝐹 (𝑋) should
be a sharing of 𝑓 (𝑥). The second property is necessary, because glitches can occur in
hardware circuits and might reveal more information than an idealized circuit without
glitches. Consider the following example of a two-share masking of an AND gate:
𝑧 = 𝑥1 · 𝑥2 = (𝑎1 ⊕ 𝑏1 ) · (𝑎2 ⊕ 𝑏2 ) = 𝑎1 𝑎2 ⊕ 𝑎1 𝑏2 ⊕ 𝑏1 𝑎2 ⊕ 𝑏1 𝑏2
Hence, we can find a correct masking of the AND gate that violates the non-completeness
property by:
(︃

𝐴𝑧
𝐵𝑧

)︃

(︃

=

𝑎1 𝑎2 ⊕ 𝑎1 𝑏2
𝑏1 𝑎2 ⊕ 𝑏1 𝑏2

)︃

Consider that the inputs 𝑎1 , 𝑎2 , 𝑏1 , 𝑏2 might not change their values at exactly the same
moment. In consequence, a glitch occurs and another function is temporarily realized,
e.g., assume that the correct values of 𝑎2 , 𝑏2 are already available, while 𝑎1 temporarily
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takes value 1, then 𝐴𝑧 = 𝑎2 ⊕ 𝑏2 = 𝑥2 reveals secret information. If on the other
hand a component function is independent of at least on input share, it can only reveal
information about 𝑠 − 1 shares, which is not sufficient to learn anything about the secret.
Due to non-completeness at least 𝑡 + 1 shares are required to share a vectorial Boolean
function of degree 𝑡 with TI.
We give a correct, non-complete TI for the AND-Gate (algebraic degree two) with
3-shares:
𝑥1 · 𝑥2 = (𝑎1 ⊕ 𝑏1 ⊕ 𝑐1 ) · (𝑎2 ⊕ 𝑏2 ⊕ 𝑐2 )
= (𝑎1 𝑎2 ⊕ 𝑎1 𝑏2 ⊕ 𝑏1 𝑎2 ) ⊕ (𝑏1 𝑏2 ⊕ 𝑐1 𝑏2 ⊕ 𝑏1 𝑐2 ) ⊕ (𝑐1 𝑐2 ⊕ 𝑐1 𝑎2 ⊕ 𝑎1 𝑐2 )
⎛

⎞

⎛

⎞

𝐴𝑧
𝑏1 𝑏2 ⊕ 𝑐1 𝑏2 ⊕ 𝑏1 𝑐2
⎜ ⎟ ⎜
⎟
⎝𝐵𝑧 ⎠ = ⎝ 𝑐1 𝑐2 ⊕ 𝑐1 𝑎2 ⊕ 𝑎1 𝑐2 ⎠
𝑎1 𝑎2 ⊕ 𝑎1 𝑏2 ⊕ 𝑏1 𝑎2
𝐶𝑧
The non-completeness is easy to verify as each output share labeled with a certain letter
does not take the same share as an input. We can extend this scheme from one monomial
by processing all monomials in the whole ANF of an arbitrary function consecutively.
More formally we introduce the notion of direct-sharing.
Definition 3.1.4 We define three-share direct sharing for a Boolean function 𝑓 : F𝑛2 →
F2 by describing the sharing for each type of term in the ANF:
⊕

⊕

⊕

∙ constant: 𝐴𝑦 ← 1, 𝐵𝑦 ← 1, 𝐶𝑦 ← 1
⊕

⊕

⊕

∙ linear: 𝐴𝑦 ← 𝐵𝑥 , 𝐵𝑦 ← 𝐶𝑥 , 𝐶𝑦 ← 𝐴𝑥
∙ quadratic:
⊕

– 𝐴𝑦 ← 𝐵𝑥𝑖 𝐵𝑥𝑗 ⊕ 𝐵𝑥𝑖 𝐶𝑥𝑗 ⊕ 𝐶𝑥𝑖 𝐵𝑥𝑗
⊕

– 𝐵𝑦 ← 𝐶𝑥𝑖 𝐶𝑥𝑗 ⊕ 𝐶𝑥𝑖 𝐴𝑥𝑗 ⊕ 𝐴𝑥𝑖 𝐶𝑥𝑗
⊕

– 𝐶𝑦 ← 𝐴𝑥𝑖 𝐴𝑥𝑗 ⊕ 𝐴𝑥𝑖 𝐵𝑥𝑗 ⊕ 𝐵𝑥𝑖 𝐴𝑥𝑗
⊕

where ← denotes the cumulative assignment of terms.
In the d-probing model TI are provably secure against first-order attacks, if the sharing
of the input bits 𝑥 is uniform:
Theorem 3.1.5 Let 𝑋 be a uniform sharing of 𝑥, let 𝐹 be a TI of 𝑓 , then a first-order
attack on the evaluation of 𝐹 (𝑋) does not leak any information about 𝑥.
For a proof see [NRR06].
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3.1.2 The Problem with Uniformity
As all block ciphers work in a round-based fashion, we want to obtain a uniform distribution of the output 𝐹 (𝑋) after each round, because it is fed into the next round
as an input. If 𝐹 (𝑋) is not uniformly distributed, we have to partially or fully remask
it to obtain a uniform sharing 𝑍 = 𝐹 (𝑋) ⊕ 𝑅 by injecting random bits during the
computation. However, a violation of uniformity would take away the main benefit
of TI over other masking schemes to only require randomness in the beginning of the
computation, whereas the downside of a huge area overhead remains. Therefore, we
define a third criterion for TI as and extension of Definition 3.1.3:
3. (uniformity) ∃𝑐 ∀𝑥 ∈ F𝑛2 ∀𝑋 ∈ 𝑠ℎ(𝑥) ∀𝑍 ∈ 𝑠ℎ(𝑓 (𝑥)) : 𝑃 𝑟(𝐹 (𝑋) = 𝑍) = 𝑐
The output distribution is uniform.
While it is trivial to derive a correct and non-complete TI from the ANF representation
of any function, due to direct-sharing, it is challenging to achieve uniformity. Nikova et
al. proposed to apply direct sharing to the ANF and fix the uniformity property with
correction terms [NRS11].
Definition 3.1.6 A correction term is a combination of input variables 𝑋𝑗𝑖 XORed to
two output shares such that the non-completeness property is not violated.
Correctness is upheld by adding the term to exactly two shares, such that the masked
value stays the same. Note that even in the case of the smallest non-linear bijection, a
quadratic 3-bit permutation, each of the three output components and each of the three
shares can have three linear, three quadratic and one cubic correction term. This yields
23·3·(3+3+1) = 263 possibilities. Therefore, an exhaustive search is not viable.
Beyne et al. [BB16] devised more elaborate methods, that reduce the search space
and speed up the uniformity check for linear correction terms by using the Walsh
transformation. However, an exhaustive search applied to the AES S-box remains
infeasible.
While all equivalence classes of 3 × 3 and 4 × 4 S-boxes [BNN+ 12] have been classified
according to the number of shares and decomposition stages needed to achieve a uniform
TI with direct sharing, this classification is not feasible for higher dimensions, due to the
exponential increase of the search space. A brief review of results for higher dimensions
shows: For Keccak, a uniform TI with four shares is known[BDN+ 13] while the existence
of a uniform TI with three shares is unclear. No uniform TI of the AES S-box is known,
no jointly uniform TI of all subcomponents of Canright’s tower field is known.

3.1.3 Changing of the Guards
A recent result by Daemen [Dae16] indicates that achieving uniformity in every single
S-box is not necessary to achieve first-order SCA security. Instead, the uniformity
property is achieved on the entire permutation layer, which consists of many n-bit
S-boxes. Initially, (𝑠 − 1) · 𝑛 bits of randomness are added to remask the first result. All
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Figure 3.1: Changing the of Guards with three shares (𝑎, 𝑏, 𝑐) applied to a substitution
layer with three S-Boxes (1, 2, 3). The resulting layer is a bijection. Taken
from [Dae16].
successive masks are generated from input values that are independent of the value to be
remasked. These masks are referred to as Guards.
An illustration for three shares is given in Figure 3.1. We refer to [Dae16] for a formal
proof of the uniformity property.
In the case of a three-share realization of Keccak’s 𝜒 function, Daemen reduces the
required guard size from 10 bits even further to only 4 bits. The foundation for his
reduction is the following property.
Definition 3.1.7 Let 𝑓 : F𝑛2 → F𝑛2 be a vectorial Boolean function. We create a table 𝑇𝑓
with 2𝑛 rows, each containing an entry of the form
(𝑥0 , . . . , 𝑥𝑛−1 , 𝑓 (𝑥)0 , . . . , 𝑓 (𝑥)𝑛−1 ) ∈ F2𝑛
2
Let 𝑀 ∈ F2𝑛
2 be a mask with Hamming weight 𝑛. Then, 𝑓 has the transformation
property with respect to the mask 𝑀 if
|{𝑀 &𝑧|𝑧 ∈ 𝑇𝑓 }| = 2𝑛
∑︀𝑛−1

𝑀𝑖 (sum over the first n-bits of 𝑀 ) is called the order of 𝑀 . We define a
multi-transformation as a function that possesses the property with respect to more than
one mask.
𝑖=0

Intuitively, a multi-transformation is not only a function on its input bits, but can be
expressed as a function on some combination of input and output bits, that maps to all
other bits.
In [Dae16] Daemen shows that 3-share TI of 𝜒 possesses a 6th-order transformation
property. We will extend the definition further in Chapter 5 and show that it is more
difficult to find for the AES S-box.

3.1.4 Higher-Order TI
As this thesis focuses only on first-order security, we provide a very short introduction to
higher-order SCA protection in this subsection. In 2014 Bilgin et al. [BGN+ 14] extended
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Figure 3.2: A circuit of the non-linear five bit function 𝜒 of the Keccak hash algorithm.
Taken from [BDPA13].

first-order TI to higher-order TI, which requires an adaptation of the non-completeness
property. Following the d-probing model a d-th order TI demands that up to 𝑑 output
shares are jointly independent of at least one input share. Furthermore, Reparaz [Rep15]
showed that even with uniformity only univariate higher-order security can be achieved,
while multi-variate higher-order security always requires fresh randomness for remasking.
In 2015 Cnudde et al. introduced a construction that overcame these challenges and
successfully achieved higher-order security for AES [CBR+ 15].

3.2 Masking with d+1 Shares
Masking with 𝑑 + 1 Shares, also called the Consolidated Masking Scheme [RBN+ 15], aims
to reduce the area of a shared implementation, by deviating from the non-completeness
rule. Non-completeness originally implied a lower bound of 𝑡 · 𝑑 + 1 shares to achieve
𝑑-th order security of a function of algebraic degree 𝑡.
Instead, Masking with 𝑑 + 1 Shares requires that the input shares of each variable are
independent of the input shares of every other variable and relaxes non-completeness of
entire shares to non-completeness of each shared variable separately.
Imagine an AND-gate with two input variables 𝑥1 and 𝑥2 :

𝑧 = 𝑥1 ∧ 𝑥2
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Separate each input variable into two shares 𝑎1 , 𝑏1 and 𝑎2 , 𝑏2 . Then we can realize a
function with two input shares and four output shares:
𝐴𝑧 = 𝑎1 · 𝑎2
𝐵𝑧 = 𝑎1 · 𝑏2
𝐶𝑧 = 𝑏1 · 𝑎2
𝐷𝑧 = 𝑏1 · 𝑏2
This clearly violates classical non-completeness as some output functions depend on both
input shares, but no component function depends on all shares of a single variable, hence
if 𝑥1 , 𝑥2 have been shared independently, we do not expect leakage.
Note that if on the other hand 𝑥1 , 𝑥2 have a dependent sharing, e.g. 𝑎1 = 𝑎2 , then 𝐵𝑧
and 𝐶𝑧 contain unmasked secret information.
As we are interested in round-based algorithms, we want to reduce four shares to two
shares again. In a first step, we need to apply randomness to achieve uniformity by
remasking as a construction with more output than input shares can never be uniform.
Subsequently, a stage of registers follows to exclude any glitches in the intermediate
shares. Finally, we can reduce the number of output shares to the number of input shares.
Reparaz et al. [RBN+ 15] suggest a separation into the following layers: A non-linear
layer 𝒩 , that realizes all monomials of degree 𝑡, a linear layer ℒ that is not classically
non-complete, but preserves the non-completeness of each separate input variable, a
cyclic refreshing layer ℛ, followed by a register stage and finally a linear compression
layer 𝒞.

3.3 Domain-Oriented Masking
In 2016 Gross et al. introduced DOM [GMK16], which aims to achieve SCA resistance
by separating data into domains as opposed to separating functions into shares. DOM
begins with Boolean masking of the input value into 𝑑 + 1 domains for 𝑑-th order security.
All linear operations can be implemented in each domain separately, while non-linear
operations are reduced to multiplication in some finite field GF(2𝑘 ). As multiplications
operate on multiple domains their result needs to be remasked before it is reintroduced
into a domain. The original paper suggested the construction in Figure 3.3 for a first-order
secure independent-multiplier.
The core idea is that while a combination of 𝐴𝑥 and 𝐵𝑥 or 𝐴𝑦 and 𝐵𝑦 always leads to
leakage of information about the secret value, a combination of 𝐴𝑥 and 𝐵𝑦 or 𝐴𝑦 and 𝐵𝑥
is free of leakage as long as the shares of 𝑥 and 𝑦 have been formed independently of
each other. In a round based architecture the inputs are usually the output of a linear
layer. Due to glitches 𝐴𝑥 and 𝐵𝑦 or 𝐴𝑦 and 𝐵𝑥 cannot be assumed to be independently
shared at all times. This can be either alleviated by additional input registers or the use
of special DOM-dependent-multipliers.
DOM-dependent multipliers inject an additional random variable 𝑧 into all domains
in addition to the remasking step as illustrated in Figure 3.4. Compared to DOMindependent multipliers this leads to an increase in area and randomness requirements,
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Figure 3.3: Circuit of a first-order DOM-independent multiplier. The calculation within
one domain (black, blue) directly influences the output, while cross-domain
terms (red) are re-masked with the random input 𝑍0 and stored in a register.
The final XOR-operation does not leak information about 𝑥 or 𝑦 if the sharing
of both variables is independent. Taken from [GMK16].
hence we use only first-order DOM-independent multipliers and additional register stages.
The advantages of DOM over TI in area reduction become more apparent in higher-orders,
while their sizes are comparable in first-order secure implementations.
As our focus lies in first-order security, we will present designs with both TI and DOM
in Chapters 6 and 7.
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Figure 3.4: Second order DOM-Multiplier with dependent input sharings of 𝑥 and 𝑦. A
sharing of a random helper variable 𝑧 is introduced to re-mask 𝑦 and then
collapse it into one share 𝑦 + 𝑧 which is multiplied with 𝑥 in each separate
domain. A multiplication of 𝑥 and 𝑧 is realized with a regular DOM multiplier.
An XOR between the results 𝑥 · 𝑧 and 𝑥 · (𝑦 + 𝑧) removes the random helper
variable and yields the end result 𝑥 · 𝑦 [GMK16].

4 State-of-the-Art Designs of the AES
S-box
We start this chapter with an overview of area-minimized implementations of the unprotected AES S-box and continue with the introduction of four state-of-the-art first-order
secure AES S-box designs that require different amounts of area and random bits.

4.1 Unmasked Implementations
Canright’s Tower Field. In 2005 Canright [Can05] introduced a tower field construction
which achieves a smaller circuit for the AES S-box than a direct mapping of the GF(28 )
inversion onto gates. The construction successively embeds the inversion operation in
smaller Galois fields: The inversion in GF(28 ) is reduced to multiplication and inversion in
a normal base of GF(24 ), and the inversion in GF(24 ) is further reduced to multiplication
and inversion in GF(22 ) which is a simple bit-swap.
The inversion can be represented as seen in Figure 4.1.

Figure 4.1: Inversion in GF(28 ) by operations on a GF(24 ) normal base. The inversion is
realized by square-scaling the XOR of both 4-bit inputs and then XORing it
to the multiplication of both 4-bit inputs. This intermediate result is inverted
in GF(24 ) and multiplied with each of the inputs to obtain both outputs
individually. Taken from[Can05]
We illustrate the multiplication circuit in Figure 4.2.
BMP13. The construction of Boyar, Matthews and Peralta [BMP13] is based on the
first iteration of Canright’s tower field. However, they optimize the operations in GF(24 )
heuristically instead of embeddeding them into a smaller field. Furthermore, they identify
a structure of three layers that the AES S-box can be subdivided into: the linear input
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Figure 4.2: Multiplication in GF(24 ) by operations on a GF(22 ) normal base. 𝑁 is a
scaling-factor that depends on the choice of normal base, all other operations
are multiplications and XORing. Taken from [Can05]

layer, the non-linear layer and the linear output layer.
Boyar et al. optimize the linear layers with a the BP-heuristic to obtain a good approximation of the shortest linear straight-line program to achieve a near optimal number of
XOR-gates. With 32 AND gates and a size of 203 GE their circuit is the smallest known
unmasked S-box implementation with respect to both multiplicative complexity and size.
It can be seen in Figure 4.3 where red nodes indicate AND gates, yellow nodes indicate
XOR gates and gray nodes represent XNOR gates.

4.2 Masked Implementations
As the application of first-order countermeasures generates a significant area overhead,
its minimization has been a research goal since the introduction of SCA. We give an
overview of four state-of-the-art first-order secure AES S-box constructions.

4.2.1 3-share-TI by Bilgin et al.
The nimble implementation of Bilgin et al. [BGN+ 15] follows Canright’s tower field
approach and contains linear mappings to and from a GF(24 ) normal base, three instances
of GF(24 )-multipliers, one GF(24 ) inverter and one square scaler. Unlike sharing the
entire non-linear layer in one step in regular TI, Bilgin et al. construct TI of the individual
subfunctions and combine them securely by re-masking their outputs.
In the first phase three shares are processed by the linear input mapping and afterwards
fed into a multiplier and a uniform-reduction to two shares (𝑎, 𝑏, 𝑐) ↦→ (𝑎, 𝑏 ⊕ 𝑐) is fed
into the square scaler. The output of the multiplier is partially remasked by 8-bits of
randomness while the square scaler output is left as is. The result is saved in a register.
In phase two the overall five shares are combined into four shares. Due to the previous
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remasking this can be done uniformly as such:
(𝑥, 𝑦, 𝑎, 𝑏, 𝑐) ↦→ (𝑥, 𝑦 ⊕ (𝑟1 ⊕ 𝑟2 ), 𝑎 ⊕ (𝑏 ⊕ 𝑟1 ), 𝑐 ⊕ 𝑟2 )
In the equation 𝑥, 𝑦 denote the square scaler output, while 𝑎, 𝑏, 𝑐 denote the multiplier
output. Note that a register needs to hold all five shares before recombination as glitches
in 𝑎 ⊕ 𝑏 might reveal secret information. After recombination, the four shares are fed into
the inverter and remasked with 8-bits of randomness. A register stage preventing glitches
follows. In the final stage the remasked outputs are reduced to three shares uniformly by
the following function.
(𝑎, 𝑏, 𝑐, 𝑑) ↦→ (𝑎 ⊕ (𝑏 ⊕ 𝑟3 ), 𝑐 ⊕ 𝑟4 , 𝑑 ⊕ 𝑟3 ⊕ 𝑟4 )
Subsequently, these shares are fed into two multipliers. Finally, the inverse linear mapping
follows.
This leads to the design seen in Figure 4.4 with an area of 2224 GE in the UMC
0.18𝜇𝑚 library which requires 16 bits of fresh randomness per cycle to obtain uniformity
by partial remasking.

4.2.2 Masking with d+1 Shares by Cnudde et al.
Cnudde et al. [CRB+ 16] suggest a construction of the AES S-box with only 𝑑 + 1
input-shares. They follow Canright’s tower field construction to decompose it into six
layers of algebraic degree at most two, each separated by registers to contain glitches.
1. Linear map from GF(28 ) to GF((24 )2 )
2. Parallel GF(24 ) multiplication and GF(24 ) square scaling
3. Parallel GF(22 ) multiplication and GF(22 ) square scaling
4. GF(22 ) inversion and two parallel GF(22 ) multiplications
5. Two parallel GF(24 ) multiplications
6. Linear map from GF((24 )2 ) to GF(28 )
In the first-order secure version the stages two, three, four and five can be realized with
two input shares and, as they contain one quadratic term, four output shares. Hence,
they can be re-masked with three components of randomness in the following manner:
𝑎′𝑧 = 𝑎𝑧 ⊕ 𝑟1
𝑏′𝑧 = 𝑏𝑧 ⊕ 𝑟2
𝑐′𝑧 = 𝑐𝑧 ⊕ 𝑟3
𝑑′𝑧 = 𝑑𝑧 ⊕ 𝑟1 ⊕ 𝑟2 ⊕ 𝑟3
The size of the random components is four bits in layer two, two bits in layer three,
four bits in layer four and eight bits in layer five. In summary, this construction realizes
the AES S-box in 1872 GE in the NanGate 45nm Open Cell Library with 54 bits of
randomness per S-box call.
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4.2.3 Masking with d+1 Shares by Ueno et al.
Ueno et al. [UHA17] apply Masking with 𝑑+1 Shares to Canright’s tower field construction
of the AES S-box. Unlike Cnudde et al. they do not decompose the GF(24 ) inversion
into quadratic operations, but keep it as a primitive of cubic degree. This leads to one
fewer stage and therefore a reduction of the latency by one cycle.
As first-order 𝑑 + 1 sharing of a cubic function with one cubic term creates eight output
shares, the overall randomness requirement is higher. To keep the notation of the original
paper, we omit the linear mapping into the normal base of GF((24 )2 ) and its inverse and
only illustrate the three inner stages (cf. Figure 4.5).
1. The first stage executes the GF(24 ) multiplication and square scaling in parallel.
The quadratic multiplication operation leads to four output shares of 4 bit each.
We need 3 · 4 = 12 bits for remasking
2. The second stage realizes the GF(24 ) inversion of cubic degree with eight output
shares of four bits, we need 7 · 4 = 28 bits to remask.
3. The final stage realizes two GF(24 ) multipliers in parallel. As they have quadratic
degree we need to remask four output shares of eight bits each, which requires
3 · 8 = 24 bits of randomness.
Overall the implementation of Ueno et al. requires 64 bits of randomness per S-box
call and can be realized in only 1, 389 GE in TSMC 65-nm standard cells. It is the
smallest-known implementation of a first-order protected AES S-box at the time of
writing.

4.2.4 Domain-Oriented Masking by Gross et al.
Gross et al. follow Canright’s Tower field to reduce all non-linear elements to multiplications in GF(22 ) and GF(24 ) respectively. We consider the variant with optional
additional stages (cf. Figure 4.6 ) as this allows the usage of the DOM-independent
multiplier and leads to a smaller area and a lower requirement of fresh random bits.
In the first stage a byte of the state is split into two domains 𝐴𝑥 and 𝐵𝑥 and a linear
mapping to a normal base in GF(24 ) performed in each domain. After a register, the
next stage performs square-scaling in each domain separately and realizes a secure crossdomain GF(24 ) multiplication. Subsequently, intermediate values are saved in a register.
The next stage contains only one XOR in each domain between multiplier output and
square-scaler output, followed by a register. This frequent use of registers even after
linear functions is necessary to enable the use of DOM-independent multipliers to reduce
both area and randomness. The next three stages contain the GF(24 ) inversion broken
down to GF(22 ) operations. At first the square-scaler and GF(22 ) multiplication are
performed in parallel, then a register stage absorbs glitches. Subsequently, a XOR-gate
between outputs and inversion in GF(22 ) (which is only a bit swap) is applied. After
another register two GF(22 ) multiplications are performed in parallel. This concludes
the GF(24 ) inversion. After preventing glitch propagation with a register, a stage of
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two parallel GF(22 ) multiplications follows. Then the inverse of the linear normal base
mapping is performed in each domain separately to yield 𝐴𝑦 and 𝐵𝑦 .
The overall size of this implementation is 2600 GE in UMC 0.18𝜇𝑚 and it requires 18
bits of randomness per cycle, as each multiplier requires its respective bit length in fresh
randomness to guarantee a leakage free computation.
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Figure 4.3: Directed acyclic graph to demonstrate the implementation of the AES S-box
with 32 AND Gates [Per13]. Nodes of color Red/Yellow/Gray represent a
2-input, 1-output gate of type AND/XOR/XNOR respectively.

4.2 Masked Implementations

35

Figure 4.4: First-order TI of AES S-Box: The nimble implementation by Bilgin et al.
uses three stages based on Canright’s tower field in GF(24 ). The number of
shares varies between two and three. Taken from [BGN+ 15]

Figure 4.5: Masking with d+1 Shares of the AES S-Box in five stages by Ueno et al. .
Only the three inner stages are shown, which are based on Canright’s tower
field in GF(24 ). Stages one and three have degree two and can be realized
with four output shares, while stage two has degree three and uses eight
output shares. Taken from [UHA17]
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Figure 4.6: Domain-Oriented Masking of the AES S-Box by Gross et al. . It uses
Canright’s tower field in GF(22 ) and inserts seven register stages between
the computational steps to ensure the independent sharing of all variables.
Taken from [GMK16]

5 Proposal of Masking Scheme based on
AES S-box Decompositions
In 2016 Moradi [Mor16] suggested a decomposition of the AES S-box that does not use
Canright’s tower field approach [Can05]. Instead he splits the inversion in GF(28 ) into
two exponentiations in GF(28 ) and thereby obtains functions of lower algebraic degree.

5.1 Decomposition
At first we relate the exponent to the algebraic degree by checking a claim made in
[Mor16].
Theorem 5.1.1 Let 𝑓 : GF(28 ) → GF(28 ) be a power function 𝑓 (𝑥) = 𝑥𝑘 . Then
∙ ℎ𝑤(𝑘) = 𝑑𝑒𝑔(𝑓 )
∙ ℎ𝑤(𝑘) = 2 ⇒ 𝑓 is not a bijection
Proof:
By computational verification. We iterated through all 256 exponents k and verified the
claims.
2
The theorem implies that it is not possible to decompose a bijection into quadratic
power functions. As we are aiming for a low algebraic degree to facilitate masking, we
decompose the inversion in GF(28 ) into two successive exponentiations of cubic degree.
Since (GF(28 ), · ) forms a cyclic group with order 255, we represent the inversion with
exponentiation as follows:
𝑥−1 = 𝑥254
We are interested in finding a decomposition (𝑓, 𝑔) such that
𝑓 (𝑥) = 𝑥𝑝 , ℎ𝑤(𝑝) ≤ 3
𝑔(𝑥) = 𝑥𝑞 , ℎ𝑤(𝑞) ≤ 3
𝑥254 = (𝑥𝑝 )𝑞 = (𝑥𝑞 )𝑝
= 𝑔(𝑓 (𝑥)) = 𝑓 (𝑔(𝑥))
As taking an element of a cyclic group to the power of the group order always yields
the respective neutral element, we obtain
1 = 𝑥255
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We can reformulate the decomposition problem as finding all (𝑝, 𝑞) that fulfill the following
condition in the exponent
𝑝 · 𝑞 = 254 (𝑚𝑜𝑑 255), and ℎ𝑤(𝑝), ℎ𝑤(𝑞) ≤ 3
By brute-force computation it follows that all such p, q are given as
(𝑝, 𝑞) ∈ {(13, 98), (26, 49), (52, 152), (104, 76), (208, 38), (161, 19), (67, 137), (134, 196)}
∪ {(98, 13), (49, 26), (152, 52), (76, 104), (38, 208), (19, 161), (137, 67), (196, 134)}
The functions involved in the decomposition are of cubic degree. Hence, they allow
us to half the number of required shares for a first-order TI of the AES S-box from
eight shares masking it directly to only four shares to mask 𝑓 (·) and 𝑔(·) separately.
Furthermore, we need to introduce a register stage between the shared function 𝐹 and
the shared function 𝐺 to stop the propagation of glitches.

5.2 Structure of the Decompositon
All functions
𝑓 (𝑥) = 𝑥𝑝 , 𝑝 ∈ {13, 26, 52, 104, 208, 161, 67, 134}
belong to one affine equivalence class. Similarly, all
𝑔(𝑥) = 𝑥𝑞 , 𝑞 ∈ {98, 49, 152, 76, 38, 19, 137, 196}
belong to one affine equivalence class.
It is easy to see that all described 𝑓 belong to one equivalence class, as repeated
application of the linear function
𝐿 : GF(28 ) → GF(28 ), 𝑥 ↦→ 𝑥2
on one such function 𝑓 yields all other functions by composition. The same holds for
all functions 𝑔. Hence, the application of a masking scheme on the ANF representation
of any of the functions 𝑓 should lead to circuits of comparable size as they can be
transformed into each other by only linear operations. Again the same is true for the
family of functions 𝑔.

5.3 Cubic Terms
As the decomposition is of cubic degree, we have to define direct sharing with four shares:
Definition 5.3.1 We define four-share direct sharing for a Boolean function 𝑓 : F𝑛2 → F2
⊕
by describing the sharing of each type of term in the ANF. Whereby ← denotes the operator
that cumulatively XORs terms to an output variable.

5.3 Cubic Terms
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⊕

∙ constant term: 𝐴𝑦 ← 1
⊕

⊕

⊕

⊕

∙ linear term: 𝐴𝑦 ← 𝐵𝑥 , 𝐵𝑦 ← 𝐶𝑥 , 𝐶𝑦 ← 𝐷𝑥 , 𝐷𝑦 ← 𝐴𝑥 ,
∙ quadratic term:
⊕

– 𝐴𝑦 ← 𝐵𝑥𝑖 𝐵𝑥𝑗 ⊕ 𝐵𝑥𝑖 𝐶𝑥𝑗 ⊕ 𝐶𝑥𝑖 𝐵𝑥𝑗 ⊕ 𝐵𝑥𝑖 𝐷𝑥𝑗
⊕

– 𝐵𝑦 ← 𝐶𝑥𝑖 𝐶𝑥𝑗 ⊕ 𝐶𝑥𝑖 𝐴𝑥𝑗 ⊕ 𝐴𝑥𝑖 𝐶𝑥𝑗 ⊕ 𝐶𝑥𝑖 𝐴𝑥𝑗
⊕

– 𝐶𝑦 ← 𝐷𝑥𝑖 𝐷𝑥𝑗 ⊕ 𝐴𝑥𝑖 𝐷𝑥𝑗 ⊕ 𝐷𝑥𝑖 𝐴𝑥𝑗 ⊕ 𝐷𝑥𝑖 𝐵𝑥𝑗
⊕

– 𝐷𝑦 ← 𝐴𝑥𝑖 𝐴𝑥𝑗 ⊕ 𝐴𝑥𝑖 𝐵𝑥𝑗 ⊕ 𝐵𝑥𝑖 𝐴𝑥𝑗 ⊕ 𝐴𝑥𝑖 𝐶𝑥𝑗
∙ cubic term:
⊕

𝐴𝑦 ← 𝐵𝑥𝑖 𝐵𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐶𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐷𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐵𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐷𝑥𝑗 𝐵𝑥𝑘 ⊕
𝐷𝑥𝑖 𝐵𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐶𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐵𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐵𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐶𝑥𝑗 𝐵𝑥𝑘 ⊕
𝐵𝑥𝑖 𝐷𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐵𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐵𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐶𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐵𝑥𝑗 𝐶𝑥𝑘 ⊕
𝐵𝑥𝑖 𝐶𝑥𝑗 𝐶𝑥𝑘

⊕

𝐵𝑦 ← 𝐶𝑥𝑖 𝐶𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐷𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐴𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐶𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐴𝑥𝑗 𝐶𝑥𝑘 ⊕
𝐴𝑥𝑖 𝐶𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐷𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐶𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐶𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐷𝑥𝑗 𝐶𝑥𝑘 ⊕
𝐶𝑥𝑖 𝐴𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐶𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐶𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐷𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐶𝑥𝑗 𝐷𝑥𝑘 ⊕
𝐶𝑥𝑖 𝐷𝑥𝑗 𝐷𝑥𝑘

⊕

𝐶𝑦 ← 𝐷𝑥𝑖 𝐷𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐴𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐵𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐷𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐵𝑥𝑗 𝐷𝑥𝑘 ⊕
𝐵𝑥𝑖 𝐷𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐴𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐷𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐷𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐷𝑥𝑖 𝐴𝑥𝑗 𝐷𝑥𝑘 ⊕
𝐷𝑥𝑖 𝐵𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐷𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐷𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐴𝑥𝑗 𝐷𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐷𝑥𝑗 𝐴𝑥𝑘 ⊕
𝐷𝑥𝑖 𝐴𝑥𝑗 𝐴𝑥𝑘

⊕

𝐷𝑦 ← 𝐴𝑥𝑖 𝐴𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐵𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐶𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐴𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐶𝑥𝑗 𝐴𝑥𝑘 ⊕
𝐶𝑥𝑖 𝐴𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐵𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐴𝑥𝑗 𝐵𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐴𝑥𝑗 𝐶𝑥𝑘 ⊕ 𝐴𝑥𝑖 𝐵𝑥𝑗 𝐴𝑥𝑘 ⊕
𝐴𝑥𝑖 𝐶𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐴𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐶𝑥𝑖 𝐴𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐵𝑥𝑗 𝐴𝑥𝑘 ⊕ 𝐵𝑥𝑖 𝐴𝑥𝑗 𝐵𝑥𝑘 ⊕
𝐴𝑥𝑖 𝐵𝑥𝑗 𝐵𝑥𝑘
If we ignore the constant term, direct sharing leads to identical functions in each share,
with the convention that input shares are rotated as arguments
𝐴𝑦 (𝐵, 𝐶, 𝐷) = 𝐵𝑦 (𝐶, 𝐷, 𝐴) = 𝐶𝑦 (𝐷, 𝐴, 𝐵) = 𝐷𝑦 (𝐴, 𝐵, 𝐶)
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Hence, it is sufficient to only compute the sharing for one output share, without loss
of generality, share A. This is not merely a convenience to represent the function on
a computer, but can be exploited to reduce the required hardware area by reuse of
components.
If we compute the direct sharing of any of the functions 𝑓 or 𝑔, we obtain a correct
and non-complete TI as guaranteed by the definition of direct sharing. However, we
do not obtain a bijective function. Hence, the uniformity property is violated and the
values have to be remasked to achieve uniformity. Instead of using fresh masks in every
step, we follow the recent scheme by Daemen [Dae16] to achieve uniformity with only
initial added randomness in the form of guards. As we require four shares and therefore
three guards, we briefly give the formulaic description for this number of shares, where
𝐹 denotes the non-uniform sharing.
𝐴𝑦 = 𝐹𝐴 (𝑋) ⊕ 𝑔𝑑𝑐 ⊕ 𝑔𝑑𝑑
𝐵𝑦 = 𝐹𝐵 (𝑋) ⊕ 𝑔𝑑𝑑
𝐶𝑦 = 𝐹𝐶 (𝑋) ⊕ 𝑔𝑑𝑏
𝐷𝑦 = 𝐹𝐷 (𝑋) ⊕ 𝑔𝑑𝑏 ⊕ 𝑔𝑑𝑐
The property of correctness is kept as each guard 𝑔𝑑𝑖 is XORed to exactly two shares
and therefore cancels itself, when reunited. The property of non-completeness holds as
well, as the output share 𝐴 remains independent of input share 𝑎 and respectively shares
𝐵, 𝐶 and 𝐷. The property of uniformity of this construction is proven in the original
paper (cf. [Dae16]).

5.4 Multi-Transformation Property
As we want to apply the Changing of the Guards method to the decompositions of AES,
we study the minimal size of guards: A naive approach would require guards of 3 · 8 = 24
bits, but it might be possible to reduce this number. Note that Daemen demonstrated
the reduction of 10 to 4 bits in the first-order TI of Keccak’s 𝜒 function. In the following
we will argue why this is more difficult for the AES S-box, as it lacks a crucial property
of Keccak’s 𝜒 function. We will therefore construct circuits with the guard size of 24 bits
in the next chapter.
We define a subclass of transformation properties for shared functions:
Definition 5.4.1 A shared function 𝐹 , which has the transformation property with
respect to a mask 𝑀 is called sharing compatible if the mask has the form
𝑀 = (𝑀𝑥 , . . . , 𝑀𝑥 , 𝑀𝑦 , . . . , 𝑀𝑦 )
for some (𝑀𝑥 , 𝑀𝑦 ) ∈ F2𝑛
2 with Hamming weight 𝑛.
Intuitively, sharing compatibility means that the mask of the shared function consists
of repetitions of the same sub-mask, which is applied to each share of the shared function.

5.4 Multi-Transformation Property
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We can easily verify that the mask Daemen found for the shared version of 𝜒 is sharing
compatible, as the suggested construction for 3-share-TI of 𝜒 corresponds to mask
(11000|11000|11000 | 00111|00111|00111)
which is simply a repetition of the first part of the mask 𝑚 = (11000|00111) three-times,
followed by a repetition of the second part of mask 𝑚 three-times. Furthermore, the mask
𝑚 exhibits the transformation property with respect to the original, unshared function 𝜒.
We show that the same class of transformation properties does not exist for shared
decompositions of the AES S-box, by linking it to a property of the original (unshared)
decompositions, that holds for Keccak’s 𝜒, but not for the Rijndael S-box.
Theorem 5.4.2 Let 𝐹 be a direct sharing of 𝑓 : F𝑛2 → F𝑛2 with 𝑠 shares. If 𝐹 has the
transformation property with respect to a sharing-compatible 𝑀 (as above), then 𝑓 has
the transformation property with respect to (𝑀𝑥 , 𝑀𝑦 )
Proof:
We will show the claim by contraposition:
Let 𝑚 := (𝑀𝑥 , 𝑀𝑦 ) be a mask such that 𝑓 does not have the transformation property with
respect to 𝑚. Hence, there are 𝑥, 𝑥
¯, 𝑥 ̸= 𝑥
¯ with identical rows in 𝑇𝑓
(𝑀𝑥 &𝑥, 𝑀𝑦 &𝑓 (𝑥)) = (𝑀𝑥 &¯
𝑥, 𝑀𝑦 &𝑓 (¯
𝑥))
Consider all elements of the form

(𝑟1 , . . . , 𝑟𝑠−1 ,

⨁︁

𝑟𝑖 ⊕ 𝑥) ∈ 𝑠ℎ(𝑥)

𝑖

and (𝑟1 , . . . , 𝑟𝑠−1 ,

⨁︁

𝑟𝑖 ⊕ 𝑥
¯) ∈ 𝑠ℎ(¯
𝑥)

𝑖

with the property ∀𝑖 : 𝑀𝑥 &𝑟𝑖 = 0.
If we define 𝑘 := ℎ𝑤(𝑀𝑥 ), there are 2(𝑛−𝑘)(𝑠−1) such elements each, as there are 𝑠 − 1
many values 𝑟𝑖 , which are determined on 𝑘 bits and can take an arbitrary value on the
other 𝑛 − 𝑘 bits.
We have a total of 2(𝑛−𝑘)(𝑠−1)+1 elements that have identical values in 𝑘 · 𝑠 bits. Consider
the expression
⨁︁
(𝑀𝑦 &𝑙1 , . . . , 𝑀𝑦 &𝑙𝑠−1 , 𝑀𝑦 &(
𝑙𝑖 ⊕ 𝑦^))
(5.1)
𝑖

with 𝑦^ = 𝑀𝑦 &𝑓 (𝑥) = 𝑀𝑦 &𝑓 (¯
𝑥).
The expression can only assume 2(𝑠−1)(𝑛−𝑘) different values, as the masks 𝑀𝑦 have a size
of 𝑛 − 𝑘 bits and there are 𝑠 − 1 values 𝑙𝑖 that can be chosen.
As the inequality
2(𝑛−𝑘)(𝑠−1)+1 > 2(𝑠−1)(𝑛−𝑘)
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Type of mask
Sharing-compatible masks
All masks

Exact number
(︀16)︀
8

Approx. number
213.7

(︀64)︀
32

260.7

Table 5.1: Number of masks for four-share 8-bit functions. While all sharing-compatible
masks can be checked in a matter of seconds on a Desktop PC, checking all
masks is computationally infeasible.
holds, the pigeonhole principle demands, that the expression in 5.1 will take the same
value multiple times, hence the table 𝑇𝐹 contains two identical rows and 𝐹 does not have
the transformation property with respect to the mask
𝑀 = (𝑀𝑥 , . . . , 𝑀𝑥 , 𝑀𝑦 . . . , 𝑀𝑦 )
2
This theorem allows us to reduce the effort to find sharing-compatible masks: We can
simply operate on the original function in a space with 𝑛 dimensions to filter out mask
candidates. The verification of potential candidates must still take place on the shared
function.
It would be very helpful if the reverse direction of Theorem 5.4.2 was true, as we
could omit the successive verification of potential candidates. Unfortunately the reverse
direction is not true, which can be seen by a brief counter example: If the reverse direction
held, every bijection would have a uniform direct sharing, which is well known to be false.
If we apply this hybrid search strategy to the AES S-box, the search on the unmasked
AES S-box leads to the transformation-property with respect to mask (0xFF,0x00) (as it
is a function) and mask (0x00,0xFF) (as it is a bijection) and no other masks. Hence, we
can conclude that the AES S-box does not have a sharing-compatible multi-transformation
property.
We checked all 32 potential building blocks of our AES S-box decomposition 𝑓, ℎ :
GF(28 ) → GF(28 ),
𝑓 ∈ {𝑥13 , 𝑥98 , 𝑥26 , 𝑥49 , 𝑥52 , 𝑥152 , 𝑥104 , 𝑥76 , 𝑥208 , 𝑥38 , 𝑥161 , 𝑥19 , 𝑥67 , 𝑥137 , 𝑥134 , 𝑥196 },
ℎ = Aff ∘ 𝑓 and found them to have the transformation property only with respect to
masks (0xFF,0x00) and (0x00,0xFF). Furthermore, we verified computationally that a
direct sharing of all these functions is not uniform. Therefore we can conclude, that
the AES S-box and all considered decompositions do not possess a sharing-compatible
multi-transformation property.
Whether they posses any other kind of multi-transformation property is outside of the
scope of this work, due to the large search space. A comparision of the search space of
sharing-compatible masks vs. all masks is given in Table 5.1.

6 Layered Algebraic Normal Form
In Chapter 5 we already elaborated on the overall concept to realize the AES S-box
by separating it into two cubic functions which can be masked with four shares and
implemented with uniformity by adding the Changing of the Guards method. This
chapter deals with the specific choice of decomposition out of the 32 possibilities and
how to reduce the area of an arbitrary masked cubic function.

6.1 Core Idea
Direct Sharing with four shares leads to different amounts of terms in the shared function
depending on the degree of each term to be shared. Sharing of linear terms leads to four
terms whereas sharing of quadratic or cubic terms leads to 16 or 64 terms respectively.
Hence, it is worthwhile to find a form, that contains fewer cubic and quadratic terms
than the original ANF representation but maintains the concept of "cubic degree" by
allowing no more than two successive multiplications. This may allow us to find a four
share direct sharing with fewer gates.
At first we analyze the structure of a regular vectorial ANF in depth: An ANF can be
realized by formulating it in one-layer, which corresponds most closely to the mathematical
definition of the ANF.
𝐴𝑁 𝐹𝑖 (𝑥0 , . . . , 𝑥𝑛−1 ) =

∑︁ ∏︁

𝑥 ∀𝑖 ∈ {0, . . . , 𝑚 − 1}

𝑇 ∈T𝑖 𝑥∈𝑇

where T𝑖 denotes the set of all terms in the i-th coordinate function. In contrast, it
is also possible to separate the ANF into two layers: First, a non-linear layer ℳ that
realizes multiplications between input variables. Second, a linear layer 𝒴 that uses
XOR-operations between the outputs of the first layer.
𝑀𝑖 =

∏︁

𝑥 ∀𝑖 ∈ T

𝑥∈𝑇

𝑌𝑖 =

∑︁

𝑀𝑗 ∀𝑖 ∈ {0, . . . , 𝑚 − 1}

𝑗∈T𝑖

The layer ℳ realizes all non-linear elements 𝑀𝑖 , while the layer 𝒴 combines the outputs
𝑀𝑖 in a linear fashion to implement all coordinate functions 𝑌𝑖 .
We extend this form by adding one more linear layer, that operates on the input
variables. We define a three-layer representation with the layers ℒ, ℳ, 𝒴 of an ANF as
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follows
𝐿𝑖 =

𝑛
∑︁

𝑥𝑖𝑗 ∀𝑖 ∈ {1, . . . , 𝑙}

𝑗=1

𝑀𝑖 =

𝑑
∏︁

𝐿𝑖𝑗 ∀𝑖 ∈ {1, . . . , 𝑚}

𝑗=1

𝑌𝑖 =

∑︁

𝑀𝑖𝑗 ∀𝑖 ∈ {1, . . . , 𝑦}

𝑗∈T𝑖

Note that 𝑀𝑖 realizes products up to order 𝑑. A product of lower order can be obtained
by 𝑀𝑖 if two or more 𝐿𝑖𝑗 are chosen to be identical. Unlike a representation in one or two
layers of a vectorial ANF, this is not a unique representation due the fact that each 𝑀𝑖
can represent more than one monomial. Subsequently cancellations between monomials
can happen in Layer 𝒴. Consider the function with ANF 𝑧 = 𝑥0 𝑥1 + 𝑥0 + 𝑥0 𝑥2 + 𝑥1 𝑥2
as an example, two different, valid three-layer representations are
𝐿0 = 𝑥0 ⊕ 𝑥1
𝐿1 = 𝑥0 ⊕ 𝑥2
𝑀0 = 𝐿0 𝐿1
𝑌

= 𝑀0 = 𝑧

which leads to a very small circuit assuming only standard gates, and
𝐿0 = 𝑥1 ⊕ 𝑥2
𝐿1 = 𝑥0
𝐿2 = 𝑥1
𝐿3 = 𝑥2
𝑀0 = 𝐿0 𝐿1 = 𝑥0 𝑥1 ⊕ 𝑥0 𝑥2
𝑀1 = 𝐿1 = 𝑥0
𝑀2 = 𝐿2 𝐿3 = 𝑥1 𝑥2
𝑌

= 𝑀0 ⊕ 𝑀1 ⊕ 𝑀 2 = 𝑧

which leads to a far bigger circuit.
Our aim in the following will be to find a three-layer representation with a small ℳ
layer, as the non-linear layer has the biggest potential for area reduction. To determine
the complexity of exhaustive search over all three layer representations for a function
𝑓 :(︀F)︀𝑛2 →(︀ F)︀𝑚
cubic degree, consider the vectorial ANF, which contains a maximum
2 of
(︀𝑛)︀
𝑛
𝑛
of 3 + 2 + 1 monomials. This will serve as an upper bound on how many output
wires of the middle layer 𝑀𝑖 we are willing to XOR to obtain a coordinate function 𝑌𝑗 .
Furthermore, each 𝑀𝑖 can be constructed from up to three linear input functions 𝐿𝑖 and
there are 2𝑛 different possibilities to from one 𝐿𝑖 . We conclude that a naive search would
approximately take
𝑛
𝑛
𝑛
(((2𝑛 )3 )( 3 )+( 2 )+( 1 ) )𝑚

6.2 Construction of Nonlinear Part
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iterations. In the case of the an AES S-box decomposition on eight bit, this leads to
(((28 )3 )92 )8 = 217664
possible combinations. Hence, brute force is an infeasible strategy. Instead, we present a
heuristic in the following section.

6.2 Construction of Nonlinear Part
We suggest a heuristic based on iterative minimization without backtracking, a so-called
greedy algorithm. At first we define the objective function to be minimized. Our choice
is the sum of all degrees that exceed degree one in the remaining function, as our aim is
the reduction of quadratic and cubic terms.
𝑠𝑐𝑜𝑟𝑒(𝑓 ) =

∑︁

(𝑑𝑒𝑔(𝑚) − 1)

𝑚∈ monomials of 𝑓

Our heuristic search procedure (cf. Algorithm 2) starts with the ANF of one coordinate
and assigns all terms in it to the set of current remaining monomials. We iteratively pick
^ 𝑖 of the multiplicative layer by iterating over all elements in the set
the best element 𝑀
𝑆 := {

𝑑
∏︁

𝐿𝑖𝑗 }

𝑖=1

and picking the one that minimizes the 𝑠𝑐𝑜𝑟𝑒 function. We XOR it to the current set
of remaining monomials to obtain the set of remaining monomials for the next iteration.
Thereby, we successively reduce the number of terms in the current function while we
add terms to the set of chosen elements.
The while-loop stops if only linear monomials are remaining. Finally, we add a
multiplicative output corresponding to the missing linear monomials 𝑀𝑖 = 𝐿𝑖 . The next
iteration of the for-loop calls the method ApplyFreeMultiplications, which takes into
account that some elements have already been added to the non-linear layer and can
hence be reused for free in other coordinate functions. The method picks all elements from
the non-linear layer that reduce the score function. (Note that the cost of incorporating
those terms is still one XOR-gate)
Because of its heuristic nature, the result also depends on the order of coordinates. As
there are 8! ≈ 215.3 possible permutations of the coordinates, we did not iterate through
all of them, but kept the canonical LSB to MSB order for reproducibility.
(︁
(︀ )︀)︁
∑︀
The worst-case run-time complexity of the algorithm is 𝑂 (2𝑛 )𝑑 · 𝑚 · 𝑑𝑖=2 𝑛𝑖 In our
special case of cubic 8-bit to 8-bit permutations it takes 224 operations to precompute
the set 𝑆, which contains 220.4 < 224 elements. As there are 56 cubic and 28 quadratic
monomials and the 𝑠𝑐𝑜𝑟𝑒 function is monotonically decreasing, we have at most 84
iterations of the while loop for each of the eight output components. Hence, in the worst
case the score function will be evaluated 8 · 84 · 220.4 < 230 times. This can be done in
several minutes on a current Desktop PC.
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Algorithm 2 Generate a three-layer representation
Input: ANF : the ANF representation of a vectorial Boolean function
Output: chosen : The list of chosen terms in the non-linear layer
Precompute 𝑆 := {𝑀𝑖 ∀𝑖}
for 𝑐𝑜𝑚𝑝 = 0 . . . 𝑚 − 1 do
𝑐𝑢𝑟 = 𝐴𝑁 𝐹𝑐𝑜𝑚𝑝
while 𝑐𝑢𝑟! = 0 do
𝐴𝑝𝑝𝑙𝑦𝐹 𝑟𝑒𝑒𝑀 𝑢𝑙𝑡𝑖𝑝𝑙𝑖𝑐𝑎𝑡𝑖𝑜𝑛𝑠(𝑐𝑢𝑟)
𝑙𝑜𝑐𝑏𝑒𝑠𝑡 = 𝑎𝑟𝑔𝑚𝑖𝑛{𝑠𝑐𝑜𝑟𝑒(𝑐𝑢𝑟 ⊕ 𝑐𝑎𝑛𝑑)|𝑐𝑎𝑛𝑑 ∈ 𝑆}
𝑐ℎ𝑜𝑠𝑒𝑛[𝑐𝑜𝑚𝑝].𝑎𝑑𝑑(𝑐𝑎𝑛𝑑)
𝑐𝑢𝑟 = 𝑐𝑢𝑟 ⊕ 𝑙𝑜𝑐𝑏𝑒𝑠𝑡
end while
𝑐ℎ𝑜𝑠𝑒𝑛[𝑐𝑜𝑚𝑝].𝑎𝑑𝑑(𝑐𝑢𝑟)
end for

6.3 Construction of Linear Part
A three-layer representation contains two linear layers ℒ and 𝒴 which can be optimized
separately. Thus, we apply the BP-heuristic by Boyar et al. [BMP13]. Given a linear
vectorial function 𝐿 : F𝑛2 → F𝑘2 the objective is to realize it with as little XOR-gates as
possible. As 𝐿 is a linear function, it can be represented via vector-matrix-multiplication
𝐿(𝑥) = 𝑀 · 𝑥
⎛
⎞ ⎛ ⎞
− 𝑚1 −
𝑥1
⎟
⎜
⎜
.
. ⎟
..
= ⎝
⎠ · ⎝ .. ⎠
− 𝑚𝑘 −

𝑥𝑛

with coefficients 𝑀𝑖𝑗 ∈ F2 ∀𝑖 ∈ [𝑘], 𝑗 ∈ [𝑛] and row vectors 𝑚𝑖 ∈ F𝑛2 ∀𝑖 ∈ [𝑘]
The core idea is to represent all already computed linear helper functions as an ndimensional bit vector. We start by initializing 𝑆 as the set of vectors that correspond to
the standard base {𝑒1 , . . . , 𝑒𝑛 }. Each vector with Hamming weight one corresponds to
simply forwarding an input without the use of any XOR-gates.
After the initialization a new element is generated in each iteration of the loop and
added to the set 𝑆 according to a metric (cf. Algorithm 3) that minimizes the distance
between 𝑀 and 𝑆. The distance function is computed individually for each component
of the output, for each row 𝑚𝑖 in 𝑀 the smallest Hamming distance to elements in 𝑆 is
computed. The metric is defined as the 𝐿1 norm of this distance vector.
Boyar et al. verified the need for a tie resolution procedure in practice and found
a maximization of the Euclidean norm most helpful. The reasoning is that distances
are more localized to a few components and less distributed over multiple rows if the
Euclidean norm is larger while the 𝐿1 -norm remains constant (cf. Algorithm 3).
The high-level description of the algorithm is straight-forward. In each iteration of the
while-loop one element is added to 𝑆 which corresponds to the addition of one XOR-gate

6.3 Construction of Linear Part
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Algorithm 3 Distance
Input: S : set of vectors representing known functions, M : set of vectors representing
target functions
Output: natural number representing the distance
for 𝑚𝑖 ∈ 𝑀 do
𝑑𝑖𝑠𝑡𝑖 = 𝑚𝑖𝑛{||𝑚𝑖 ⊕ 𝑐||1 | 𝑐 ∈ 𝑆}
end for
return ||𝑑𝑖𝑠𝑡||1
Resolve ties with max ||𝑑𝑖𝑠𝑡||2
to the circuit. The new element is picked by iterating through all pairs (𝑐1 , 𝑐2 ) from 𝑆,
evaluating the distance function on the linear combination 𝑐1 ⊕ 𝑐2 and picking the best
such pair. Whenever an entire row of 𝑀 has been realized, the corresponding position in
𝑆 is recorded (cf. Algorithm 4).
Algorithm 4 BP-heuristic
Input: M : matrix of the linear function to be implemented
Output: S : set of XOR instructions, Map between M and S
Initialize 𝑆 := {𝑒𝑖 ∀𝑖 ∈ [𝑛]}
while 𝑑𝑖𝑠𝑡(𝑆, 𝑀 ) ! = 0 do
𝑏1 , 𝑏2 = 𝑎𝑟𝑔𝑚𝑖𝑛{𝑑𝑖𝑠𝑡(𝑆 ∪ {𝑐1 ⊕ 𝑐2 }, 𝑀 )|𝑐1 , 𝑐2 ∈ 𝑆}
𝑆.𝑎𝑑𝑑(𝑏1 ⊕ 𝑏2 )
if ∃𝑖 : 𝑏1 ⊕ 𝑏2 = 𝑚𝑖 then
map 𝑚𝑖 to its position in 𝑆
end if
end while
In the following, we study the relevance of the BP-heuristic to minimize linear components of sizes that are typical for the layers ℒ, 𝒴 in a three layer ANF approach. A priori
it is not clear, whether the BP-heuristic is helpful in combination with the UMC 0.18𝜇𝑚
library, as the core assumption that all gates are 2-input, 1-out XOR-gates is violated.
We focus on layer ℒ first by generating a random linear function that maps 8 bits onto
90 bits. While the layer ℒ could in theory have up to 256 output bits, the application to
our AES S-box decomposition only yields constructions between 80 and 100 output bits.
We choose a medium density of the matrix by setting the probability of a single entry to
be set to 0.5. For twenty randomly generated function, the BP heuristic outperforms the
naive implementation by an average of 17.6 GE with a standard deviation of 7.2 GE.
Similarly we chose to simulate layer 𝒴 by a random linear function with density 0.5 and
70 input bits and 8 output bits. The sample of 20 linear functions can on average be
implemented with less area by following the BP heuristic. The average difference is 7.4
GE with a standard deviation of 10.9 GE.
We conclude that employing the BP-heuristic in the optimization of both the layer ℒ
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and 𝒴 reduces the average hardware area compared to a naive implementation.
The Tables in Appendix A contain detailed results of the experiment for both linear
layers.

6.4 Application to AES
We realized the ANF of the AES S-box decompositions in hardware to compare one-layer,
two-layer and three-layer approaches as illustrated in Figure 6.1.
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Figure 6.1: Three hardware components that realize a cubic 8-bit function based on its
ANF prepresentation:
(a) A non-complete shared function takes three input shares of eight bits
as input and outputs eight bits. (b) The cubic layer 𝑀𝐴 realizes all linear
(8), quadratic (28) and cubic (56) monomials on eight bits, the linear output
layer 𝑌 uses eight linear combinations of these monomials to realize the
shared function (c) The linear input layer 𝐿 realizes on average 90 linear
combinations of the eight bits of a share, the cubic layer 𝑀𝐴 realizes some
cubic, quadratic and linear functions on these inputs. The linear output layer
𝑌 realizes eight linear combinations from the output of 𝑀𝐴 which has an
average size of 70 bits.
We synthesized all 16 cubic decompositions of the AES S-box in the UMC 0.18𝜇m
standard cell library with settings: simple: yes, ultra-high effort: yes.
We found the design that implements 𝑠ℎ𝑎𝑟𝑒𝑑(𝑥49 ) and 𝑠ℎ𝑎𝑟𝑒𝑑( Aff ∘ 𝑥26 ) to occupy the
least area. Table 6.1 shows how many AND and XOR Gates an unmasked implementation
would need, while the area corresponds to the masked version. We can clearly see a major
reduction in area of up to 60% compared to the one-layer ANF version, even though we
eliminated only 53 of 280 AND-gates (19%). Broken down by component, the one layer
approach creates a share of size 6000 GE, while the three layer approach leads to a linear
input layer ℒ of size 175 GE, a non-linear layer ℳ of size 2150 GE and a linear output
layer 𝒴 of size 245 GE per share per decomposed function. The reduction in area might
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Name
one-layer 26/49Aff
0 three-layer 13/98Aff
1 three-layer 98/13Aff
2 three-layer 26/49Aff
3 three-layer 49/26Aff
4 three-layer 52/152Aff
5 three-layer 152/52Aff
6 three-layer 104/76Aff
7 three-layer 76/104Aff
8 three-layer 208/38Aff
9 three-layer 38/208Aff
10 three-layer 161/19Aff
11 three-layer 19/161Aff
12 three-layer 67/137Aff
13 three-layer 137/67Aff
14 three-layer 134/196Aff
15 three-layer 196/134Aff
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AND-gates
280
230
233
240
227
242
237
242
234
235
233
237
236
227
244
237
238

XOR-gates
722
407
404
412
397
411
414
430
411
402
408
399
394
422
424
411
409

Size (GE)
50347
22421
21914
22408
20891
22233
21864
21963
21597
21375
21222
22384
22133
20937
22909
21652
22371

Table 6.1: Synthesis results of one-layer and three-layer ANF representations of all AES
S-box decompositions. size : area of masked implementations, gates : counted
in unmasked implementation. Design 3 is area minimal.
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Name
one-layer
two-layer
three-layer
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Wires ℳ to 𝒴
92
70

ℒ Area (GE)
175

ℳ Area (GE)
6050
2275
2150

𝒴 Area (GE)
475
255

Sum (GE)
6050
2750
2579

Table 6.2: Comparison of the sizes of linear input layer ℒ, non-linear layer ℳ, and linear
output layer 𝒴 between the synthesis results of one-, two- and three-layer
versions of the ANF for the functions 𝑥49 and Aff ∘ 𝑥26 (averaged).
be mainly due to Synopsys DC being able to handle the layered input format better. We
test that hypothesis by implementing the ANF with the previous best area result in a
two-layer representation, which results in the size of 2275 GE for ℳ, 475 GE for 𝒴 per
share per decomposed function (cf. Table 6.2).
The results clearly show that the main reduction in area is due to the arrangement in
layers. Fortunately, the three-layer approach slightly outperforms the arrangement in
two-layers as the size reduction in both layer ℳ and 𝒴 outweighs the creation of the
additional layer ℒ. Hence, we consider two-layer and three-layer implementations of
the two functions 𝑥49 and Aff ∘ 𝑥26 as a foundation to suggest designs with a further
reduction of hardware area.
Trade-Offs One possibility to achieve a smaller area is to choose a different trade-off
between area and throughput. Our first design, the Fully-Parallel design, uses the threelayer ANF format and contains four instances of each shared decomposition function,
which leads to eight large non-linear building blocks. Due to direct sharing four of them
realize identical functionality. Due to the lack of complex control signals, no Finite State
Machine (FSM) is required (cf. Figure 6.2 )
Our second design, the Serial-Cubic-Layer design, reduces the throughput by a factor of
two by serializing the decomposition in a two-layer ANF representation, at first 𝐹 , then
𝐺 is realized. This would not be possible in a three-layer ANF design, as both cubic
functions must be able to share layer ℳ. Only the linear blocks 𝐿1 and 𝐿2 are function
specific. A very simple two-state FSM is needed to write 𝐹 (𝑋) into the register after
one cycle and 𝐺(𝐹 (𝑋)) after two cycles (cf. Figure 6.3).
Another variation, the Serial-Shares design, serializes the evaluation of each share of the
three-layer ANF representation, as all shared sub-functions are identical due to direct
sharing (cf. Figure 6.4). This construction requires a complex FSM to select three
input shares each to be fed into one shared function. The output of a shared function is
connected with every register. In consequence, the FSM has to control the enable signal
of the correct register. To pipeline this architecture another register stage is added after
the first function reducing the reciprocal throughput to four instead of eight cycles.
Our last design, the Fully-Serial design, contains only a single instance of a shared cubic
layer and one linear layer for each of the two decomposition-functions. Again the shared
cubic layer necessitates a representation in two-layer ANF format (cf. Figure 6.5).
Note that the AES S-box does not map zero to zero, hence it does not lead to identical
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Figure 6.2: Fully Parallel Design of the AES S-box. The first cubic function is separated
into shared functions 𝐹𝐴1 , ... , 𝐹𝐷1 which are realized in parallel on the sharing
𝐴𝑥 , . . . , 𝐷𝑥 of input 𝑥 and subsequently made uniform with guards. After a
register stage the same method is applied to the second cubic function. The
output registers contain a sharing of AES_Sbox(x) after two clock cycles.
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Figure 6.3: Serial-Cubic-Layer Design of AES S-box. The input 𝑥 is separated into shares
𝐴𝑥 , . . . , 𝐷𝑥 , all cubic, quadratic and linear terms are realized in 𝑀𝐴 , . . . , 𝑀𝐷
for each share. In the first clock cycle 𝐿1𝑖 is applied to each share to realize
the first cubic function of the decomposition. The values are re-masked with
guards and saved in a register. The same layer ℳ is used in the second
clock cycle, but the FSM selects the output of 𝐿2𝑖 which is remasked with
updated guards and written to the registers. The registers contain a sharing
of AES_Sbox(x) after two cycles.
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Figure 6.4: Serial-Shares Design of the AES S-box. Each of the four component functions
𝐹𝐴1 , . . . , 𝐹𝐷1 is realized by evaluating 𝐹1 on different input shares and writing
the value into the respective register after re-masking it with guards. After
four clock cycles each output share of 𝐹 1 is written into an adjacent register
to allow pipelining. The second function 𝐹 2 is realized analogously. A sharing
of the value AES_Sbox(x) is written to the output register after nine cycles.
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Figure 6.5: Fully-Serial Design of the AES S-box. In one clock cycle three of the four
input shares 𝐴𝑥 , . . . , 𝐷𝑥 are selected by multiplexers to be fed into 𝑀sh which
realizes all cubic, quadratic and linear terms. In the first four cycles the
output of 𝑀sh is processed by 𝐿1 to realize the first shared function and write
the results to the upper registers 𝐴, . . . , 𝐷. In the successive four cycles the
same instance of 𝑀𝑡 𝑒𝑥𝑡𝑠ℎ is reused and its ouput is fed into 𝐿2 to realize the
second shared function. After eight clock cycles a sharing of AES_Sbox(x) is
written to the output registers.

6.5 Results

Name
Fully-Parallel
Cubic-Serial
Share-Serial
Fully-Serial
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Shares
4
4
4
4

IR (bits)
48
48
48
48

Lat (cycles)
2
2
9
8

RT (cycles)
1
2
4
8

R/C (bits)
0
0
0
0

Size (GE)
20891
12923
6622
4181

Table 6.3: Comparison of four share TI with different degrees of serialization.
IR : inital randomness, Lat : latency, RT : reciprocal throughput, R/C :
randomness per cycle
shares with four-share direct sharing. We circumvented this problem by sharing the
function 𝐴𝐸𝑆_𝑆𝑏𝑜𝑥(𝑥) ⊕ 0𝑥63 instead, which does not contain a constant offset. To
obtain the correct function, four inverters must be added to the output of one share to
realize the function 𝑓 (𝑥) = 𝑥 ⊕ 0𝑥63.

6.5 Results
We found four ways to implement the AES S-box in a first-order secure manner with zero
per-round randomness. We achieved this by starting from a multi-layer representation of
the ANF and choosing a trade-off between area and runtime. The results are summarized
in Table 6.3. All implementations require 48 bits of initial randomness to create four
shares. The reciprocal throughput varies between one and eight cycles whereas the area
varies between 20891 GE and 4181 GE.

7 Domain-Oriented Masking with one
Multiplier
In this chapter we explore the possibility to reduce the hardware area significantly by
applying DOM to a multiplier that has the same width as the data path, compared to
an application of DOM to smaller multipliers.

7.1 Synthesis Constraints
Domain-oriented Masking achieves first-order security if the two domains 𝐴 and 𝐵 are
physically separated. To ensure this even after aggressive optimization, we place parts of
different domains in separate entities and disable cross entity optimization. Furthermore,
we want to pipeline our implementation and avoid complex control logic. To achieve that
we add a second register in the secure Half-AND entity as it balances both paths that
lead to the final XOR-gate (cf. Figure 7.1 (a)). Unlike in TI every linear combination of
variables in one domain needs to be saved in a register stage, as glitches could violate
the property that sharings in both domains are independent of each other (cf. Figure 7.1
(b)).

7.2 Masking AND-Gates
Domain-oriented Masking can achieve first-order security by remasking all multiplications
in GF(2𝜆 ) with 𝜆 bits. The representations considered so far contain only multiplications
in GF(2) (AND-Gates). The two-layer-ANF-representation contains 280 AND-Gates,
while the best three-layer-ANF-representation contains 227 AND-Gates. It does not seem
worthwhile (or even possible on many embedded systems) to invest this amount of fresh
random bits into one S-box call.
We instead consider the AES S-box realization with only 32 AND-Gates by Boyar et al.
[BMP13], as this is the currently known upper bound for the multiplicative complexity
of the AES S-box.
The synthesis result of BMP13-DOM can be seen in Table 7.1 for both cases with and
without pipelining.
A version without pipelining is rather slow with a reciprocal throughput of 14 cycles,
while the pipelined architecture is similar in size to the DOM implementation by Gross,
but slightly worse with respect to the number of random bits required.
We conclude that it might not be worthwhile to use DOM for multiplications in GF(2),
especially due to the disproportionate effort of pipelining. Consider an implementation
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𝐴𝑦

𝐴𝑥

𝐵𝑦
𝐴𝑥

𝑟

𝐴𝑦

𝐵𝑥

Linear

𝐵𝑦

Linear

(b) Registers after linear stage

(a) secure Half-AND

Figure 7.1: Register Placement in DOM. (a) A pipelined secure Half-AND stores both
the intra-domain term 𝐴𝑥 𝐴𝑦 and the masked cross-domain term 𝐴𝑥 𝐵𝑦 ⊕ 𝑟 in
registers before XORing them to yield the output value. (b) A register stage is
necessary even after intra-domain linear functions to ensure the independence
of a sharing.

Name
Gross et al.
BMP13-DOM
BMP13-DOM-pip.

Shares
2
2
2

IR (bits)
8
8
8

Lat (cycles)
8
14
1

RT (cycles)
1
14
1

R/C (bits)
18
3
32

Size (GE)
2600
2068
2514

Table 7.1: Comparison of size and required randomness between implementations of the
AES S-box: DOM by Gross et al. and our application of DOM to the circuit
of BMP13 in a non-pipelined and a pipelined version.
IR : inital randomness, Lat : latency, RT : reciprocal throughput, R/C :
randomness per cycle

7.3 Smallest Serial-Parallel Multiplier Design
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with a data path of 𝑛 bits. For each AND-gate it contains, we need to add four registers
inside the secure multiplier of width 1 bit and furthermore a register of width 𝑛 − 1 bits to
assure a correct pipelining of the rest of the data path. If we could realize a circuit with
far fewer multiplications in GF(2𝜆 ) the number of registers could potentially decrease.
More formally we are interested in finding the bitwidth 𝜆 such that the the total register
size, given by
#𝑚(𝜆) · (4 · 𝜆 + 2 · (𝑛 − 𝜆))
is small, whereby #𝑚(𝜆) denotes the minimal number of multiplications in GF(2𝜆 ) that
are sufficient to realize the function, four registers are necessary for 𝑙𝑎𝑚𝑏𝑑𝑎 cross-domain
bits and two registers are necessary for 𝑛 − 𝜆 bits within domains. As multiplications in
GF(24 ) combined with multiplications in GF(22 ) have already been explored by Gross
et al. [GMK16], we introduce a design that masks multiplications in GF(28 ), while
maintaining the data path width of 8 bit. Thus, it uses no additional registers for
pipelining.

7.3 Smallest Serial-Parallel Multiplier Design
Starting from our observations on the decomposition we are going to design a circuit
for the AES S-box that uses one instance of a serial-parallel GF(28 ) multiplier. The
multiplier uses the eight-bit input 𝑎 in parallel, while one bit of 𝑏 is processed per cycle. A
linear-feedback shift register (LFSR) realizes the modular reduction with the irreducible
polynomial 𝑥8 + 𝑥4 + 𝑥3 + 𝑥 + 1 (cf. Figure 7.2).
Since all decompositions lead to cubic functions and cubic power functions have an
exponent of hamming weight three, we can conclude that each function can be computed
with only two multiplications and some squaring operations. Hence, we can realize the
entire inversion with four multiplications and some squaring operations.
We want to realize the inversion in hardware with a single instance of a serial-multiplier,
which will be the largest component. Still, it is worthwhile to explore the decompositon
possibilities to minimize the overhead e.g. by reusing the linear operations involved. We
consider the linear functions
𝑥2 , 𝑥4 , 𝑥8 , 𝑥16 in GF(28 )
and synthesize them individually as an 8 bit to 8 bit component and in pairs as a 8 bit
to 16 bit component to determine their sizes in the UMC 0.18𝜇m library as displayed in
table 7.2.
Given the size data, we can iterate through all possible combinations to realize the
three subcircuits
𝑘1

∙ the function (𝑥13 )2

with two multiplications

𝑘2

∙ the function (𝑥19 )2

with two multiplications
𝑘3

∙ the function Aff ∘ 𝑥2
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Function
𝑥2
𝑥4
𝑥8
𝑥16
𝑥32
Aff
Aff ∘ 𝑥2
Aff ∘ 𝑥4
Aff ∘ 𝑥8
Aff ∘ 𝑥16
Aff ∘ 𝑥32
(𝑥2 , 𝑥4 )
(𝑥2 , 𝑥8 )
(𝑥4 , 𝑥8 )

Size (GE)
22.6
31.3
31.6
32.6
32.9
40.3
40.0
36.0
33.7
35.3
36.3
45.3
43.3
50.0

𝑖

𝑖

Table 7.2: Size of all linear functions 𝑥2 , 𝑖 = 1, . . . , 5 and Aff ∘ 𝑥2 , 𝑖 = 1, . . . , 5 individually and partially combined.
with the minimal amount of total area, subject to the additional restriction 𝑘1 +𝑘2 +𝑘3 = 5
to ensure that the function AES_Sbox(x) is implemented.
The optimal solution only uses the linear functions 𝑥4 , 𝑥8 and a delay register; it
is expected to have a 250 GE overhead over the serial-parallel multiplier alone. More
formally, it can be expressed as the successive application of five functions:
𝑓1 (𝑥) : GF(28 ) → GF(28 ) × GF(28 )
𝑥 ↦→ (𝑥4 , 𝑥8 )
𝑓2 (𝑥) : GF(28 ) × GF(28 ) → GF(28 )
(𝑥, 𝑦) ↦→ 𝑥 · 𝑦
𝑓3 (𝑥) : GF(28 ) → GF(28 ) × GF(28 )
𝑥 ↦→ (𝑥4 , 𝑥8 )
𝑓4 (𝑥) : GF(28 ) × GF(28 ) → GF(28 )
𝑥 ↦→ 𝑥4 · 𝑦
𝑓5 (𝑥) : GF(28 ) → F82
𝑥 ↦→ 𝐴𝑓 𝑓 (𝑥2 )
If we add the serial-parallel multiplier, three multiplexers and a FSM, we obtain the
design in 7.3. (Note that we chose to realize both functions in one hardware component
(𝑥4 , 𝑥8 ) to reduce the area by an additional 10 GE.)
The hardware circuit realizes 𝑥4 · 𝑥8 = 𝑥12 with the first multiplication. Subsequently,
𝑥 · 𝑥12 = 𝑥13 =: 𝑥
^ is computed. The third multiplication realizes 𝑥
^4 · 𝑥
^8 = 𝑥
^12 . Finally, the

7.4 Results

Name
Gross et al.
Our work
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Shares
2
2

IR (bits)
8
8

Lat (cycles)
8
40

RT (cycles)
1
40

R/C (bits)
18
1

Size (GE)
2600
1294

Table 7.3: Comparison of our DOM realization based on a serial-parallel multiplier with
DOM by Gross et al.
ir : inital randomness, lat : latency, rt : reciprocal throughput, r/c : randomness per cycle
circuit yields (^
𝑥12 )4 · 𝑥
^=𝑥
^49 . The subsequent application of Aff ∘ 𝑥2 gives AES_Sbox(x),
because the equation ((𝑥13 )49 )2 = 𝑥−1 holds.
To mask this circuit with domain oriented masking we need one instance of each linear
component in each domain and overall four instances of serial-parallel multipliers to
achieve one secure cross domain multiplier. As each multiplication takes eight cycles and
needs to be remasked by eight bits, we can feed one random bit per cycle into a shift
register and use all eight random bits in parallel for remasking.

7.4 Results
Our DOM-based design is smaller than the construction of Gross et al. and consumes
only 1294 GE (cf. Table 7.3). As each multiplication takes eight cycles and register
stages are required after each linear function, the reciprocal throughput is 40 cycles. Due
to its slow operation, it consumes only one bit of randomness per cycle.

7 Domain-Oriented Masking with one Multiplier
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𝑏𝑖
𝑎0

𝑎1

𝑎2

𝑎3

𝑎4

𝑎5

𝑎6

𝑎7

Figure 7.2: Circuit of a Serial-Parallel GF(28 ) multiplier with irreducible polynomial 𝑥8 + 𝑥4 + 𝑥3 + 𝑥 + 1. All eight bits of
input 𝑎 enter the circuit in parallel, while each bit of input 𝑏 is used during one clock cycle starting with the MSB.
After eight cycles the results of the multiplication 𝑎 · 𝑏 can be found inside the registers.
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𝑥

FSM

(𝑥8 , 𝑥4 )

serial-mult GF(28 )

Aff ∘ 𝑥2

Figure 7.3: Smallest first-order secure AES S-box Circuit based on a serial-parallel multiplier. The circuit uses the linear component (𝑥8 , 𝑥4 ) and a delay register
to multiplex the inputs of the serial-parallel multiplier such that the output registers contains 𝑥12 after 10, 𝑥13 after 20 (𝑥13 )12 after 30 and (𝑥13 )49
after 40 clock cycles. The final application of Aff ∘ 𝑥2 yields the value of
AES_Sbox(x). (Only one domain is illustrated)
.

8 Discussion
In this chapter we compare both, the four-share TI with Changing of the Guards construction and the DOM of a serial-parallel multiplier construction with state-of-the-art
first-order secure AES S-box designs. Subsequently, we briefly describe other masked
constructions that did not lead to satisfying results.

8.1 Comparison of TI with Guards on Layered ANF
There are four different state-of-the-art first-order secure implementations of the AES
S-box that follow Canright’s tower field construction, but differ in their masking schemes.
This leads to a different area consumption and a varying number of required random bits
per S-box call. The construction DOM by Gross et al. utilizes 2600 GE and 18 random
bits per call. TI by Bilgin et al. is smaller and demands fewer random bits, as it occupies
an area of 2224 GE and needs 16 random bits per call. Finally, Masking with d+1 Shares
by Gross et al. leads to an area of 1872 GE and a requirement of 48 random bits, while
Ueno et al. achieves 1294 GE with 56 random bits by introducing a slightly different
construction. As the reciprocal throughput of all constructions is 1 cycle, the number of
random bits per S-Box call equals the required number of random bits per cycle.
We introduced four implementations of four-share TI with Changing of the Guards,
which require a vastly reduced amount of randomness compared to all state-of-the-art
implementations of the AES S-box. In fact, zero per-round randomness is required.
Consider that the entire state is divided into four shares and this amount is kept constant
during the execution of all ten rounds of AES-128. If we disregard the key schedule,
our implementations needs only 128 · 3 + 24 = 408 bits of initial randomness for the
sharing of the state and the creation of guards. During an AES -128 encryption the
S-box is evaluated 160 times to encrypt the state. Our implementations need a total of
408 bits of randomness, while all other implementations need between 2816 and 9088
bits of randomness to encrypt one plain text with AES-128 (cf. Table 8.1).
We can also conclude that we found two implementations, that outperform the latency
of the fastest implementations by one cycle, as our Fully-Parallel and Cubic-Serial
construction have a latency of only two clock cycles, compared to three clock cycles for
the construction by Bilgin et al. . The huge area of 20891 GE of our initial Fully-Parallel
construction lead us to seek a trade-off between area and throughput. By reuse of
hardware building blocks, we create a design with a reciprocal throughput of 8 cycles for
4181 GE, which is approximately twice the size of an average state-of-the-art first-order
protected AES S-box (cf. Table 8.2).
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Name
Bilgin et al.
Gross et al.
Cnudde et al.
Ueno et al.
This work
Four-share TI designs

Total randomness (bits)
2816
3008
7488
9088
408

Table 8.1: Comparison of state-of-the-art first-order secure AES S-box designs with our
four implementations based on four-share TI with Changing of the Guards:
Total amount of randomness for one encryption with AES-128 without key
schedule

Name
Bilgin et al.
Gross et al.
Cnudde et al.
Ueno et al.
This work
Fully-Parallel
Cubic-Serial
Share-Serial
Fully-Serial

Shares
3
2
2
2

IR (bits)
16
8
8
8

Lat (cycles)
3
8
6
5

RT (cycles)
1
1
1
1

R/C (bits)
16
18
46
56

Size (GE)
2224
2600
1872
1389

4
4
4
4

48
48
48
48

2
2
9
8

1
2
4
8

0
0
0
0

20891
12923
6622
4181

Table 8.2: Comparison of state-of-the-art first-order secure AES S-box designs with our
four implementations based on four-share TI with Changing of the Guards.
IR : inital randomness, Lat : latency, RT : reciprocal throughput, R/C :
randomness per cycle

8.2 Comparison of DOM of Serial-Parallel Multiplier
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8.2 Comparison of DOM of Serial-Parallel Multiplier
Our DOM construction based on a serial-parallel multiplier and an optimized linear layer
is approximately 100 GE smaller than the smallest state-of-the-art first-order secure
AES S-box by Ueno et al. (cf. Table 8.3). It requires 32 bits of randomness per S-box
call, which is more than TI by Bilgin et al. or DOM by Gross et al. , but less than the
constructions by Cnudde et al. and Ueno et al. . As the computation is highly serialized
the S-box evaluation is distributed over 40 cycles. By integrating a shift register our
construction consumes only one bit of randomness per cycle and can still re-mask the
output of the eight bit multiplier. The reduction of throughput by a factor of 40 compared
to all state-of-the-art designs coincides with a very shallow combinatorial circuit. Hence,
the design could be beneficial in applications that are heavily restraint in size and power
consumption.
Name
Bilgin et al.
Gross et al.
Cnudde et al.
Ueno et al.
This work
DOM-based

Shares
3
2
2
2

IR (bits)
16
8
8
8

Lat (cycles)
3
8
6
5

RT (cycles)
1
1
1
1

R/C (bits)
16
18
46
56

Size (GE)
2224
2600
1872
1389

2

8

40

40

1

1294

Table 8.3: Comparison of state-of-the-art first-order secure AES S-box designs with our
implementation based on Domain-oriented Masking of a serial-parallel GF(28 )
multiplier.
IR : inital randomness, Lat : latency, RT : reciprocal throughput, R/C :
randomness per cycle
An estimation of power consumption after synthesis with the wire load model suggested_10K, an input voltage of 1V and a clock frequency of 10Mhz yields an estimated
power consumption of 125 𝜇𝑊 . This is four times higher than the power consumption
of the unprotected low-power AES S-box design by Morioka and Satoh [MS02], which
achieves 29 𝜇𝑊 at 10 MHz in 0.13 𝜇𝑚 1.5V CMOS technology. We believe that a
four-fold increase in power consumption is a reasonable trade-off to achieve first-order
security.

8.3 Other Approaches
Even though we did not achieve a competitive design with the Masking with d+1 Shares
scheme, we will briefly discuss how to apply it to the decompositions introduced in
Chapter 5 and why it fails to produce a small hardware circuit.
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Layered ANF To evaluate whether Masking with 𝑑 + 1 Shares is a viable option for the
cubic decompositions, we have to evaluate the minimal number of output shares of each
of the cubic decomposition functions to realize a leakage free evaluation with two input
shares. The number of output shares determines both the requirement of random bits to
refresh the shares and the size of the register stage.
We use Algorithm 5 in Appendix A by Ueno et al. [UHA17] to generate a valid sharing
with two input shares for our decomposition functions. After executing the probabilistic
algorithm 100 times, we determined that we can realize the function 𝐹26 with two input
and a minimum of 22 output shares, similarly we can realize the function Aff ∘ 𝐹49 with
a minimum of 28 output shares. This is significantly more than eight output shares
in the implementation of the GF(24 ) inversion by Ueno et al. due to the fact that the
vectorial ANF of the inversion has only one cubic term per coordinate. In contrast, the
functions 𝑥𝑝 , with 𝑝 = {13, 98, 26, 49, 52, 152, 104, 76, 208, 38, 161, 19, 67, 137, 134, 196}
contain between 18 and 35 cubic terms in any single coordinate. A realization of our
decomposition function in hardware leads to intermediate register sizes of 22 · 8 = 172
and 28 · 8 = 224 bits. Hence, it requires a total amount of 396 bits of fresh randomness
per S-box call, which is not competitive with any of the designs shown before.

Serial-Parallel-Multiplier Design Note that the five functions introduced in Chapter 7
have at most quadratic degree. 𝑓1 = 𝑓3 is a quadratic function on eight bits, whereas
𝑓2 , 𝑓4 are quadratic functions on 16 bits and 𝑓5 is a linear function. The algorithm of
Ueno et al. allows us to find a sharing with eight output shares for 𝑓1 and 10 output
shares for 𝑓2 , 𝑓4 . This would require remasking with 18·8 = 144 bits per S-box call. While
the number of stages and highest degree are identical to the construction by Cnudde
et al. , we require the nine-fold amount of random bits. Hence, it is not worthwhile to
explore this design.

9 Conclusion
9.1 Summary
In this work we presented five designs in two categories for masking the AES S-box and
one theoretical contribution to the field of multi-transformations.
Firstly, we demonstrated that it is possible to realize a first-order secure AES S-box with
only initial randomness and no additional per-round randomness (Chapter 5). To this
end we apply TI with four shares and the Changing of the Guards method to a cubic
decomposition of the S-box. We furthermore showed four different designs of this zero
per-round-randomness construction that demonstrate trade-offs between throughput and
area, reaching from an area of 20,890 GE and 1 cycle reciprocal throughput, to an area of
4,181 GE and 8 cycles reciprocal throughput (Chapter 6). This contribution reduces the
need to generate fast, high-quality randomness for realizing masked AES in hardware.
Secondly, we implemented another first-order secure AES S-box with DOM applied
to a single parallel-serial GF(28 )-multiplier instance. With only 1294 GE this is the
smallest known, mathematically first-order protected AES S-box at the time of writing
(Chapter 7). As we distributed the computational load over many cycles, the randomness
requirements per cycle are down to 1 bit and we believe the power consumption to satisfy
the needs of very low-power applications such as RFID-tags.
Lastly, we extended the area of multi-transformations by contributing the definition of
sharing-compatible masks, a type of transformation mask that is computationally easy
to find. We contributed a theorem which implies that while sharing-compatible masks
exist for Keccak’s 𝜒, they do not exists for the AES S-box or any of the compositions
shown in this work (Chapter 5). This implies that finding a method to reduce the size
of the guards, as suggested for Keccak’s 𝜒, is computationally more taxing for the AES
S-box and may not be possible at all.

9.2 Future Work
There are many open questions that could be explored in future research. Regarding the
specific designs:
∙ We did not yet verify first-order side-channel resistance in an experimental setting,
such as the Non-Specific T-Test. A preliminary leakage evaluation could be done
on an FPGA board.
∙ An exact energy estimation after place&route with realistic input switching behaviour annotations would be a step to further investigate the low-power use case
of the provided designs.
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Regarding this area of research:
∙ Finding a better heuristic or the optimal solution to the problem of finding a three
layer ANF representation might lead to further reductions in hardware area.
∙ A back-tracking algorithm to assign monomials to output shares could outperform
the probabilistic assignment algorithm for Masking with d + 1 Shares by Ueno et
al. [UHA17].
∙ It is possible to represent the inversion in GF(28 ) with only three multiplications
in GF(216 ) [PV16]. It might be interesting to see which trade-offs are possible if a
first-order secure AES is realized with one or several instances of GF(216 )-DOMindependent multipliers.
∙ We showed that identifying sharing-compatible transformation masks is simple, but
did not provide a strategy to reduce the search space for arbitrary transformation
masks. This could potentially be done by finding equivalence classes and separating
the whole search space. Unifying the search for uniform sharings and multitransformations may lead to new insights.
∙ While we explored a decompositon of the GF(28 ) inversion with exponentiations and
showed that this cannot be done with only quadratic functions, there may be other
functions in the vector space F82 with algebraic degree two, that do not correspond
to a field operation in GF(28 ) and form a decomposition of the AES S-box. Finding
them would render a three-share TI of AES possible and significantly reduce the
required area for all possible designs.

10 Acronyms
AES Advanced Encryption Standard
ANF Algebraic Normal Form
CMOS Complementary Metal-Oxide-Semiconductor
DOM Domain-oriented Masking
DPA Differential Power Analysis
FSM Finite State Machine
GE Gate Equivalent
LSLP Linear Straight-Line Program
LUT Look-Up-Table
MOSFET Metal-Oxide-Semiconductor-Field-Effect-Transistors
NIST National Institute of Standards and Technology
NMOS n-type MOS
PLA Programmable Logic Array
PMOS p-type MOS
IoT Internet of Things
S-box Substitution Box
SCA side-channel attacks
TI Threshold Implementations
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A Appendix
A.1 Evaluation of BP heuristic
The experiment with 20 randomly generated linear functions with 70 input bits and 8
output bits shows, that the BP heuristic outperforms the naive implementation by an
average of 7.4 GE, with a standard deviation of 10.9 GE (cf. Table A.1).
Size naive (GE)
388.3
365.3
352.0
367.7
360.0
370.3
349.3
357.7
363.0
356.0
359.0
364.7
361.3
366.7
355.3
355.3
364.7
361.0
360.7
351.7

Size BP (GE)
3722.3
3332.0
3383.6
3528.8
3367.5
3390.1
3419.1
3486.9
3615.9
3357.8
3415.9
3293.3
3509.4
3235.3
3454.6
3261.1
3461.1
3457.8
3370.7
3461.1

Difference (GE)
3.7
21.0
2.3
3.0
12.0
20.0
-4.0
-2.7
-10.7
9.0
6.0
24.3
-1.3
32.3
-1.7
18.3
7.0
3.7
12.3
-6.0

Table A.1: BP heuristic evaluation for linear function of 70 input bits, 8 output bits.
We synthesized twenty randomly chosen linear functions. Every coordinate
function has a probability of 0.5 to depend on any one input variable.
The experiment with 20 randomly generated linear functions with 8 input bits and
90 output bits shows, that the BP heuristic outperforms naive implementation by an
average of 17.6 GE with a standard deviation of 7.2 GE (cf. Table A.2).

78

A Appendix

Size naive (GE)
166.7
170.0
168.7
165.7
180.0
172.0
179.7
177.0
183.0
171.3
192.7
192.7
179.3
166.0
173.0
191.0
181.3
162.0
188.7
172.3

Size BP (GE)
1577.3
1522.5
1548.3
1519.2
1525.7
1574.1
1564.4
1548.3
1535.4
1445.1
1641.8
1606.3
1596.7
1474.1
1496.7
1603.1
1487.0
1499.9
1609.6
1412.8

Difference (GE)
3.7
12.7
8.7
8.7
22.3
9.3
18.0
17.0
24.3
22.0
23.0
26.7
14.3
13.7
18.3
25.3
27.7
7.0
22.3
26.3

Table A.2: BP heuristic evaluation for linear function of 8 input bits, 90 output bits.
We synthesized twenty randomly chosen linear functions. Every coordinate
function has a probability of 0.5 to depend on any one input variable.

A.2 Algorithm to Determine a Masking with d +1 Shares
The algorithm of Ueno et al. [UHA17] (cf. Algorithm 5) takes the set of all monomials
𝑃 in one coordinate of the shared function as an input and randomly draws an element
from the set 𝑈 , whose elements assign a share to each variable. For each such assignment
the algorithm iterates through all monomials in 𝑃 and checks whether it conflicts with
the assignment. If no conflict is detected the monomial is assigned to the current output
component and deleted from 𝑃 . After the iteration through 𝑃 is completed, a new
assignment is randomly picked from 𝑈 and the current output component is increased by
one. The algorithm terminates if 𝑃 is empty.
We say that a monomial in 𝑃 conflicts with an assignment in 𝑈 if the monomial contains
a variable that is not contained in 𝑈 . Consider the case of two input variables and two
shares as an example, the assignment (𝑥00 , 𝑥11 ) ∈ 𝑈 (variable zero : share zero, variable
one : share one) conflicts with the monomials 𝑥01 , 𝑥10 , 𝑥01 𝑥11 and 𝑥00 𝑥10 while it does not
conflict with the monomials 𝑥00 , 𝑥11 and 𝑥00 𝑥11

A.2 Algorithm to Determine a Masking with d +1 Shares

Algorithm 5 Generate output shares [UHA17]
Input: 𝑃 : the set of all monomials in the shared function
Output: 𝐹 : array of sets that describes all output shares
Initialize 𝑆 := {𝑒𝑖 ∀𝑖 ∈ [𝑛]}
Generate the set 𝑈 of all 𝑑𝑛 possibilities to pick one share of each variable:
(0)
(𝑛−1)
𝑈 = {{𝑎𝑖0 , . . . , 𝑥𝑖𝑛−1 |𝑖𝑗 ∈ {0, . . . , 𝑑}}
for 𝑢 ∈𝑅 𝑈 do
𝐹 [ℎ] = ∅
for 𝑝 ∈ 𝑃 do
if agreement(p,u) then
𝐹 [ℎ] = 𝐹 [ℎ] ∪ 𝑝
del p from P
end if
end for
ℎ=ℎ+1
end for
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