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Chapter 1

Introduction

These lecture notes are continuously upgraded and extended. Your feedback is welcome,

please send your comments and suggestions to

skripte@crypto.rub.de.

We are in the midst of an evolutionary change with respect to computing and infor-

mation technologies. After an early phase that was dominated by mainframes and

the “one computer – many user” paradigm, the next 25 years have been characterized

by the “one computer – one user” model. However, for a few years the computing

world has begun to move towards the “many computers – one user” paradigm. This

situation is frequently referred to as ubiquitous computing or pervasive computing.

Examples for ubiquitous computing systems are handheld muldimedia devices linked

to DRM services (e.g., iTunes or Kindle), electronic passports, wirelessly connected

medical implants (e.g., pace makers or hearing aids), car-to-car communication, or mo-

bile e-commerce applications. The exchange of data between heavily inhomogeneous

platforms, i.e., between small embedded nodes and the “back-end” (which might be the

Cloud), has increased dramatically. Many of the new applications are heavily depen-

dent on security features, for instance telemedicine or intelligent traffic management.

As part of this evolutionary change the role of cryptographic implementation has be-

come much more crucial. The two main requirements in cryptography are (1) efficient

implementation and (2) secure implementation. This two-semester course gives an in-

troduction to some of the most important techniques needed for building cryptographic

implementations. Some methods introduced are relatively “old” and established, i.e.,

from the late 1980s, whereas some other are closely linked to current research.

1.1 Course Overview

Let’s start with a classification of the field of cryptology, as depicted in Figure 1.1.

Cryptology has two main branches: cryptography, often referred to as making of codes,

and cryptanalysis, the science (and sometimes art) of breaking codes. Over the last

1



1.1 Course Overview

CRYPTOLOGY

Cryptography Cryptanalysis

Symmetric-Key Public-Key Protocols

Block cipher Stream cipher

Figure 1.1: Structure of the field of cryptology

two decades is has become apparent that — in addition to the mathematical aspects

— implementation issues play a major role when using cryptography in practice. In-

terestingly, implementation aspects play an important role in both, cryptography and

cryptanalysis. The course deals with the two main branches of modern crypto imple-

mentation:

� techniques for efficient implementations, which are part of cryptography, and

� techniques for secure implementations, which are part of cryptanalysis.

The first topic, efficient implementation, is often daunting because crypto algorithms, in

particular public-key ones, tend to be very computationally intensive. Hence, efficient

implementation techniques started to emerge as an issue relatively early, roughly since

the mid 1980s. We will introduce the following important techniques in this course.

An efficient method for implementing the widely used RSA scheme will be developed

in Chapter 2. Due to their significance as the most demanding operation for all public-

key schemes of practical relevance (cf. Table 1.1), Chapter 3 is dedicated to efficient

exponentiation algorithms. Arithmetic with very long numbers, especially algorithms

for fast multiplication and modular reduction, is covered in Chapter 4.

The second issue, secure implementations, is important since even a functionally correct

(!) realization of a crypto algorithm can still be insecure. For instance, the timing

behavior of a crypto implementation may leak information about the secret key and may

render the entire system unsecure. This realization has opened up a whole new branch

of applied cryptography, starting in the late 1990s. It is instructive to observe that

this situation is different from implementing other types of coding or signal processing

algorithms, and gives the art of implementation a very special importance in the context

of cryptography. Modern implementation attacks, including side-channel analysis and

fault injection attacks, are discussed in Chapter 5. It should be noted at this point,

however, that implementation attacks are not relevant in every situation. Often, they

are only a threat if the attacker has physical access to the device, e.g., a smart card,

or if she can perform timing measurements.

2



Introduction

1.2 Literature Recommendations

Due to the fact that crypto implementation is a relatively young field that is still

evolving, there is a limited number of books available that deal with this topic. Some

of the material is still only available in the research literature, especially with respect

to implementation attacks. However, there are some exceptions and we recommend

the following books for further study:

1. Christof Paar, Jan Pelzl: Understanding Cryptography — A Textbook for Stu-

dents and Practitioners. Springer, 2010 [PP10]. This recent book by us provides

an ideal background for this course. It introduces virtually all crypto scheme of

practical relevance.

2. Alfred Menezes, Paul van Oorschot, Scott Vanstone: Handbook of Applied Cryp-

tography [MvOV97]. CRC Press, October 1996. This is a great compilation of

theoretical and implementational aspects of many crypto schemes. It is quite

unique since it includes many theoretical topics that are hard to find otherwise.

This book is available as a full-text version on the web pages of Alfred Menezes

(http://www.cacr.math.uwaterloo.ca/hac). Note the book only contains tech-

niques that were known up to 1997.

3. Alfred Menezes, Darrel Hankerson, Scott Vanstone: Elliptic Curve Cryptography.

Springer 2004 [HMV04]. Even though this book deals with elliptic curves whereas

this course treats them only in passing, some of the implementation techniques

described in the book, especially arithmetic algorithms, can generally be used for

public-key algorithms.

4. Çetin Kaya Koç: Cryptographic Engineering. Springer 2008 [Koç08]. This edited

book addresses in each of its chapters one particular set of implementation tech-

niques. Unlike the two books above, there is somewhat of a focus on hardware

implementations. Some of the material in this book is fresh from the research

literature and, thus, very helpful.

5. Stefan Mangard, Elisabeth Oswald, Thomas Popp: Power Analysis Attacks: Re-

vealing the Secrets of Smart Cards. Springer 2007 [MOP07]. This is at the time

of writing the only book entirely devoted to power analysis, which is arguably

the most potent implementation attack known.

1.3 General Thoughts on Efficient Implementation of Public-Key
Algorithms

As we discussed above, cryptographic implementation techniques deal either with ef-

ficiency or with the security of a realization. We discuss in general terms the notion

3



1.3 General Thoughts on Efficient Implementation of Public-Key Algorithms

of efficiency. The term “efficient” can have different meanings with respect to crypto

implementations:

� high performance, i.e., fast (software and hardware)

� small code sizes (software)

� low RAM requirements (software)

� small area (hardware)

� low power consumption (mainly in hardware, but can also be an issue in software)

� low cost (hardware and software)

Of course, there is often a trade-off between those parameters, e.g., a fast implementa-

tion often requires more memory and code size than a slow one. Thus, one often has

to balance the competing requirements depending on the application scenario.

Even though these lecture notes are not restricted to public-key schemes, there is a

strong focus on them. This is mainly because the implementation requirements for

public-key algorithms tend to be far more computationally demanding than in the

symmetric case. Table 1.1 provides a summary of the typical arithmetic required for

the three families of public-key schemes of practical relevance:

Public-key scheme main critical arithmetic typical operand
operation length [bit]

Integer factorization xa mod n modular multipl., 1024–4096
schemes (RSA, etc.) n composite exponentiation

Discrete logarithm xa mod p modular multipl., 1024–4096
in prime fields p prime exponentiation
(Diffie-Hellman, DSA, etc.)

Elliptic Curve k ·Q modular multipl. and 160–256
(ECDH, ECDSA, etc.) Q = (xQ, yQ) inversion, point multipl.

Table 1.1: Arithmetic requirements of the three families of public-key schemes with practical relevance

From the table, we conclude that the crucial operations for public-key cryptography are

modular arithmetics with long numbers, e.g., addition, multiplication and inversion, as

well as exponentiations. Note that a point multiplication on an elliptic curve of the

form k ·Q can be regarded as a special case of an exponentiation.

The public-key algorithms listed above are computationally intensive due to the very

long operand lengths required. There is a host of methods available for efficiently

implementing public-key schemes:

� smart parameter choice, e.g., short exponents or special coefficients

� improved exponentiation algorithms

� improved multiplication methods, e.g., Karatsuba or FFT-like techniques

4
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� improved modular arithmetic algorithms, e.g., Montgomery arithmetic

� exploitation that the modulus is composite, e.g., Chinese Remainder Theorem

� underlying algebraic structures which allow efficient arithmetic, e.g., prime fields

with special modulus, Galois fields of characteristic 2, or optimal extension fields

� parameters with special mathematical properties, e.g., Koblitz or Edwards curves

All but the last techniques listed above will be introduced in subsequent chapters.

Remark: Finding secure alternatives to the public-key algorithms shown in Table 1.1

is still an open research problem. Quite a few other public-key schemes have been

proposed over the years. Many of those have been shown to be insecure. Of the

remaining ones, many do not have efficiency advantages over the established ones listed

in the table. However, there has been somewhat of renaissance of alternative public-key

schemes. They are often referred to as post-quantum cryptography because the three

algorithm families listed in the table above will all be vulnerable to attacks by quantum

computers should they ever be built1.

1Do not loose too much sleep over this — most estimates say that quantum computers are at least
three decades away. Others doubt that they can ever be realized.
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Chapter 2

Efficient Implementation of RSA

As detailed below, the parameters used in the RSA public-key scheme tend to be very

long in practice (1024 – 4096 bit). A major undesired consequence of this is that RSA

computations are typically slow unless special measures are taken. This chapter will

discuss acceleration techniques which are specific to RSA. Please note that some of the

methods introduced later in this course, especially efficient exponentiation and efficient

modular multiplication algorithms, can be combined with the methods introduced in

this chapter, to achieve even faster implementations.

Example 2.1 To get an appreciation for the bit length needed for modern

public-key algorithms, we look at RSA and discrete logarithm schemes such

as the Diffie-Hellman key exchange. For both algorithm families operands

with a length of 2048 bits are nowadays recommended. Let’s estimate the

length of such operands in decimal representation. Since log 10
log 2 ≈ 3.3 we

can as a rule of thumb divide the binary length by a factor of 3 and again

subtract 10% to obtain the length in decimal digits, which is in this case

approximately 600. Hence, we are working with 600 digit numbers and every

arithmetic operation will be very costly, even on today’s 64 bit processors.

4

2.1 RSA Revisited

Even though we assume that RSA is known to most readers, we provide here a compact

description of the RSA crypto system. For an accessible introduction to RSA the reader

is referred to, e.g., [PP10, Chapter 7].

Before using any public-key cryptosystem, a pair of keys has to be generated. To obtain

the public key kpub and the corresponding private key kpr, the following steps need to

be carried out in the case of RSA.

7



2.1 RSA Revisited

Computation of the RSA keys (RSA set-up phase)

1. Choose two large primes p and q of roughly the same bit length.

2. Compute n = p · q.

3. Compute Φ(n) = (p− 1)(q − 1).

4. Choose a random integer e, with the conditions

0 < e < Φ(n) and gcd (e,Φ(n)) = 1.

(Note that the inverse of e exists in ZΦ(n)).

5. Compute the inverse d = e−1 mod Φ(n), i.e.,

e · d ≡ 1 mod Φ(n).

6. The RSA keys are now

kpub = (n, e) (public key) and

kpr = (p, q, d) (private key)

The inverse d = e−1 mod Φ(n) in Step 5 can be calculated using the extended Euclidean

algorithm (EEA) (cf., e.g., [PP10, Chapter 5]). The parameter length of all practical

public-key schemes is an important issue, especially with respect to implementation

efficiency. For RSA, it is easy to show that the private key can be computed directly

from the public key once an attacker succeeds with factoring the modulus n. Given that

the record for factoring RSA moduli is around 660 bits at the time of writing, n should

have a length of at least 1024 bits, while 2048–4096 bits are strongly recommended for

long-term security. Since factoring of the moduli with such bit length is computationally

infeasible the RSA scheme is regarded as secure. Note that each of the primes p and q

should be of roughly half the bit length of n

dlog2 qe ≈ dlog2 pe ≈ 0.5dlog2 ne ≥ 512

After generation of the public and private keys, the actual RSA encryption/decryption

and digital signature generation/verification can be performed according to the follow-

ing formulae:

RSA encryption using the public key kpub = (n, e)

y = enckpub(x) ≡ xe mod n,

where x ∈ Zn = {0, 1, . . . , n− 1}.

8



Efficient Implementation of RSA

RSA decryption using the private key kpr = (p, q, d)

x = deckpr(y) ≡ yd mod n,

where y ∈ Zn.

RSA digital signature generation using the private key kpr =

(p, q, d)

y = sigkpr(x) ≡ xd mod n,

where x ∈ Zn.

RSA digital signature verification using the public key kpub =

(n, e)

x = verkpub(y) ≡ ye mod n,

where y ∈ Zn.

For verifying the correctness of the RSA algorithm, we assume that a plaintext x has

been encrypted with RSA to obtain y. Then, the decryption yd ≡ (xe)d ≡ xe·d ≡ x1 ≡
x mod n delivers the plaintext as desired. Note, that the exponent of xe·d mod n may

be reduced modΦ(n), and e ·d ≡ 1 mod Φ(n) due to the choice of the RSA parameters

above.

2.1.1 Complexity of RSA

Let’s now estimate the complexity of a general RSA exponentiation with the bit length

l of the modulus n defined as

l = dlog2 ne

The RSA exponentiations are performed as a sequence of multiplications and squarings

with long numbers (cf. Section 3.3.1). A single long number multiplication or squaring

has a complexity which is quadratic in the bit length (unless special multiplication

methods are being used). Hence

C(multiplication) = c l2,

where c is some constant1. If we assume the standard square-and-multiply algorithm

for exponentiation — which has an average complexity of about 1.5 l multiplications

1We will show later in this course that the multiplication complexity can be reduced to c′llog23 =
c′l1.58 using the Karatsuba method.

9



2.2 Efficient Encryption and Signature Verification

and squarings (cf. Chapter 3) — an entire RSA operation has an average complexity

of

C(exponentiation) = (1.5 l)c l2 = 1.5 c l3.

This cubic complexity has strong implications on the efficiency of the algorithms.

Example 2.2 Assume a microcontroller on a smart card is able to carry

out RSA with 1024 bits in 800 ms. This delay will still be accepted by most

customers, e.g., while waiting at an automatic teller machine (ATM) for

the release of cash. How long would this operation take for a more secure

version of RSA with 2048 bit modulus? The bit length increases from l

to 2l, and the computational complexity increases by a factor of 8 since

(2l)3 = 23 · l3. Hence, the customer would have to wait 6.4 s, which might

be an unacceptable long time.

4

2.2 Efficient Encryption and Signature Verification

This section introduces a method for accelerating the RSA operations which involve the

public key e, i.e., encryption and signature verification. The complexity estimations

from above assume that the exponents have the same length as the modulus. However,

it turns out that the public key e can be chosen to be a very small value. In practice,

the three values e = 3, e = 17 and e = 216 + 1 are of particular importance. The

resulting complexities when using these public keys are

public key e e as binary string complexity

3 112 2 c l2

17 100012 5 c l2

216 + 1 1 0000 0000 0000 00012 17 c l2

Table 2.1: Complexity of RSA exponentiation with short public exponents

Comparing these complexities to the 1.5 c l3 multiplications that are required for expo-

nents of full length, we notify a vast improvement in the complexity in the order of two

to three magnitudes. Note that all three exponents listed above have a low Hamming

weight (i.e., number of ones in the binary representation). This results in a particularly

low number of operations for performing an exponentiation. RSA is still secure if such

short public exponents are being used. We note that the private exponent d has in

general still the full bit length l. Otherwise it would be easy to brute-force the private

key, i.e., reveal d by means of exhaustive search.

An important consequence of the use of short public exponents is that encryption of

a message and verification of an RSA signature is a very fast operation. In fact, for

10



Efficient Implementation of RSA

these two operations, RSA is in almost all practical cases the fastest public-key scheme

available. Unfortunately, there is no such easy way for accelerating decryption and

signature generation with RSA. Hence, these two operations tend to be slow. Other

public-key algorithms, in particular elliptic curves, are often much faster with respect

to decryption and signature generation. The following sections deal with a method for

accelerating RSA operations involving the private exponent d.

2.3 The Chinese Remainder Theorem

A method which accelerates RSA decryption and RSA signature generation by a factor

of four is based on the Chinese Remainder Theorem (CRT). The CRT2 is introduced

in this section. The CRT is based on the following theorem:

Theorem 2.3.1 Given is a modulus M = m1 · m2 · . . . · mt, where

all mi are pairwise relatively prime, i.e., gcd(mi,mj) = 1, 1 ≤ i, j ≤
t, i 6= j. Also given the vector (x1, x2, . . . , xt) where xi = x mod mi,

the value x mod M can be uniquely reconstructed.

Let’s first look at an example.

Example 2.3 Let M = 11 · 13 = 143. The vector representation of x is

given as

x1 = 4 ≡ x mod 11

x2 = 2 ≡ x mod 13

The CRT tells us that there is a unique value for x in the range {0, 1, . . . , 142}
which fulfills the two equivalent relations for both x1 and x2. Before we de-

velop an effective method for constructing x, let’s try to identify the correct,

unique x by calculating all possible values for the above equations. Since

4 ≡ x mod 11, the equation for x1 restricts the possible candidates for x to

x ∈ {4, 15, 26, 37, 48, 59, 70, 81, 92, 103, 114, 125, 136}

Similarly, from 2 ≡ x mod 13 follows that

x ∈ {2, 15, 28, 41, 54, 67, 80, 93, 106, 119, 132}

By comparing the two sets above, we conclude that x = 15 is the only

possible value that solves both equations.

2invented by Chin Chiau Shao in 1247
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2.3 The Chinese Remainder Theorem

4

Given x, the vector (x1, x2, . . . , xt), where xi = x mod mi, is called the modular repre-

sentation of x. The following theorem gives us a powerful tool for accelerating modular

integer arithmetic.

Theorem 2.3.2 Let M = m1m2 · · ·mt, where all mi are pairwise

relatively prime. Given two integers 0 ≤ x, y < M , with the two corre-

sponding modular representations (x1, x2, . . . , xt) and (y1, y2, . . . , yt),

then (z1, z2, . . . , zt) with

zi = xi + yi mod mi

is the modular representation of z = x+ y mod M ,

and (z1, z2, . . . , zt) with

zi = xi · yi mod mi

is the modular representation of z = x · y mod M .

There is a major consequence from the last theorem: if we do integer arithmetic mod

M , each variable x can be viewed as either

1. an integer 0 ≤ x < M , or as

2. the vector vx = (x1, x2, . . . , xt) which is the modular representation of x.

In many cases, it is more efficient to perform arithmetic with the modular representa-

tions, i.e., the vector components, rather than with the integers themselves.

This concept can be interpreted as a transformation from the domain of integer

values to the modular representation domain.

Intermezzo: As a starting point, let’s look at the way in which engineers often use

transformations, in order to reduce the complexity of operations.

Example 2.4

One — admittedly heavily outdated — example for performing arithmetic

more efficiently by means of a transformation are logarithm tables. Before

the notion of pocket calculators they were used for replacing multiplications

by additions, as shown in Figure 2.1. The additions could then be carried

out easily, even for fairly long numbers, using pencil and paper. Using

logarithm tables, the transformation T (x) = lnx is applied to the two
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numbers A and B to be multiplied in the problem domain. The transformed

values a and b are then simply added in the transform domain. The result c

of the addition is transformed back to the problem domain, employing the

inverse transformation T−1(x) = ex. The obtained value for C is equivalent

to a multiplication in the problem domain, i.e., C = A · B, while in fact

only an addition and three table look-ups have been carried out.

"problem domain"

"transform domain"

A, B C

a, b c
c = a + b

T
-1

transf. T a = ln A; b = ln B

C = A B

C = e = e = e
c ln A + ln B ln A B

Figure 2.1: Replacing multiplications with additions using the logarithm as a transformation T.

From this example we conclude, that we can either perform a multiplication

in the problem domain or an addition in the transform domain, to obtain

the same result. Note that even with relatively long numbers, say 8 digit

decimal numbers, addition is relatively easy with pencil and paper, whereas

multiplying those numbers is already quite painful and error prone without

a calculator.

4

We note in this example that arithmetic in the transform domain is less complex than

in the problem domain. However, we also have to take into account the complexity

of performing the transformation T and the inverse transformation T−1. Computing

logarithm (transformation) and doing exponentiation with real valued exponents (in-

verse transformation) is very costly, of course. However, since these two operations are

performed via pre-computed look-up tables, the transformations are relatively easy.

We conclude that it is of advantage to use a transformation approach if

� arithmetic in the “transform domain” and

� the transformation T and inverse transformation T−1

are together less complex than the arithmetic in the “problem domain”.

2.4 The Chinese Remainder Theorem as a Transformation

As mentioned above, the use of modular representations rather than integers themselves

can also be regarded as a transformation approach. A diagram that visualizes this

concept is given below

It is important to note that we perform the same algorithm for evaluating the function

f() in both the problem domain and the transform domain. However, in the transform

13
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domain the numbers involved are smaller. The remaining question is how we perform

the transformation T into the transform domain and the inverse transformation T−1.

The transformation T is straightforward and follows directly from Theorem 2.3.1:

xi ≡ x mod mi, i = 1, 2, . . . , t

The inverse transformation T−1, i.e., recovering the integer x from its modular repre-

sentation is achieved by

x ≡
t∑
i=1

xiMi ci mod M (2.1)

where

Mi =
M

mi
, i = 1, 2, . . . , t

and

ci ≡M−1
i mod mi, i = 1, 2, . . . , t

Note that gcd(Mi,mi) = 1, since all mi are pairwise relatively prime and hence

gcd(Mi,mi) = gcd(m1 · . . . ·mi−1 ·mi+1 · . . . ·mt,mi) = 1

It follows that the inverse ci = M−1
i mod mi exists.

Let’s now have a closer look at the crucial Equation (2.1) in order to understand why

the inverse transformation T−1 actually works as described above. We first show for x1

that the operation x mod mi, i = 1, 2, . . . , t results in unique values xi of the modular

representation. The same principle applies for i = 2, 3, . . . , t.

14
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x ≡
t∑
i=1

xiMici mod M

x mod m1 ≡ (

t∑
i=1

xiMici mod M) mod m1

≡ (x1M1c1 + x2M2c2 + . . .+ xtMtct) mod m1

≡ (x1M1c1 mod m1) + (x2M2c2 mod m1) + . . .+ (xtMtct mod m1)

≡ x1M1c1 mod m1 + 0 + 0 + . . .+ 0

≡ (x1 mod m1) · (M1c1 mod m1)

≡ (x1 mod m1) · (M1M
−1
1 mod m1)

≡ x1 mod m1 · 1, q.e.d.

Note, since m1 < M we can neglect the mod M and with Mj = m1 ·. . .·mj−1 ·mj+1 ·. . .·
mt where j > 1 it follows that Mj mod m1 = 0 and therefore all xjMjcj mod m1 = 0.

2.5 RSA and the Chinese Remainder Theorem

We now use the CRT as a transformation to accelerate those RSA exponentiations

that involve the secret key kpr, i.e., signing and decryption. As all arithmetic is done

modulo n = p · q, where p and q are prime, the CRT naturally applies here with t = 2.

(x , x )p q

T
-1T

x, d, n y

(y , y )p q

y = x n
d

mod

(1)

(2)

(3)

We will now discuss the three steps necessary for the transformation approach.

(1) Transformation from the Problem Domain

The transformation T is a straightforward application of the CRT. We simply reduce

the base x modulo the two factors p and q of the modulus n to obtain the modular

representation (xp, xq) of x.

xp ≡ x mod p

xq ≡ x mod q

15
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(2) Exponentiation in the Transform Domain

One possibility to perform the two exponentiations in the transform domain is

yp ≡ xdp mod p

yq ≡ xdq mod q.

This is already advantageous compared to a single exponentiation since the input pa-

rameters xp and xq have only half the bit length than x in the problem domain. How-

ever, using Fermat’s little theorem

αp−1 ≡ 1 mod p, for allα ∈ Z∗p , p prime

we can replace the exponent d by a much smaller number

xdp = x
s(p−1)+dp
p = (xp−1

p )s · xdp ≡ 1s · xdp = xdp mod p

where s is some integer and the new exponent dp ≡ d mod (p− 1), 0 ≤ dp < p. The

analog derivation holds for dq.

Hence, the operation in the transform domain can be reduced to

yp ≡ x
dp
p mod p

yq ≡ x
dq
q mod q

where the two new exponents are given by

dp ≡ d mod (p− 1)

dq ≡ d mod (q − 1)

Note that both exponents in the transform domain, dp and dq, are bounded by p and

q, respectively. Since the two primes are in practice chosen to have roughly the same

bit length, the short exponents have about half the bit length of n and thus of d.

(3) Inverse Transformation into the Problem Domain

The remaining step is now to assemble the final result y from its modular representation

(yp, yq). This inverse Transformation T−1 follows directly from the CRT

y ≡
2∑

1=1

yiMici mod n

y ≡ [Mpcp] yp + [Mqcq] yq mod n (2.2)

16



Efficient Implementation of RSA

The coefficients are given by

Mp =
n

p
=
p · q
p

= q

Mq =
n

q
= p

cp ≡ M−1
p ≡ q−1 mod p

cq ≡ M−1
q ≡ p−1 mod q

It is important to note that the four coefficients Mp,Mq, cp, and cq depend solely on

the RSA primes p and q. Since the primes rarely change for a given RSA implemen-

tation, the two expressions in brackets in Eq. (2.2) can be precomputed. After the

precomputations, the entire reverse transformation is achieved with merely two mod-

ular multiplications and one modular addition. Before considering the complexity of

RSA with CRT, we have a look at an example for accelerating RSA with CRT.

Example 2.5 Let the RSA parameters be given by

p = 11

q = 13

n = p · q = 143

e = 7

d ≡ e−1 mod Φ(n) ≡ 103 mod 120

We will now compute an RSA signature for the message x = 15 using the

CRT. For this, we have to perform the operation xd mod n ≡ 15103 mod 143.

In the first step we compute the modular representation of x

xp ≡ 4 ≡ 15 mod 11

xq ≡ 2 ≡ 15 mod 13

In the second step, we perform the exponentiation in the transform domain

with the short parameters. First we compute the shortened exponents

dp ≡ d mod (p− 1) ≡ 103 mod 10 ≡ 3

dq ≡ d mod (q − 1) ≡ 103 mod 12 ≡ 7

17
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Next we perform the actual exponentiations

yp ≡ x
dp
p = 43 = 64 ≡ 9 mod 11

yq ≡ x
dq
q = 27 = 128 ≡ 11 mod 13

In the last step, we compute y from its modular representation (yp, yq). For

this, we need the following four coefficients

Mp = q = 13

Mq = p = 11

cp = 13−1 ≡ 2−1 ≡ 6 mod 11

cq = 11−1 ≡ 6 mod 13

The signature y follows as

y ≡ [Mpcp] yp + [Mqcq] yq mod n

y ≡ [13 · 6] 9 + [11 · 6] 11 mod 143

y ≡ 702 + 726 = 1428 ≡ 141 mod 143

4

2.6 Complexity Analysis of RSA with CRT

We saw earlier that an RSA exponentiation has a complexity of

C(exponentiation) = 1.5 c l3

if all parameters have a length of l bits. If we look at the three steps involved in the

CRT-based exponentiation, we conclude that for a practical complexity analysis the

transformation and inverse transformation can be ignored since their computational

cost is negligible compared to the actual exponentiations taking place in the transform

domain. These crucial exponentiations are

yp ≡ x
dp
p mod p

yq ≡ x
dq
q mod q

Note that all parameters involved in the above exponentiations have a bit length of

l/2, i.e., they are half the length of the original RSA parameters. Consequently, one

exponentiation has a complexity of

C( l2 -bit exponentiation) = 1.5 c

(
l

2

)3

18
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and both exponentiations have a total complexity of

C(CRT exponentiation) = 2× 1.5 c

(
l

2

)3

=
1.5 c l3

4

The main conclusion is that CRT-based exponentiation is four times less com-

plex than a regular RSA exponentiation. This speed-up by a factor of four can

be very valuable in real-world applications, in particular for implementations on small

microprocessors. A popular example are smartcards, which are often used for digitally

signing with the secret key d. A smart card has a small microprocessor, usually an 8-bit

type clocked at a few MHz, often together with a small coprocessor which performs

modular multiplications. By applying the CRT for the signature operation, the smart-

card is four times faster. Hence, if a regular 1024 bit RSA exponentiation takes 6 s,

using the CRT reduces that time to 1.5 s. This acceleration might make the difference

between a product with high customer acceptance (1.5 s) and a product with a delay

that is not acceptable for many applications (5 s).
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Chapter 3

Efficient Exponentiation

In the previous chapter we have used an exponentiation as a basic operation, i.e., we

did not detail on how (modular) exponentiations with long numbers are realized in

practice. In the following, we introduce and compare the most common exponentiation

algorithms and their complexity. This chapter is based in parts on the algorithms

in [MvOV97, Chapter 14.6].

3.1 General Thoughts about Exponentiation

A seemingly simple question at the beginning is: What exactly is exponentiation? Our

first answer might be: “exponentiation is repeated multiplication” of the form

g · g · . . . · g︸ ︷︷ ︸
e times

= ge

However, a more exact and more general definition is that exponentiation is the re-

peated application of a group operation “◦” to an element g contained in that group.

g ◦ g ◦ · · · ◦ g︸ ︷︷ ︸
e times

It is important to stress that exponentiation is not an atomic operation. The atomic

operations are multiplication or addition in the underlying group of the cryptosystem.

Exponentiation is merely a convenient notation for expressing several atomic operations

which are executed repeatedly. We are used to denote an exponentiation as ge, which

is fine if we have a multiplicative group, i.e., the operation ◦ is a multiplication. If the

group operation is addition, the corresponding “exponentiation” is denoted as

e · g = g + g + · · ·+ g

Note that this looks like a multiplication of the form “integer × group element”. How-

ever, when performing arithmetics in an additive group, there exists no such thing
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as a “multiplication”. In fact, e · g is merely a shorthand notation for the repeated

application of the group operation. Exactly this situation is given in the case of ellip-

tic curve cryptosystems (ECC). Here, an addition of points is defined, but the “point

multiplication” merely denotes the repeated addition of points.

3.2 Relevance in Cryptography

There are three families of public-key algorithms of practical relevance. Exponentiation

is the main operation for all the three of them:

1. Algorithms based on the integer factorization problem, such as RSA,

2. Algorithms based on the discrete logarithm problem, such as Diffie-Hellman key

exchange or the digital signature algorithm (DSA)

3. Algorithms based on elliptic curves (EC), such as EC Diffie-Hellman key ex-

change or EC digital signature algorithm. Note that the lesser known hyperellip-

tic curves, which are a generalization of EC, are also based on exponentiation.

Of course, there are several other public-key algorithms, but they are not widely in use

at the time of writing and are not necessarily based on exponentiation.

Let’s look at the exact operations needed in the three families of asymmetric algorithms.

In the case of RSA the core operation is

y = xe mod n

where all parameters are in general of length 1024–4096 bit.

In the case of discrete logarithm schemes in Zp or GF (2m) such as Diffie-Hellman,

ElGamal, DSA, etc., the operation is quite similar:

y = αe mod p

The operand lengths are similar to those of RSA.

In the case of elliptic curves, an additive notation is used for the group operation, such

that the core operation in ECC schemes is:

y = e · P = P + P + . . .+ P

where P is a point on the curve and e is an integer. This operation is referred to

as point multiplication. Algorithms for actual exponentiation can also be used for

point multiplication. In both cases we need algorithms for executing repeated group

operations in a clever way. As a final remark on elliptic curves we note that the bit

lengths involved are shorter (160–256 bits) than for the other two algorithm families,
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but the group operation P+P is typically more complex than a modular multiplication,

which is the group operation in the case of RSA and discrete log schemes.

The important observation at this point is that exponentiation is the most costly

operation for all public-key schemes of practical relevance. Given that the bit

lengths of all three families are quite long compared to bus widths of current processors,

it is not surprising that public-key algorithms tend to be relatively slow, especially if

implemented on embedded platforms such as mobile phones or smart cards. However,

even on 3 GHz Intel processors it can be painfully slow to execute a few 100 or 1000

public-key operations per second, a task which is, for instance, often required from a

web server that establishes SSL connections. Hence, it is important to find ways to

efficiently implement exponentiations.

There are two general approaches for accelerating exponentiation:

Low-level approach Accelerate the atomic operations, i.e., accelerate individual mul-

tiplications or squarings (squarings are a special form of multiplication which is

important when doing exponentiations), e.g., by means of special algorithms for

fast modular or Galois field arithmetic.

High-level approach Reduce the number of atomic operations, e.g., multiplications

and squarings, needed for the exponentiation.

This chapter deals with the high-level approach, namely smart ways of carrying out

exponentiations by reducing the number of multiplications and squarings. The low

level approach, i.e., fast arithmetic algorithms, e.g., for multiplications, is discussed in

Chapter 4. We distinguish three types of exponentiations and introduce specialized

methods for implementing each of them efficiently:

� general exponentiation ge, i.e., both the base g and the exponent e are not

known in advance,

� exponentiation with a fixed exponent e, i.e., the exponent is known a priori so

that precomputations can be performed involving e, and

� exponentiation with a fixed base g. Again, precomputions with g can be per-

formed.

It turns out that the complexity of the three cases decreases in the order listed above:

general exponentiation requires the most multiplications and squarings, fixed-exponent

algorithms are somewhat more efficient, and fixed-base methods can be considerably

more efficient.

3.3 General Exponentiation

In this section we will discuss the most commonly used algorithms, representing the

basic toolset for carrying out exponentiations in practice. At this point we want to
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encourage the reader to try to implement the algorithms in a programming language of

their choice. This will help to improve your understanding of the presented algorithms.

We will start with the least complex and least optimized algorithm.

3.3.1 Square-and-Multiply Algorithm

This is the most basic, but already surprisingly efficient method for performing a general

exponentiation. The method is also known as “binary method” or “left-to-right binary

exponentiation”. There exists also a very similar “right-to-left binary exponentiation”

method, cf. [MvOV97, p. 614].

The basic idea is that we process the binary representation of the exponent, starting

from the leftmost (most significant) bit and moving to the right. Let’s look at the

following general representation of an exponentiation

ge = g(elel−1el−2...e1e0)2

where we can always assume that el = 1 without loss of generality.

We start with an iterative representation of the Square-and-Multiply (s-a-m) algorithm,

as shown below. The s-a-m algorithm itself is presented in Algorithm 3.1.

Iteration Current Value Computed Operation

0 g = g1 = gel TLU

1a (gel)2 = gel 0 SQ

1b gel 0 · gel−1 = gel el−1 MUL or NOP

2a (gel el−1)2 = gel el−1 0 SQ

2b gel el−1 0 · gel−2 = gel el−1 el−2 MUL or NOP

...
...

...

la (gel el−1 ... e1)2 = gel el−1 ...e1 0 SQ

lb gel el−1 ... e1 0 · ge0 = gel el−1 ... e1 e0 MUL or NOP

Looking at the steps of the iterative representation of the square-and-multiply algo-

rithm, we see that the exponentiation is performed by a table look-up (TLU) and two

atomic operations:

1. squaring (SQ) of an intermediate value

2. multiplying (MUL) of an intermediate value by the base element g

The algorithm is based on scanning the bits of the exponents from the left (the most

significant bit) to the right (the least significant bit). Roughly speaking, the algorithm
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works as follows: In every iteration, i.e., for every exponent bit, the current result

is squared. If, and only if, the currently scanned exponent bit has the value 1 a

multiplication by the base g is executed. Note, that all arithmetic is performed modulo

n, assuring that all intermediate values are smaller than n.

Algorithm 3.1 Square-and-Multiply Algorithm [MvOV97,

Alg. 14.79]

Input: Base element g, modulus n,

exponent e =
∑l

i=0 ei2
i, where el = 1.

Output: ge mod n

1. A← g

2. FOR i = l − 1 DOWN TO 0 DO:

2.1 A← A2 mod n

2.2 IF (ei = 1) THEN

2.2.1 A← A · g mod n

3. RETURN A

The symbol “←” denotes an allocation and can, e.g., in the programming language C,

be written as “A = g”.

The complexity for a general square-and-multiply exponentiation, with a bit length of

the exponent of dlog2 ee = l + 1, is given in Table 3.1.

Operation Number of Ops

Squarings l

Multiplications HW (e)− 1

Table 3.1: Complexity of the square-and-multiply algorithm

“HW (e)” denotes the Hamming weight, which is the number of “1”s in the binary

representation of e. If the currently processed exponent bit is a “0” no operation (NOP)

takes place. The probability for this is 0.5 since a random exponent has on average

50% zeros and 50% ones. In average we thus have to compute l
2 multiplications.

Example 3.1 Compute ge mod n with the square-and-multiply algorithm,

where e = 764.

A straightforward, but not very smart, method would be to calculate

g·g·. . .·g mod n, i.e., perform 763 multiplications, with a reduction modulus

n after each multiplication. However, for the exponents commonly occurring
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in public-key cryptography, e.g., exponents in the range of 2048 bits for

RSA, this approach is entirely out of reach as it would require about 22048

multiplications1. The square-and-multiply method is a lot faster:

First, transform the exponent e from base 10 to base 2: 76410 = 1 011 111 1002.

Note that a computer does not need to perform this transformation, since

it naturally works with the binary representation.

Iteration Exponent (base 2) Calculation Operation

0 1 A := A1

1a 1 0 A := A2 mod n SQ

2a 1 00 A := A2 mod n SQ

2b 1 01 A := A g mod n MUL

3a 1 010 A := A2 mod n SQ

3b 1 011 A := A g mod n MUL

4a 1 011 0 A := A2 mod n SQ

4b 1 011 1 A := A g mod n MUL

5a 1 011 10 A := A2 mod n SQ

5b 1 011 11 A := A g mod n MUL

6a 1 011 110 A := A2 mod n SQ

6b 1 011 111 A := A g mod n MUL

7a 1 011 111 0 A := A2 mod n SQ

7b 1 011 111 1 A := A g mod n MUL

8a 1 011 111 10 A := A2 mod n SQ

9a 1 011 111 100 A := A2 mod n SQ

Note that the Hamming weight of the exponent is HW (e) = 7. As predicted

by Table 3.1, we need only HW (e) − 1 = 6 multiplications and t = 9

squarings to derive the result – already a dramatic improvement compared

to the 763 multiplications of the above naive method!

4

3.3.2 k-ary Exponentiation

The k-ary algorithm is a generalization of the binary method. Similar to the binary

exponentiation, there exists a “left-to-right” and a “right-to-left” k-ary method. Again,

in the following we focus on the “left-to-right k-ary exponentiation”.

The idea behind this algorithm is to shift the exponent by more than one position in

each step. In other words, rather than scanning the exponent bit by bit, we now process

k bits at a time. Hence, the exponent is not transformed to the binary representation.

Instead, a 2k-representation is used, i.e., a number system with any power k of 2 used

1There are about 2266 atoms in the known universe; good luck with trying to compute 22048 multi-
plications.
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as its base b. Note that for the special case k = 1 we obtain the square-and-multiply

algorithm with the exponent in its binary representation e = (elel−1 . . . e1e0)2. For all

other k, the exponent consists of digits Ei = (ek−1ek−2 . . . e1e0)2 with a binary length

of k.

Algorithm 3.2 k-Ary Algorithm ( [MvOV97, Alg. 14.82])

Input: g and e = (EtEt−1 . . . E1E0)b,

where b = 2k for some k ≥ 1,

Ei ∈ {0, 1, . . . , 2k − 1} and modulus n

Output: ge mod n

1. Precomputation

1.1 g0 ← 1

1.2 FOR i FROM 1 TO (2k − 1) DO:

1.2.1 gi ← gi−1 · g mod n

2. A← gEt

3. FOR i FROM t− 1 DOWN TO 0 DO:

3.1 A← A2k mod n

3.2 A← A · gEi mod n

4. RETURN A

Before processing the digits of the exponent, in Step 1 of Algorithm 3.2, all possi-

ble powers of the base g are precomputed and stored in a look-up table (LUT), i.e,

g0 = g0 = 1, g1 = g1 = g, g2 = g2, . . . , gb−1 = g2k−1. In the main part, we square

the intermediate result k times in Step 3.1, thereby “making space” for k bits in the

binary notation of the exponent. Then, a precomputed gEi is loaded from the LUT

and multiplied with the intermediate value A in Step 3.2, according to the currently

processed digit of the exponent Ei. This multiplication “fills in” k bits at rightmost

position of the exponent. The process of squaring k times and multiplying with gEi
repeats similarly to the square-and-multiply algorithm, until all digits Ei have been

processed.

Accessing the LUT is for “free” in terms of complexity, compared to the cost of a

multiplication. The additional time needed for the precomputations hence pays off

in Step 3, where roughly k times less multiplications are needed compared to the the

square-and-multiply algorithm. Obviously, the effectiveness of Algorithm 3.2 greatly

depends on the choice of the so-called window size k. There is a trade-off between the

size of the table for the precomputations in Step 1 and the number of multiplications

needed for the exponentiation in Step 3.
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For a better understanding of Algorithm 3.2 we show the exponentiation part in a

sequential style in Table 3.2. We assume that the results of the precomputation, i.e.,

the powers gEi , are already stored in a LUT.

Iteration Value currently computed Operation

0 gEt TLU

1a (gEt)2k = (((gEt)2)2 . . .)2 = g(Et 0)b k · SQ

1b g(Et 0)b · gEt−1 = g(Et Et−1)b MUL or NOP

2a (g(Et Et−1)b)2k = g(Et Et−1 0)b k · SQ

2b g(Et Et−1 0)b · gEt−2 = g(Et Et−1 Et−2)b MUL or NOP

...
...

ta [g(Et...E1)b ]2
k

= g(Et...E1 0)b k · SQ

tb g(Et...E1 0)b · gE0 = g(Et...E1 E0)b MUL or NOP

Table 3.2: Iterations of the k-ary algorithm

Squaring k times before each multiplication step shifts the current exponent by k

positions to the left (with zeros being filled in the rightmost position), making space

for k binary digits. As the base b of the number system for the exponent is chosen

to be the k-th power of 2, multiplying by gEi always fits in this place. Instead of one

multiplication per bit, as needed for the binary algorithms, now k bits are processed

by one multiplication.

To analyse the complexity, we also have to take the cost for the precomputations into

account. Furthermore, the probability for a NOP in Step 3, i.e., the currently scanned

digit of the exponent being equal to “0”, is 2−k. This results in the complexities

listed in Table 3.3. During the precomputation, g0 ← 1 and g1 ← g are allocations

and g2 ← g1 · g is equivalent to g2 ← g2, i.e., a squaring. Hence, three of the 2k

values to be precomputed can be derived without multiplications, leading to the 2k− 3

multiplications in the table.

For an approximate comparison with the binary methods, we would like to express the

length of the exponent in the binary number system, i.e., replace the number of digits

t in the table with the corresponding (binary) bit length, denoted with l. The number

of t + 1 exponent digits is the bit length l + 1 divided by the bits per digit k, i.e.,

t+ 1 =
⌈
l+1
k

⌉
. It follows that:

t =

⌈
l + 1

k

⌉
− 1 ≈ l

k
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Operation number

Precomputation
Squarings 1
Multiplications 2k − 3

Exponentiation
Squarings t · k
Average multiplications t · 2k−1

2k

Total
Squarings t · k + 1

Multiplications 2k − 3 + t · 2k−1
2k

Table 3.3: Complexity of the k-ary algorithm

Using this approximations we obtain the following estimations for the number of oper-

ations required in total for a k-ary exponentiation.

#Squarings : l
k k + 1 = l + 1

#Multiplications : 2k − 3︸ ︷︷ ︸
(1)

+

⌊
l

k

⌋
2k − 1

2k︸ ︷︷ ︸
(2)

≈ 2k +
⌊
l
k

⌋

Comparing this with the square-and-multiply algorithm, the number of squarings is

essentially unchanged, while the number of multiplications is composed of two main

terms:

Term (1) increases exponentially with k during precomputation

Term (2) decreases inversely with k during exponentiation

When increasing the window size k, the complexity for the precomputation rises expo-

nentially with 2k. At the same time, the number of multiplications for the exponentia-

tion step decreases much more moderatly with k−1. Because the precomputation table

grows so rapidly, quite moderate values for the window size are used in practice. For

varying operand lengths different optimum values for k need to be found, as depicted

in Fig. 3.1. Compared to the cost of the square-and-multiply algorithm, i.e., k = 1

in the figure, the algorithm is more efficient if the window sizes are well-chosen. If

k is chosen too large, the performance of k-ary obviously becomes a lot worse than

square-and-multiply.

Remark For the plots in Fig. 3.1, the cost of a squaring is assumed to be equal to the

cost of a multiplication. In practice, squarings are often cheaper than multiplications,

which may lead to other optimum window sizes. Generally, the number of operations

required for the precomputations typically leads to an optimum value for k between 4

and 7.

We conclude the k-ary section with an example.
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Figure 3.1: Complexity of k-ary exponentiation as a function of the window size k. For exponent lengths of
l = 1024, l = 2048 and l = 4096 bit, the optimum values for k are 5, 6 and 7, respectively.

Example 3.2 Compute ge mod n with k-ary where n = 919, g = 12,

k = 3, and e = 76410 = 13748=23 = 1 011 111 1002.

Precomputation:

g0 := 1

g1 := 12

g2 := g1 · 12 = 144

g3 := g2 · 12 = 1728 mod 919 = 809

g4 := g3 · 12 = 1176 mod 919 = 518

g5 := g4 · 12 = 420 mod 919 = 702

g6 := g5 · 12 = 1128 mod 919 = 153

g7 := g6 · 12 = 1800 mod 919 = 917

Exponentiation:

Iteration Exponent (base 2) Calculation

0 (TLU) 1 A := g1 = 12

1a 1 000 A := A8 mod 919 ≡ 895

1b 1 011 A := A · g3 = 724055 mod 919 ≡ 802

2a 1 011 000 A := A8 mod 919 ≡ 676

2b 1 011 111 A := A · g7 = 619892 mod 919 ≡ 486

3a 1 011 111 000 A := A8 mod 919 ≡ 72

3b 1 011 111 100 A := A · g4 = 37296 mod 919 ≡ 536

In each iteration, three squarings shift the current exponent to the left
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by three positions, thus making space for multiplying by the appropriate

precomputed power of g. For instance, if the next digit to be processed is

(010)2 = (2)10, we take the value g2 = g2 from the LUT and multiply it by

the intermediate result.

4

This example emphasizes the impact of the precomputations on the efficiency of the

k-ary algorithm: For the small operand lengths used here, the overall cost for the

exponentiation is worse than for the square-and-multiply algorithm (cf. Example 3.1).

This is different for real-world operands with 1024 or more bits, as the number of entries

of the LUT only depends on the window size k, and not on the exponent length.

3.3.3 k-ary Exponentiation with Reduced Precomputation

As shown above, the cost for calculating the precomputation table of the k-ary algo-

rithm increases exponentially. In order to reduce the size of the LUT, an improved

version of the algorithm stores only odd exponents. This optimized k-ary method, as

detailed in this section, thus (almost) halves the size of the precomputation table. Let’s

a look at the following exemplary comparison between the precomputation tables of

k-ary and the modified version:

Example 3.3 Precomputation table for k = 3.

Table index k-ary Modified k-ary

0 g000

1 g001 g001

2 g010

3 g011 g011

4 g100

5 g101 g101

6 g110

7 g111 g111

4

Obviously, the values with even exponents are missing in the table. How can they be

obtained? Simply, they can be calculated by squaring a prestored value (with an odd

exponent) from the table. For instance, if we need g110, we simply square g11. This

method is used in the modified version of the k-ary algorithm. We have to distinguish

between two cases, depending on whether the needed value is in the table or not. With

a window size of k = 3, i.e., Ei = (ei,2 ei,1 ei,0)2, the steps to be taken for each case
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Case Value currently computed Operations

1 Ei is odd ⇒ Ei is in LUT

1a [A(Et...Ei+1)23 ]2
3

= A(Et...Ei+1 0)23 3 SQ

1b (A(Et...Ei+1 0)23 )gEi = A(Et...Ei+1 Ei)23 1 MUL
(same as in standard k-ary method)

2 Ei is even ⇒ Ei = (ei,2, ei,1, 0) is not in LUT (we assume ei,1 = 1)

2a [AEt...Ei+1 ]2
2

= A(Et...Ei+1)23 (00)2 2 SQ

2b (A(Et...Ei+1)23 (00)2) · g(ei,2 ei,1)2 = A(Et...Ei+1)23 (ei,2 ei,1)2 1 MUL

2c [A(Et...Ei+1)23 (ei,2ei,1)2 ]2 = A(Et...Ei+1)23 (ei,2ei,10)2 = A(Et...Ei)23 1 SQ

are as follows.

While for an odd exponent the process is identical to the standard k-ary method, the

interesting part takes place in Case 2. Here, the current digit Ei of the exponent is

even, implying that the least significant bit of the current window is ei,0 = 0. The

operand needed is not stored in the LUT and therefore has to be derived from the

prestored values. Assuming that ei,1 = 1, we thus square twice to make room in the

rightmost position of the exponent for two bits which could be either (ei,2 ei,1) = (01)

or (ei,2 ei,1) = (11). Both of these odd exponents can be found in the LUT, hence a

multiplication can be carried out. After a final squaring, the full digit, i.e., Ei = (010)2

or Ei = (110)2, is fully reconstructed in the exponent.

In the case of ei,1 = ei,0 = 0, i.e., only ei,2 = 1, we would have squared once, then

multiplied with the base g and squared twice afterwards to obtain Ei = (100)2. Ac-

cordingly, the number of squarings for processing one digit Ei remains equal to the

window size k (here: k = 3).

Remark: In general, a digit Ei of the exponent can be denoted as

Ei = (ei,k−1 ei,k−2 . . . ei,hi←−−−−−−−−−−−−→
k−hi︸ ︷︷ ︸
ui

0 . . . 0
←−−−−−→

hi

)2, where ei,hi = 1.

The k bits of each digit Ei are split up in two parts: The number of zeros until the

first occurrence of a one, starting from the least significant bit, is denoted by hi. The

remaining k − hi bits yield an odd number termed ui. On the basis of the above

notation, we can describe any digit Ei by

Ei = ui · 2hi ,

where for Ei = 0 we define ui = hi = 0. Since ui is an odd number and not longer

than k bits, gui exists in the LUT. The value gEi is then obtained by squaring the

intermediate result hi times. Accordingly, once ui and hi are found for all digits of the
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exponent, the modified k-ary algorithm with the smaller precomputation table can be

applied. Processing on digit Ei is carried out as follows.

Iteration Value currently computed Operation

1 (A(Et...Ei+1)2k )2
k−hi

= A(Et...Ei+1)2k (

k−hi←−−→
00...0)2 (k − hi) SQ

2 (A(Et...Ei+1)2k (00...0)2) gui = A(Et...Ei+1)2k (ui)2 1 MUL

3 (A(Et...Ei+1)2k (ui)2)2
hi

= A

(Et...Ei+1)2k (ui

hi←−−−−→
000 . . . 0︸ ︷︷ ︸

Ei

)2

hi SQ

= A(Et...Ei+1Ei)2k
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The total number of squarings is (k − hi) + hi = k. The number of squarings and

multiplications for one exponentiation with any window size k remains thus unchanged

from the standard k-ary algorithm. The advantage of the improved Algorithm 3.3

compared to standard k-ary lies solely in the reduced number of precomputations.

Algorithm 3.3 k-ary Exponentiation with Reduced Pre-

computation( [MvOV97, Alg. 14.83])

Input: g and e = (EtEt−1 . . . E1E0)b, where Ei = ui · 2hi ,
and b = 2k for some k ≥ 1, modulus n

Output: ge mod n

1. Precomputation

1.1 g0 ← 1, g1 ← g, g2 ← g2 mod n

1.2 FOR i FROM 1 TO (2k−1 − 1) DO:

1.2.1 g2i+1 ← g2i−1 · g2 mod n

2. A← 1

3. FOR i FROM t DOWN TO 0 DO:

3.1 A← A2k−hi mod n

3.2 A← A · gui mod n

3.3 A← A2hi mod n

4. RETURN A

Note how in Step 3 the value gEi is constructed and multiplied according to A ←
(A2k−hi · gui)2hi mod n.

During the precomputation, the squared base g2 is needed for deriving the other (odd)

values in the LUT. Afterwards, it is not used any more, hence its memory can be

freed. Taking this squaring into account, the complexity analysis in Table 3.4 applies

for k ≥ 2.

By using the approximation t ≈ l/k introduced in Section 3.3.2, we obtain the following

complexity expression in l and k for large exponents, i.e., l� k.

#Squarings : t · k + 1 ≈ l + 1

#Multiplications : 2k−1 − 1 + t2k−1
2k
≈ 2k−1 + l

k

The complexity of the improved k-ary algorithm, i.e., the sum of squarings and multi-

plications required for one exponentiation, is illustrated in Fig. 3.2. Compared to the

plots for the standard k-ary in Fig. 3.1, the optimum value for k is incremented by one

for the improved version, e.g., k = 8 is optimum for the improved k-ary with l = 4096,
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Operation Number

Precomputation:
Squarings 1
Multiplications 2k−1 − 1

Exponentiation:
Squarings t · k
Average multiplications t · 2k−1

2k

Total:
Squarings t · k + 1

Multiplications 2k−1 − 1 + t · 2k−1
2k

Table 3.4: Complexity of the modified k-ary algorithm

whereas k = 7 is optimum for the standard k-ary.
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Figure 3.2: Complexity of one exponentiation with the improved k-ary method, as a function of the window size
k. For a length of the exponent of l = 1024, l = 2048, and l = 4096 bit, the optimum values for k are 6,7, and 8.

We conclude this section with an example for the improved k-ary algorithm.

Example 3.4 Compute ge mod n with improved k-ary where n = 919,

g = 12, k = 3, and e = 76410 = 13748=23 = 1 011 111 1002 with their

respective Ei’s of base 8 (and their ui and hi representation):

E3 = (1)8 = 1 · 20 ⇒ ui = 1, hi = 0

E2 = (3)8 = 3 · 20 ⇒ ui = 3, hi = 0

E1 = (7)8 = 7 · 20 ⇒ ui = 7, hi = 0
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E0 = (4)8 = 1 · 22 ⇒ ui = 1, hi = 2

Precomputation:

g0 := 1

g1 := 12

g2 := g2
1 = 144

g3 := g1 · g2 = 12 · 144 = 1728 mod 919 = 809

g5 := g3 · g2 = 98 · 144 = 14112 mod 919 = 702

g7 := g5 · g2 = 94 · 144 = 13536 mod 919 = 917

Exponentiation:

Iteration Exponent (base 2) Calculation mod 919

0 0 A := 1

1 1 A := (A23 · g1)2
0

= 18 · 12 = 12

2 1 011 A := (A23 · g3)2
0

= 128 · 809 = 802

3 1 011 111 A := (A23 · g7)2
0

= 8028 · 917 = 486

4 1 011 111 100 A := (A21 · g1)2
2

= (4862 · 12)4 = 536

Note how in Iteration 4 the intermediate value A is squared only once, then

multiplied with g1 = g1, and finally the result is again left-shifted by two

by means of two further squarings. This implies that, for the improved

k-ary, the first step cannot be performed with a TLU, if the corresponding

exponent is even.

Since g2 is required for the precomputations, we need to temporarily

store it. Afterwards, during the main exponentiation, the occupied memory

can be reused for other purposes.

4
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3.3.4 Sliding Window

In the last sections we have introduced three methods for carrying out exponentiations.

Table 3.5 summarizes the advantages of the algorithms discussed so far.

Algorithm Comment

s-a-m dramatically reduced computational cost compared to
straightforward exponentiation

k-ary reduced number of multiplications, at the cost of memory
for a LUT

modified k-ary smaller precomputation table

Table 3.5: Comparison of square-and-multiply vs. k-ary vs. improved k-ary exponentiation

Starting from the k-ary method with reduced precomputations, we can further reduce

the computational costs for an exponentiation. The corresponding algorithm, termed

“Sliding Window”, is the most efficient algorithm for general exponentiations2 and

relies on the following two enhancements.

1. Use differently sized windows wi with a maximum length of k and with a “1” at

the rightmost position.

Example for k = 4:

. . . 1101︸︷︷︸
wi

101︸︷︷︸
wi+1

00 . . .

2. If one or more bits are zero after the previously processed window, just square

according to the number of zeroes and do not start a new window, until the next

“1” occurs.

Example for k = 4:

. . . 1101︸︷︷︸
wi

101︸︷︷︸
wi+1

000 1001︸︷︷︸
wi+2

. . .

The Sliding Window method, taking these two ideas into account, is described in

Algorithm 3.4. In the precomputation phase only odd exponents are computed (just

like the improved k-ary method). Additionally, it reduces the number of windows and

thereby the number of multiplications required for one exponentiation.

2The Sliding Window method is, e.g., implemented in many web-browser.
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Algorithm 3.4 Sliding Window Exponentiation (

[MvOV97, Alg. 14.85])

Input: g and e = (elel−1 . . . e1e0)2

with el = 1 and k ≥ 1, modulus n

Output: ge mod n

1. Precomputation

1.1 g0 ← 1, g1 ← g, g2 ← g2

1.2 FOR i FROM 1 TO (2k−1 − 1) DO

1.2.1 g2i+1 ← g2i−1 · g2 mod n

2. A← 1, i← l

3. WHILE i ≥ 0 DO

3.1 IF ei = 0 THEN DO

3.1.1 A← A2 mod n

3.1.2 i← i− 1

3.2 ELSE find the longest bitstring eiei−1 . . . ej such that i −
j + 1 ≤ k and ej = 1 and DO

3.2.1 A← A2i−j+1 · g(eiei−1...ej)2 mod n

3.2.2 i← j − 1

4. RETURN A

For understanding the algorithm, let’s have a look at the following example.

Example 3.5 Compute ge mod n for g = 12, k = 3, n = 919, and e =

57510 = 10001111112.

Precomputation Phase

g1 := g = 12

g2 := g2 = g102 = 144

g3 := g3 = g112 = g · g2 mod 919 = 809

g5 := g5 = g1012 = g3 · g2 mod 919 = 702

g7 := g7 = g1112 = g5 · g2 mod 919 = 917

Exponentiation Phase
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It. i Window Exponent (base 2) Calculation mod 919

0 0 A := 1

1 9-1 = 8 w0 = e9 = 1 1 A := A21 · gw0 = 12 · g1 = 12

2 8-1 = 7 w = e8 = 0 10 A := A21 = 122 = 144

3 7-1 = 6 w = e7 = 0 100 A := A21 = 1442 = 518

4 6-1 = 5 w = e6 = 0 1000 A := A21 = 5182 = 895

5 5-3 = 2 w1 = e5e4e3 = 111 1000111 A := A23 · gw4 = 8958 · g7 = 341

6 2-3 = -1 w2 = e2e1e0 = 111 1000111111 A := A23 · gw5 = 3418 · g7 = 212

Remark: The first window does neither require a multiplication nor a

squaring, but can instead be realized by a TLU. Again, the memory used

for storing g2 can be freed after the precomputation.

Table 3.6 compares the computational cost of the algorithm with the

square-and-multiply method. The multiplication and squaring for the first

window are neglected.

Algorithm Operation Number

Sliding Window Squarings 9
Multiplications 2

Square-and-Multiply Squarings 9
Multiplications 6

Table 3.6: Complexity comparison between sliding-window and square-and-multiply algorithm

4

Let’s discuss what has happened: Interestingly, despite the sophisticated sliding-window

approach, the computational advantage is relatively small. The comparison above

nicely visualizes that (1) the more complex algorithms often can only play out their

computational advantages for large numbers, e.g., in the case of full-size RSA, and

(2) the correct choice for the window size k can be crucial for the effectiveness of the

algorithms. It is easy to see, that for a too large k, e.g. 100, the costs for the pre-

computations will “explode”, even compared to a straightforward exponentation. For

maximum efficiency, practical tests have to be carried out for exponents with a length

as expected in practice, to find the optimum window size k.

3.4 Exponentiation with Signed-Digit Representation

All exponentiation algorithms considered so far have been using the standard binary

representation of the exponent. In this section we will show that it can be advantageous

to represent the exponent not only with the values {0, 1} but with the set {−1, 0, 1}.
The general strategy is that the Hamming weight, i.e., the number of non-zero digits, is

decreased which will result in fewer multiplications if the square-and-multiply algorithm

is being used.
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In practice this re-coding yields faster point multiplication algorithms (which are equiv-

alent to exponentiation algorithms) in the case of elliptic curve cryptosystems but not

for RSA or classical discrete logarithm schemes.

3.4.1 Preliminary Observations

So far we restricted ourselves to purely binary representations of the exponent, e.g.,

e = 31 = 11111.

If we extend the set of digits of the exponents from {0, 1} to {−1, 0, 1}, the exponents

can often be represented by a lower Hamming weight, e.g.,

e = 31 = 1, 0, 0, 0, 0,−1.

This holds since e = 1 · 25 + (−1) · 20 = 32 − 1 = 31. In the following we’ll use 1 to

denote -1, e.g., 31 = 100001. We know that in many exponentiation algorithms, for

instance the square-and-multiply algorithm, the number of operations is lowered if the

exponent’s Hamming weight is reduced. The question now is whether there are crypto

schemes where we can take advantage of the signed digit representation.

Let’s start with modular exponentiation which is needed for RSA and discrete logarithm

schemes: As an example, we want to compute A31 using the signed-digit representation

of 31 from above:

A31 = A100001 mod m

We recall that computing A31 = A11111 using the square-and-multiply algorithm re-

quires 4 squarings and 4 multiplications.

We now compute A100001 using the square-and-multiply algorithm as shown below:

Step Exponentiation Operation

Step 1 A2 = A10 mod m SQ

Step 2 A4 = A100 mod m SQ

Step 3 A8 = A1000 mod m SQ

Step 4 A16 = A10000 mod m SQ

Step 5 A32 = A100000 mod m SQ

Step 6 A31 = A100000 ·A−1 mod m MUL + INV

Even though we reduced the number of multiplications and squarings from 8 to 6,

the modular inversion in Step 6 is extremely costly so that the reduced number of

multiplications does not pay off. However, the situation is different for elliptic curves

cryptosystems (ECC). The core operation is:

e · P
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where e is an integer and P = (xP , yP ) a point on the curve. A property of elliptic

curves is that it is trivial to compute the inverse −P of a point:

−P = (xP ,−yP )

i.e., we simply take the negative of the y-coordinate.

Let’s try to compute 31 · P using the double-and-add algorithm which is completely

analogues to the square-and-multiply algorithm, with squarings replaced by point dou-

bling and multiplications by point additions. Again, we represent the scalar 31 with

signed digits:

31 · P = (100001) · P

Step Point Multiplication Operation

Step 1 P + P = 2P = (10)P DOUBLE

Step 2 2P + 2P = 4P = (100)P DOUBLE

Step 3 4P + 4P = 8P = (1000)P DOUBLE

Step 4 8P + 8P = 16P = (10000)P DOUBLE

Step 5 16P + 16P = 32P = (100000)P DOUBLE

Step 6 32P + (−P ) = 31P = (100001)P ADD + INV

We note that Step 6 simply adds (xP ,−yP ) to the previous result 32P , where P =

(xP , yP ). The signed-digit point multiplication has an arithmetic complexity of 5 point

doublings and 1 point addition, where the straight double-and-add algorithm would

require 4 doublings and 4 additions for 31 · P .

3.4.2 Non-Adjacent Form (NAF) Exponentiation

Interestingly, this trick can be generalized. Using the digit set {1, 0, 1} it is possible to

represent any integer such that there are no two non-zero digits (i.e., 1 or 1) next to

each other, i.e., a 1 or 1 is always followed by a 0. We define this representation now:

Definition 3.4.1 NAF

The non-adjacent form (NAF) of a positive integer e is the represen-

tation:

e =

l−1∑
i=0

ei · 2i , with ei ε {−1, 0, 1}

and el−1 6= 0, such that no two neighbouring digits ei are non-zero.

Let’s first look at an example for a NAF representation.
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Example 3.6 Given is the integer e = 157. Its regular binary representa-

tion is:

157 = 128 + 16 + 8 + 4 + 1 = 100111012

If we convert it to the NAF representation we obtain:

157 = 128 + 32− 4 + 1 = 10100101

Note that the Hamming weight, i.e., the number of non-zero digits, is five

in the regular representation but only four in the NAF form.

4

The NAF has a number of interesting properties (adopted from [HMV04]):

(i) e has a unique NAF denoted NAF(e).

(ii) NAF(e) has the fewest nonzero digits of any signed-digit representation of e.

(iii) The length of NAF(e) is at most one more than the length of the binary repre-

sentation of e.

(iv) If the length of NAF(e) is l, then 2l

3 < e < 2l+1

3 .

(v) The average density of nonzero digits among all NAFs of length l is approximately
1
3 .

The NAF is based on the observation that the bit pattern “11” at any point in the

binary representation of an integer can be replaced by “101”. Let’s look at a few simple

examples:

Example 3.7

(i) e = 3 = 112

e = 112 = 101

(ii) e = 6 = 1102

e = 1102 = 1010

(iii) e = 12 = 11002

e = 11002 = 10100

4
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The trick is not restricted to the special cases shown above where e = 1100 . . . 0. In

general, we consider integers with two adjacent ones:

e = el−2, . . . , ei+2, 1, 1, ei−1, . . . , e0

where ei+1 = ei = 1 and all other ej ε {0, 1}. These two bits (ei+1, ei) can now be

replaced by

e = el−2, . . . , ei+2 + 1, 0, 1, ei−1, . . . , e0

This simple transformation holds since ei+1 represents 2i+1 and ei represents 2i and we

have the equality:

2i+1 + 2i = 2i+2 − 2i

We recall that your goal is to reduce the Hamming weight of the exponent e, where the

Hamming weight is defined here as the number of values 1 and -1 in the representation

of e. The re-coding actually reduces the Hamming weight if at least three 1 are adjacent

in the original representation of e, i.e., the number looks like this in the standard binary

representation:

e = el−2, . . . , 0, 1, 1, 1, . . . , e0

Performing the recoding yields:

e = el−2, . . . , 1, 0, 0, 1, . . . , e0

As one can easily see, the three 1s in the original representation are replace by only

two non-zero values, 1 and 1.

With this observation we can now introduce the re-coding algorithm which computes

the NAF representation of a positive integer e:
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Algorithm 3.5 Computing the NAF of a positive inte-

ger (adopted from [HMV04, Alg. 3.30])

Input: A positive integer e

Output: NAF(e)

1. X ← e , i← 0

2. WHILE X ≥ 1 DO

2.1 IF X is odd THEN

ei ← 2− (X mod 4)

X ← X − ei
2.2 ELSE ei ← 0

2.3 X ← X/2

i← i+ 1

3. RETURN (ei−1, ei−2, . . . , e1, e0)

This is a right-to-left algorithm. The crucial part is Step 2.1. “X mod 4” yields the

value of the two rightmost bits of the current X. Since this expression is only reached

if X is odd, it has one of the two values:

X mod 4 =

012 = 1

112 = 3

If X mod 4 = 01, the bit ei is set to 2 − 1 = 1, i.e., no re-coding takes place. If

X mod 4 = 11, the bit ei is set to 2 − 3 = −1 = 1 and the expression X ← X − ei
computes

X − ei = X − (−1) = X + 1 = (x, . . . , x, x, 1, 1) + 1 = x, . . . , x, x+ 1, 0, 0

where “x” denotes any value of 0 or 1. This expression is shifted to the right in Step

2.3 of the current iteration.

Example 3.8 The goal is the conversion of the integer e = 157 = 128 +

16 + 8 + 4 + 1 = 100111012 into the NAF representation. All internal steps

of the algorithm are shown in Table 3.7.

We note that the Hamming weight of the binary representation is 5

whereas the NAF representation has a Hamming weight of 4. We can verify

the result e = 100111012 = 10100101 as follows:
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Step Operation

1 i = 0
2 WHILE X ≥ 1 DO

2.1 X = 157 = odd
e0 = 2− (X mod 4) = 2− (157 mod 4) = 2− 1 = 1
X = X − e0 = 157− 1 = 156

2.3 X = X/2 = 156/2 = 78 = 10011102

i = 1

2.1 X = 78 6= odd
2.2 e1 = 0
2.3 X = X/2 = 78/2 = 39 = 1001112

i = 2

2.1 X = 39 = odd
e2 = 2− (X mod 4) = 2− (39 mod 4) = 2− 3 = −1
X = X − e2 = 39− (−1) = 40

2.3 X = X/2 = 40/2 = 20 = 101002

i = 3

2.1 X = 20 6= odd
2.2 e3 = 0
2.3 X = X/2 = 20/2 = 10 = 10102

i = 4

2.1 X = 10 6= odd
2.2 e4 = 0
2.3 X = X/2 = 10/2 = 5 = 1012

i = 5

2.1 X = 5 = odd
e5 = 2− (X mod 4) = 2− (5 mod 4) = 2− 1 = 1
X = X − e5 = 5− 1 = 4

2.3 X = X/2 = 4/2 = 2 = 102

i = 6

2.1 X = 2 6= odd
2.2 e6 = 0
2.3 X = X/2 = 2/2 = 1

i = 7

2.1 X = 1 = odd
e7 = 2− (X mod 4) = 2− (1 mod 4) = 2− 1 = 1
X = X − e7 = 1− 1 = 0 X

3 RETURN (e7, e6, e5, e4, e3, e2, e1, e0)

Table 3.7: Internal steps of the NAF computation of the integer 95

e = e7 e6 e5 e4 e3 e2 e1 e0

= 1 0 1 0 0 −1 0 1

= 27 +25 −22 +1

= 128 +32 −4 +1

= 157

4

Using the NAF representation of an integer e it is straightforward to create a modified

version of the double-and-add-algorithm:
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Algorithm 3.6 Binary NAF method for point multiplica-

tion (adopted from [HMV04, Alg. 3.31])

Input: NAF representation of positive integer e =
l−1∑
i=0

ei · 2i, ei ∈

{−1, 0, 1}
Point P of an elliptic curve

Output: e · P

1. Q← O

2. FOR i FROM l − 1 DOWN TO 0

2.1 Q← 2Q

2.2 IF ei = 1 THEN Q← Q+ P

2.3 IF ei = −1 THEN Q← Q− P

3. RETURN Q

Since the Hamming weight of an l-bit integer in NAF representation is on average 1
3 ,

the algorithm has a complexity of approximately:

#Add =
l + 1

3
#Double = l

for a random integer e. We note that the standard double-and-add algorithm requires

#Add =
l − 1

2
#Double = l − 1

Note that the bit length of the original scalar e is often l − 1 rather than l.

It is straightforward to extend the NAF-based-double-and-add algorithm to a windows-

based algorithm, cf. [HMV04].

3.5 Fixed-Exponent Exponentiation

Until now, the base g as well as the exponent e could be arbitrarily chosen. For some

cryptographic schemes and protocols, one or both parameters can be fixed, e.g., RSA

decryption with the same private key could benefit from a special algorithm employing

a fixed exponent. Hence, this section introduces an efficient method for exponentiations

with a fixed exponent that aims at further minimizing the number of multiplications.

46



Efficient Exponentiation

3.5.1 Addition Chains

Here is the idea. Given an exponent e, find a sequence of integers ui:

u0, u1, u2, . . . , us with us = e

such that

ui = ui1 + ui2 0 ≤ i1, i2 < i.

We set u0 = 1 and associate the index pair wi = (i1, i2) with ui. The final value of the

sequence is the exponent, i.e., us = e. It is crucial to observe that each new value for ui

can be constructed from a combination of the previously calculated values. There are

many different sequences for generating a given e. Such sequences are called addition

chains.

Example 3.9 We consider an addition chain for e = 9510 = 1011112.

i ui wi = (i1, i2)

1 u1 = u0 + u0 = 1 + 1 = 2 (0, 0)
2 u2 = u1 + u0 = 2 + 1 = 3 (1, 0)
3 u3 = u2 + u1 = 3 + 2 = 5 (2, 1)
4 u4 = u3 + u3 = 5 + 5 = 10 (3, 3)
5 u5 = u4 + u4 = 10 + 10 = 20 (4, 4)
6 u6 = u5 + u5 = 20 + 20 = 40 (5, 5)
7 u7 = u6 + u6 = 40 + 40 = 80 (6, 6)
8 u8 = u7 + u3 = 80 + 5 = 85 (7, 3)
9 u9 = u8 + u4 = 85 + 10 = 95 (8, 4)

We see that the integer e = 95 can be constructed with 9 additions.

4

Here is how exponentiations ge can be carried out if an addition chain for e is given:

u0 = 1 , u1 = u11 + u12 , u2 = u21 + u22 , · · · , us = us1 + us2 = e.

We simply perform the following sequence of multiplications (and squarings):

g0 = gu0 = g

g1 = g11 · g12

g2 = g21 · g22

...

gs = ge = gs1 · gs2
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In the above construction gui = gui = gui1+ui2 = gui1 · gui2 , both gui1 and gui2 are

known due to the previous steps of the computation. Hence, ge = gus can be obtained

just from reusing already calculated intermediate values. This leads to Algorithm 3.7:

Algorithm 3.7 Addition Chain Exponentiation (

[MvOV97, Alg. 14.98])

Input: g and an addition chain (u0, u1, . . . , us)

for the exponent e and the associated sequence

w1, . . . , ws of length s , where wi = (i1, i2)

Output: ge

1. g0 ← g

2. FOR i FROM 1 TO s DO

2.1 gi ← gi1 · gi2

3. RETURN gs

If an exponentiation modulo n has to be carried out, the result of each multiplication or

squaring should be taken mod n. For a better understanding of what actually happens

during the algorithm, have a look at the example below. It is also instructive to try

an addition chain exponentiation on your own, with an exponent of your choice — the

addition chain doesn’t need to be optimum for this exercise.

Example 3.10 We consider the addition chain from the previous example

for the integer 95. We want to compute ge mod n, where e = 95, g0 = g = 12

and n = 163.

Iteration Operation Calculation

1 g1 = g0 · g0 = g2 12 · 12 = 144 (SQ)
2 g2 = g1 · g0 = g2 · g = g3 144 · 12 mod 163 ≡ 98 (MUL)
3 g3 = g2 · g1 = g3 · g2 = g5 98 · 144 mod 163 ≡ 94 (MUL)
4 g4 = g3 · g3 = g5 · g5 = g10 94 · 94 mod 163 ≡ 34 (SQ)
5 g5 = g4 · g4 = g10 · g10 = g20 34 · 34 mod 163 ≡ 15 (SQ)
6 g6 = g5 · g5 = g20 · g20 = g40 15 · 15 mod 163 ≡ 62 (SQ)
7 g7 = g6 · g6 = g40 · g40 = g80 62 · 62 mod 163 ≡ 95 (SQ)
8 g8 = g7 · g3 = g80 · g5 = g85 95 · 94 mod 163 ≡ 128 (MUL)
9 g9 = g8 · g4 = g85 · g10 = g95 128 · 34 mod 163 ≡ 114 (MUL)

In total, four multiplications and five squarings are required for the

above example. The number of additions required for the addition chain is

equivalent to the sum of multiplications and squarings during the exponen-

tiation.

48



Efficient Exponentiation

4

Table 3.8 compares the complexity of exponentiations employing addition chains and

the Square-and-Multiply algorithm, for the exponent e = 9510 = 1011111.

Algorithm Number of Operations

Addition Chains #SQ + #MUL = 5 + 4 = 9
Square-and-Multiply #SQ + #MUL = 6 + 5 = 11

Table 3.8: Complexity comparison of addition chains vs. the square-and-multiply for the exponent 95

We conclude that addition chains can give a complexity advantage, especially for larger

numbers. While it is easy to find an addition chain for a given exponent, e.g., from its

binary representation, finding the shortest possible addition chain is a mathematical

hard problem (cf. discussion at the end of this section). Thus, one might ask about the

practical relevance of this approach. Indeed, for many implementations of cryptogra-

phy, addition chains won’t be the best choice since generating the chain themselves can

be very time consuming. However, if the exponent rarely changes, e.g., in the case of

RSA, it can be worthwhile to pre-compute the addition chain for this fixed exponent.

Efficient Inversion with Addition Chains

Another application for which addition chains are relevant is inversion in binary finite

fields, especially in the context of elliptic curve cryptosystems (ECC). One (of the two)

popular types of finite fields for ECC are binary fields, i.e., fields of the form GF (2m).

Since the field is fixed for a given application, addition chains that depend on the

parameter m can be precomputed. As a practical comment we note that ECC over

binary fields for the values m = 163, 233, 283, 409 and 571 are standardized by NIST.

Inversion in finite fields using addition chains is based on Euler’s Theorem generalizing

Fermat’s Little Theorem.3 We exploit that the order of such a binary field GF (2m) is

equal to 2m − 1 according to its definition.

Theorem 3.5.1 Euler’s Theorem in binary fields

Let a ∈ GF (2m), a 6= 0, then:

a2m−1 ≡ 1

It follows immediately that

a2m−2 a ≡ 1 (3.1)

i.e., a2m−2 is the inverse of the element a. We can use addition chains to compute

the exponentiation in Eqn. (3.1). The exponents have always the following binary

3One should not confuse this with Fermat’s Last Theorem, one of the most famous number-
theoretical problems, which was proven in the 1990s after 350 years.
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representation:

2m − 2 = (111 · · · 110)2

It is important to note that squaring in a binary field is considerably less complex

than a multiplication. Thus the main goal is to reduce the number of multiplications

needed for the exponentiation. As stated above, the field extension m is fixed in a

given application. We see now by looking at an example how an addition chain for a

inversion can be constructed.

Example 3.11 Exponentiation-based inversion in GF (28)

For demonstrating the principle of Euler-based inversion, we consider

the binary finite field GF (28). (This field is of course too small for ECC,

but extension to larger field orders is straightforward.) We have to de-

velop an addition chain for a−1 = a28−2 = a254. We consider the binary

representation of the exponent:

28 − 1 = (1111 1111)2

28 − 2 = (1111 1110)2

Due to the high density of ones, for an exponentiation with the standard

square-and-multiply algorithm, we are close to the worst-case: It would take

HW (28 − 2)− 1 = 7 multiplications and 7 squarings. Solving this problem

with addition chains is more efficient, e.g., for the addition chain:

1
SQ−−→ 2

MUL−−−→ 3
SQ−−→ 6

SQ−−→ 12
MUL−−−→ 15

SQ−−→ 30
SQ−−→ 60

MUL−−−→ 63
SQ−−→ 126

MUL−−−→ 127
SQ−−→ 254 = (1111 1110)2

one needs only 4 multiplications. The number of squarings does not change

compared to the standard exponentiation algorithms. However, since squar-

ings are considerably less costly in binary fields than multiplications, the

addition chain provides a major improvement.

4

Again, computing similar addition chains for arbitrary fieldsGF (2m) is straightforward.

A more in-depth discussion can be found in [GP02].

We conclude this section with two remarks about addition chains.

1. Finding the shortest possible, i.e., optimum, addition chain is a very mathematical

problem (certain generalizations of this problem are known to be NP -hard).

2. However, there are efficient algorithms known which generate sub-optimum ad-

dition chains for e. A good introduction to the general area of addition chains

can be found in [Knu98].
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3.6 Fixed-Base Exponentiation

In contrast to the algorithms with a fixed exponent detailed above, now the base g

is known in advance and constant, while the exponent e can be arbitrarily chosen.

For instance, cryptographic schemes based on the discrete logarithm problem, such as

ElGamal and Diffie-Hellman, can benefit from the fixed-base algorithms introduced in

this chapter.

3.6.1 Very Simple Method

We want to compute ge, where g is fixed and known in advance. Hence, we could

theoretically precompute all possible values for ge that can occur for the given condi-

tions, store them in a LUT and perform an exponentiation with a single table look-up

– obviously a very memory-intense approach. For example, for an exponent with a

length of 1024 bit, memory for storing 21024 precomputed values would be required,

rendering the approach entirely impractical. A more effective method that is related

to the square-and-multiply algorithm follows.

Let e = (el . . . e1e0)2. We precompute

g1 = g

g2 = g102

g22 = g1002

...

g2l = g100...02

For an exponentiation modulo n, these values should of course be stored reduced mod

n. With the above precomputation table we can perform an exponentiation similar to

the square-and-multiply, but without the need for squarings, according to Alg. 3.8.

Algorithm 3.8 Fixed-Base Simple Method

Input: modulus n, precomputed table with gi = g2i , i = 1 . . . l

exponent e = (el, . . . , e0)2, with el = 1

Output: ge mod n

1. A := g2l

2. FOR i = l − 1 DOWNTO 0

2.1 IF ei = 1

2.1.1 A := A · g2i mod n

3. RETURN A
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Note that the precomputation is only performed once and the corresponding table

stored for a long period, e.g., in the ROM of a smartcard, therefore the computational

efforts don’t have to be taken into account. Hence, this algorithm needs no squarings,

on average l/2 multiplications and memory for the l precomputed values.

Example 3.12 We wish to calculate ge mod n for g = 12, modulus n =

163 and e = 14510 = 1001 00012, i.e., l = 7. The off-line precomputation

yields the following table:

g0 = g20 = g12 = 12

g1 = g21 = g102 = 144

g2 = g22 = g1002 = 35

g3 = g23 = g10002 = 84

g4 = g24 = g1 00002 = 47

g5 = g25 = g10 00002 = 90

g6 = g26 = g100 00002 = 113

g7 = g27 = g1000 00002 = 55

The actual exponentiation computes:

i ei Calculation

7 1 A := g7 = g1000 00002 = 55

6 0

5 0

4 1 A := A · g4 = g1001 00002 = 55 · 47 mod 163 = 140

3 0

2 0

1 0

0 1 A := A · g0 = g1001 00012 = 140 · 12 mod 163 = 50

4

This straightforward method for fixed-base exponentiations is not the most effecient

one but serves as a basis for understanding the next algorithm, which requires fewer

precomputations.

3.6.2 Fixed-Base Windowing

The algorithm presented in this section was introduced by Brickell et al. at Eurocrypt

’92 [BGMW92] and can be regarded as a generalized version of the simple method

from the previous section. The exponent is now processed in a base-b representation,

resulting in reduced memory requirements.
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Let

e = (Et . . . E1E0)b = Etb
t + Et−1b

t−1 + . . .+ E1b
1 + E0,

where 0 ≤ Ei < b and b ≥ 2. The look-up table is computed as follows.

g0 = g1

g1 = gb = g10b

g2 = gb
2

= g100b

...

gt = gb
t

= g100···0b

The values are precomputed in such a way that a single 1 occurs in each position of

the exponent, with respect to the chosen base b that is, while the remaining digits are

0.

The underlying principle of the fixed-base windowing method is the observation, that

any exponentiation ge can be rewritten as ge =
∏t
i=0 g

Ei
i =

∏b−1
j=1

(∏
Ei=j

gi

)j
, where

the inner product consists of all those gi, for which the digit Ei at position i of the

exponent is equal to j, i.e., all digits Ei of the exponent are scanned for each j. Let’s

clarify the approach with an example:

The exponent ge = g(Et...E1E0)b can be assembled from the values in the precomputation

table as presented in Algorithm 3.9.

Algorithm 3.9 Fixed-Base Windowing Exponentiation (

[MvOV97, Alg. 14.109])

Input: precomputed {gb0 , gb1 , . . . , gbt},
e =

∑t
i=0Eib

i and modulus n.

Output: ge mod n

1. A← 1, B ← 1

2. FOR j FROM (b− 1) DOWNTO 1 DO

2.1 FOR EACH i ∈ {0, 1, . . . , t} where Ei = j DO

2.1.1 B ← B · gbi mod n

2.2 A← A ·B mod n

3. RETURN A

What happens in each step of the algorithm is demonstrated in the following example.

53



3.6 Fixed-Base Exponentiation

Example 3.13 ge mod n with e = 862 and base b = 4

e = 86210 = (E4E3E2E1E0)4

= (31132)4

=
E4

3 · 44 +
E3

1 · 43 +
E2

1 · 42 +
E1

3 · 41 +
E0

2 · 1

The needed precomputation table looks as follows:

g40 = g14 mod n

g41 = g104 mod n

g42 = g1004 mod n

g43 = g10004 mod n

g44 = g100004 mod n

The algorithm proceeds now as follows:

j = 3 E4 = E1 = 3

2.1.1 (i=1) B = g41 = g104

2.1.1 (i=4) B = B · g44 = g104 · g100004 = g100104 mod n

2.2 A = B = g100104 mod n

j = 2 E0 = 2

2.1.1 (i=0) B = B · g40 = g100104 · g14 = g100114 mod n

2.2 A = A ·B = g100104 · g100114 = g100104+100114 = g200214 mod n

j = 1 E2 = E3 = 1

2.1.1 (i=2) B = B · g42 = g101114 mod n

2.1.1 (i=3) B = B · g43 = g111114 mod n

2.2 A = A ·B = g200214 · g111114 = g200214+111114 = g311324 mod n

4

For efficient processing of the algorithm by a computer, it is of advantage to choose a

base b that is a power of 2.

Complexity analysis We ignore the computations needed for the precomputation

table since the table is assumed to be fixed for many exponentiations. However, we have

to take the storage requirements for the table into account. Especially on embedded

platforms such as smart cards, memory can be a precious resource.
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Precomputation We assume the a bit length of l + 1 = dlog2 ee for the exponent,

and a digit of the form b = 2w. This yield the following storage requirement:

#memory = t =

⌈
l + 1

w

⌉

Exponentiation Step 2.1 needs a maximum of t multiplications (the first one with

B = 1 is free):

#MUL =
b− 1

b
t

Step 2.2 requires b − 2 multiplications (the first one with A = 1 is free). Note

that b = 2w.

The total complexity of the algorithms is thus:

#memory =

⌈
l + 1

w

⌉
#MUL =

b− 1

b

⌈
l + 1

w

⌉
+ (2w − 2) ≈ l + 1

w
+ 2w

The approximation becomes more accurate for large values of b. Let’s look at an

example to demonstrate the complexity of the method.

Example 3.14 We consider an exponent with l+1 = 1024 bit and a digit

of b = 25 = 32.

#memory =

⌈
1024

5

⌉
= 205

#MUL =
31

32
·
⌈

1024

5

⌉
+ 30 ≈ 228

4

It is instructive to compare the 228 multiplications in this example with the computa-

tional complexity using standard methods which do not exploit the fact that the base is

fixed. For instance, the square-and-multiply algorithm requires on average about 1534

multiplications and squarings, so that the algorithms presented here gives a speed ad-

vantage by a factor of almost seven. The price paid are the 205 memory locations, each

of which has to store a 1024 bit value. This yields memory requirements of more than

25kBytes. Even though this amount of memory does not pose a problem on modern

PCs, on small embedded devices such as smart cards or sensor nodes, reserving 25kB

merely for public-key cryptography can be undesirable. By increasing w, the storage

can be reduced at the cost of more computations.
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Chapter 4

Multi-Precision-Arithmetic

The contents of this chapter is arithmetic, or more colloquial, doing computations.

Efficient arithmetic is in particular relevant in the context of public-key algorithm as

they are extremely computationally intensive (cf. Section 3.2). Figure 4.1 shows the

hierarchy of algorithms needed for realizing any of the three public-key algorithms, i.e.,

schemes belonging to the RSA, discrete logarithm or elliptic curve family.

Protocols

Exponentiation

Group Operation

Basic Arithmetic

Figure 4.1: Hierarchy of algorithms needed for public-key implementations

The layer “Protocols” is closely linked to the application using the crypto scheme. The

necessary implementation techniques are often not specific to cryptography and are,

thus, not treated here. The “Exponentiation” layer was treated in Chapter 3. The

“Group Operation” layer is specific to the elliptic curve cryptosystems and will not be

treated here. The “Arithmetic” layer, on the other hand, is crucial for every crypto

scheme. It provides basic operations like multi-precision addition, multiplication, squar-

ing and modular reduction, and thus constitutes the very basis for any implementation

of most public-key cryptographic schemes. In fact, some of the techniques here are also

useful in other technical applications, e.g., fast computations for signal processing.

We start by considering “schoolbook” algorithms for implementing addition, subtrac-

tion and multiplication. Then, we introduce the Karatsuba algorithm for performing

fast multi-precision multiplication. Finally, an efficient method for modular reduc-

tion called Montgomery reduction is presented. It provides a significant performance

advantage in certain scenarios including modular exponentiation which is the core op-
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eration of, e.g., the RSA crypto system. For additional reading on this topic refer

to [MvOV97, Sections 14.1-14.3].

4.1 Introduction

What does multi-precision mean? A multi-precision integer is an integer that exceeds

the word length of the considered processor. Thus, the usage of this term depends

on the platform for the implementation. For instance, when developing code for an

8-bit processor, 9-bit operands are already multi-precision integers, however, this is

not the case for processing the same operand on a 32-bit processor. Hence, every time

we are performing calculations with operand lengths which are greater than the actual

processor word length we speak of multi-precision arithmetic. Considering the key sizes

currently recommended for secure public-key cryptography and comparing these with

standard processor word lengths of 8 bits (embedded CPU) to 128 bits (PC CPU), we

conclude that multi-precision arithmetic is required for the implementation of virtually

all public-key crypto systems of practical relevance. For instance, to implement RSA

or the Diffie-Hellman key exchange we need algorithms for multiplying integers of

length 1024 to 4-096 bits. For elliptic curve cryptosystems we “only” need to handle

operands of length 160 to 256 bits. Please note that there is virtually no other technical

applications where operands of such bit lengths are being processed.

Representation of Multi-Precision Integers. On a computer, long integers exceed-

ing the word length are represented simply by splitting the integers into multiple parts

according to the word length and storing each part in its own register. Figure 4.2

illustrates the representation of an ((n + 1) · s)-bit integer, given a word length of s

bits.

0s-1

2s - 1 s

.

.

.

s bits

x0

x1

xnx:

.

.

.

. . .

. . .

. . .

n s.

Figure 4.2: Storing of multi-precision integer values x

Accordingly, x is split up into the n+1 parts x0, . . . , xn each consisting of s bits. Algo-

rithms for multi-precision arithmetic operate on this representation, i.e., they perform
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a series of operations on the parts x0, . . . xn and combine the intermediate results in or-

der to realize a multi-precision operation on x, e.g., compute x2. Arithmetic operations

like addition, subtraction and multiplication on x0, . . . , xn are considered as atomic,

single-precision operations. As the size of the operands does not exceed the processor

word length — they are single-precision integers — these arithmetic operations can be

executed directly in hardware by the ALU of the CPU.

In order to represent multi-precision integers mathematically, we use the radix-b (or

base-b) notation. The integer b is the basis of the representation, e.g., b = 2s in the

above example. For b ≥ 2, any positive integer x can be expressed uniquely as

x := (xn, xn−1, . . . , x1, x0)b := xnb
n + xn−1b

n−1 + . . .+ x1b
1 + x0b

0

where xi ∈ {0, 1, . . . , b − 1} for 0 ≤ i ≤ n and xn 6= 0. Any value x in radix-b

representation can hence be viewed as a polynomial. The integer coefficients xi are

often referred to as digits. Note the direct correspondence of the radix-2s notation of

an integer to the representation of this integer on a computer, as described above. We

assume a radix-b notation for describing our multi-precision algorithms in the following.

4.2 Schoolbook Arithmetic

In this section, we present straightforward multi-precision algorithms for addition, mul-

tiplication and squaring. Since these algorithms essentially implement the methods

taught in primary school, they are sometimes referred to as schoolbook algorithms.

4.2.1 Addition

Algorithm 4.1 realizes the schoolbook addition method. As input for the algorithm,

we assume two multi-precision integers consisting of the same number n + 1 of base-b

digits. In case of operands with different length, one can simply prepend leading zeros

(i.e., appending zeros to the left) to the smaller number. The result of the addition is

a number with a maximum of (n+ 2)-digits.
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Algorithm 4.1 Schoolbook Addition Algorithm

Input: x = (xn, xn−1, . . . , x1, x0)b

y = (yn, yn−1, . . . , y1, y0)b

Output: w = x+ y = (wn+1, wn, . . . , w1, w0)b

1. c = 0

2. For i = 0 To n Do:

2.1 wi = xi + yi + c mod b

2.2 If (xi + yi + c) < b Then c = 0

2.3 Else c = 1

3. wn+1 = c

4. RETURN (wn+1, wn, . . . , w1, w0)b

The variable c used in the above algorithm is called the carry digit. Similar to the

method commonly lectured in primary schools all over the world, we perform single

precision additions, starting with the least significant digit. In case the result of the

addition is greater or equal to the base b, i.e., the result exceeds one digit, only the

part fitting into one word length of the processor can be stored in wi. For processing

the remaining fraction we use the “helper variable” carry — usually stored temporarily

in our brain — to memorize the value to be added to the following digit in the base-b

representation. The carry of round i is taken into account in the next round (i+ 1) of

the algorithm. Note that when adding two single precision integers, the carry can only

become 0 or 1.

The following example shows an execution of the algorithm. For the sake of simplicity,

we perform calculations using the decimal system, i.e., b = 10.

Example 4.1 Compute x+ y for x = (3492)10, and y = (7493)10.

In primary school, this addition would be carried out as illustrated in Ta-

ble 4.1: Adding 2 + 3 = 5, no carry occurs. 9 + 9 = 18 is greater than one

digit, hence the carry is set to 1. Then, for the first time, the carry is added

to the current digits of x and y: 4 + 4 + 1 = 9 — no carry here. In the

last step, 7 + 3 = 10 a carry occurs again, implying that the result of the

addition has one more digit than the operands.

The following table shows the intermediate values of the variables during

the course of the algorithm.

As it can be seen from the last column of the table, the result w of the

addition is (10985)10.
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Table 4.1: Schoolbook addition with carry

x 3 4 9 2
y 7 4 9 3

carry 1 1

result 1 0 9 8 5

Table 4.2: Details of the schoolbook addition with carry

i c xi yi xi + yi + c wi

0 0 2 3 5 5
1 0 9 9 18 8
2 1 4 4 9 9
3 0 3 7 10 0
4 1 0 0 1 1

4

On input of two n-digit base-b integers, the schoolbook addition algorithm requires

O(n) steps to compute the result.

4.2.2 Multiplication

To understand the basic idea underlying the schoolbook multiplication method, con-

sider the base-b representation of two multi-precision integers x and y, i.e., their rep-

resentations as polynomials with the independent “variable” b:

x = xnb
n + · · ·+ x1b+ x0

and

y = ytb
t + · · ·+ y1b+ y0.

Thus, multiplying such integers actually means to multiply two polynomials as in the

following example for t = n = 2:

Example 4.2

x = x2b
2 + x1b+ x0

y = y2b
2 + y1b+ y0

x · y = b4 · [x2 · y2] +

b3 · [x2 · y1 + x1 · y2] +

b2 · [x2 · y0 + x1 · y1 + x0 · y2] +

b · [x1 · y0 + x0 · y1] +

[x0 · y0]
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4

Observe that the sum of the indices in the product is always equal to the respective

exponent of the basis b. In general, this product can be described as the double sum

n+t∑
k=0

 ∑
i+j=k

xiyj

 bk

where xi = 0 for i > n and yj = 0 for j > t. The operation of computing a product of

that form is called discrete convolution.

We note that polynomial multiplication does not perfectly reflect schoolbook multi-

plication for multi-precision integers: The coefficients of the product polynomial are

usually not integers in the range {0, b− 1} but are larger than b − 1. For example,

x0 · y0 has in most cases more than s bits, i.e., the product has the form:

x0 · y0 = zh b+ zl

Thus, the plain product polynomial does not simply constitute the radix-b representa-

tion of the product of two integers in radix-b representation. For a proper representa-

tion, the carries from one coefficient to another must be handled. This normalization

process could also lead to an additional coefficient for the base power bn+t+1.

Algorithm

Algorithm 4.2 is a reorganization of the standard schoolbook multiplication method

for integers. Given an (n + 1)-digit integer x and an (t + 1)-digit integer y in base-b

representation, it computes the product w = x · y in base-b representation which is an

(n+ t+ 2)-digit integer.

Step 2.2 denotes the assignment of a 2-digit integer, where the most significant digit of

the sum wi+j +xj ·yi+ c is assigned to u and the least significant digit is assigned to v.

Verifying that this sum can indeed only lead to a 2-digit integer is left as an exercise

to the reader. The computation of this sum is called the inner-product operation and

constitutes the most costly step of the multiplication algorithm since it involves single-

precision multiplications. In total, our algorithm performs (n+1)·(t+1) single-precision

multiplications. Hence, it exhibits a quadratic time complexity in the input size. In

particular, for n = t the complexity is O(n2).
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Algorithm 4.2 Schoolbook Multiplication Algorithm

Input: x = (xn, xn−1, . . . , x1, x0)b

y = (yt, yt−1, . . . , y1, y0)b

Output: w = x · y = (wn+t+1, wn+t, . . . , w1, w0)b

1. Set all wi = 0, i = 0, . . . , n+ t+ 1

2. For i = 0 To t Do:

2.1 c = 0

2.2 For j = 0 To n Do:

2.2.1 (u, v)b = xj · yi + wi+j + c // inner-product

2.2.2 wi+j = v // update wi+j

2.2.3 c = u // take carry into account

2.3 wi+n+1 = c

3. RETURN (wn+t+1, wn+t, . . . , w1, w0)b

Example 4.3 We compute w = x · y with x = (543)10 and y = (272)10

with Alg. 4.2. Bold values for the digits of w indicate that these values

have been modified in the current step of the algorithm. The result of the

computation is w = (147696)10, as can be seen from the last row.

Step i j xj yi xj · yi u v c w5 w4 w3 w2 w1 w0

2.2 0 0 3 2 6 0 6 0 0 0 0 0 0 6

2.2 0 1 4 2 8 0 8 0 0 0 0 0 8 6

2.2 0 2 5 2 10 1 0 1 0 0 0 0 8 6

2.3 0 - - - – - - 1 0 0 1 0 8 6

2.2 1 0 3 7 21 2 9 2 0 0 1 0 9 6

2.2 1 1 4 7 28 3 0 3 0 0 1 0 9 6

2.2 1 2 5 7 35 3 9 3 0 0 9 0 9 6

2.3 1 - - - – - - 3 0 3 9 0 9 6

2.2 2 0 3 2 6 0 6 0 0 3 9 6 9 6

2.2 2 1 4 2 8 1 7 1 0 3 7 6 9 6

2.2 2 2 5 2 10 1 4 1 0 4 7 6 9 6

2.3 2 - - - – - - 1 1 4 7 6 9 6

4

4.2.3 Squaring

Squaring is a special case of multiplication for which certain optimizations are possi-

ble. Consider the following example of squaring a 3-digit integer x. Again, we use a

polynomial representation for x.
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Example 4.4

x2 = (x2b
2 + x1b

1 + x0b
0)2

= [x2
2]b4 + [2 · x2x1]b3 + [2 · x2x0 + x2

1]b2 + [2 · x1x0]b+ [x2
0]

4

Instead of computing certain inner products like x2 · x1 = x1 · x2 twice and summing

them up, we can simply compute such a product once and double it. This is indeed an

optimization since a multiplication by 2 is a simple left-shift in binary representation

as used on a computer. In general, we compute the square of a t-digit integer x =∑t−1
i=0 xib

i as

x2 =
t−1∑
i=0

x2
i b

2i +
t−1∑
j=i+1

2xixjb
i+j

 . (4.1)

This way, the amount of single-precision multiplications for squaring a t-digit integer

can be reduced to about t2+t
2 ≈ 1

2 t
2. Hence, squaring is roughly twice as fast as

multiplication (cf. Alg. 4.2).

Algorithm 4.3 implements squaring for multi-precision integers according to Equation

(4.1). As input, it receives a t-digit integer and outputs a multi-precision integer with

(at most) 2t digits. Note that our algorithm only uses variables storing single-precision

integers. For a simpler version of the squaring algorithm which, however, uses double-

precision integer variables, we refer to [MvOV97, Algorithm 14.16].
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Algorithm 4.3 Squaring Algorithm

Input: x = (xt−1, . . . , x0)b

Output: w = x2 = (w2t−1, w2t−2, . . . , w1, w0)b

1. For i = 0 To (2t− 1) Do: wi ← 0

2. For i = 0 To (t− 1) Do:

2.1 (u, v)b ← w2i + xi · xi
2.1.1 w2i ← v

2.1.2 c1 ← u

2.1.3 c2 ← 0

2.2 For j = (i+ 1) To (t− 1) Do:

2.2.1 (q, u, v)b = wi+j + 2 · (xj · xi) + c1

2.2.2 wi+j ← v

2.2.3 (r, s)b ← u+ c2

2.2.4 c1 ← s

2.2.5 c2 ← q + r

2.3 (u, v)b ← wi+t + c1

2.3.1 wi+t ← v

2.3.2 wi+t+1 ← c2 + u

3. RETURN (w2t−1, w2t−2, . . . , w1, w0)b

As an illustration of our algorithm, consider the following example where we compute

the square of a 3-digit integer in base-10 representation:

Example 4.5 We square x = (989)10. Intermediate values occurring in

the course of the algorithm are shown in the table below. Bold values in a

row indicate that these values have been computed in the current step of

the algorithm. The result of the computation is w = (978121)10, as can be

seen from the last row.
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Step i j w6 w5 w4 w3 w2 w1 w0 c1 c2 q u v r s

1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

2.1 0 0 0 0 0 0 0 0 1 8 0 0 8 1 0 0

2.2 0 1 0 0 0 0 0 2 1 5 1 1 5 2 0 5

2.2 0 2 0 0 0 0 7 2 1 7 1 1 6 7 0 7

2.3 0 2 0 0 1 7 7 2 1 7 1 1 0 7 0 7

2.1 1 2 0 0 1 7 1 2 1 7 0 1 7 1 0 7

2.2 1 2 0 0 1 8 1 2 1 5 1 1 5 8 0 5

2.3 1 2 0 1 6 8 1 2 1 5 1 1 0 6 0 5

2.1 2 2 0 1 7 8 1 2 1 8 0 1 8 7 0 5

2.3 2 2 0 9 7 8 1 2 1 8 0 1 0 9 0 5

4

Finally, note that a multiplication can indeed be expressed by essentially two squarings

(and one right-shift by two bits):

(x+ y)2 − (x− y)2

4
=

x2 + 2 · x · y + y2 − (x2 − 2 · x · y + y2)

4
= x · y.

However, this is of theoretical interest only, since computing a multiplication by two

squarings does not yield a performance improvement.

4.3 The Karatsuba Multiplication Algorithm

A natural question arising when considering the schoolbook multiplication algorithm is

whether optimizations are possible at some points. That is, can we multiply using less

than n2 single-precision multiplications? The answer is “yes”. However, until 1960,

O(n2) was considered the lowest complexity bound for multiplying two integers. Then,

in the same year, the Karatsuba algorithm was published, exhibiting a complexity of

O(nlog2(3)) = O(n1.585). Note that there also exist asymptotically faster algorithms.

For instance, the Schoenhage-Strassen algorithm which is based on the Fast Fourier

Transform is currently the “fastest” known integer multiplication algorithm. However,

its asymptotic complexity bound ofO(n log(n) log(log(n))) hides a big constant, making

it practically slower than Karatsuba for all integer lengths of cryptographic interest.

In this lecture we only focus on the Karatsuba algorithm. The Karatsuba algorithm

belongs to the class of divide-and-conquer algorithms, which solve a problem by (i)

dividing it in “smaller” subproblems, (ii) solving these subproblems, and (iii) finally

combining the intermediate solutions (conquer step) to obtain the solution of the origi-

nal problem. For understanding the basic idea of Karatsuba, reconsider the schoolbook

multiplication for two 2-digit numbers x = (x1, x0)b and y = (y1, y0)b in polynomial
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representation:

w = (x1b+ x0) · (y1b+ y0)

= [x1·y1]b2 + [x1·y0+x0·y1]b+ [x0·y0] (4.2)

The goal is to compute w with less than 4 inner products. To this end, we make the

crucial observation that the coefficient x1·y0+x0·y1 can be expressed as

(x1+x0)·(y1+y0)−x1·y1−x0·y0 = (x1y1 + x1y0 + x0y1 + x0y0)− x1y1 − x0y0

= x1y0 + x0y1

where the terms x1y1 and x0y0 have to be computed anyway, as can be seen from

Equation (4.2). Thus, setting

D0 = x0·y0

D1 = (x0+x1) · (y0+y1)

D2 = x1·y1

we obtain w by computing the intermediate products D0, D1, D2 and combine them:

w = D2b
2 + [D1−D2−D0]b+D0.

This way, we trade one multiplication for three extra additions (subtractions can be

counted as additions). Table 4.3 summarizes the costs for schoolbook and Karatsuba

multiplication of 2-digit integers.

Algorithm # Multiplications # Additions

Schoolbook 4 1

Karatsuba 3 4

Table 4.3: Cost of schoolbook and Karatsuba multiplication for 2-digit integers

Example 4.6 We compute w = x ·y with x = (72)10 and y = (89)10 using

Karatsuba multiplication. We have x0 = 2, x1 = 7, y0 = 9 and y1 = 8. The

intermediate coefficients are then

D0 = x0·y0 = 18

D1 = (x0+x1) · (y0+y1) = 9 · 17 = 153

D2 = x1·y1 = 56
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and the result of the multiplication is

w = 56 · 102 + [153− 56− 18] · 101 + 18 = 5600 + 790 + 18 = 6408

4

We observe that computing the product of two 2-digit integers using Karatsuba nicely

illustrates the basic idea but is actually more costly than using the schoolbook multi-

plication for two reasons:

1. three single-precision additions are usually slower than one single-precision mul-

tiplication

2. the operands in the intermediate product D1 can also be 2-digit integers, so we

trade a 2-digit multiplication for another 2-digit multiplication (i.e., the size of

the subproblem is not smaller than the size of the original problem). This is also

the case when multiplying 3-digit integers.

However, we gain a performance advantage by generalizing Karatsuba’s basic idea to

larger integers and applying it recursively as explained in the following:

Let x = (xn−1, . . . , x0)b and y = (yn−1, . . . , y0)b be two n-digit integers. Then we can

split x and y into two equally-sized parts:

x(h) = (xn−1, . . . , xm)b, x(l) = (xm−1, . . . , x0)b

y(h) = (yn−1, . . . , ym)b, y(l) = (ym−1, . . . , y0)b

where m = dn/2e (h stands for “high” and l for “low”). Clearly, we have

x = x(h) · bm + x(l) (4.3)

= (xn−1b
n−m−1 + . . .+ xm) · bm + xm−1b

m−1 + . . .+ x0 (4.4)

y = y(h) · bm + y(l) (4.5)

= (yn−1b
n−m−1 + . . .+ ym) · bm + ym−1b

m−1 + . . .+ y0 (4.6)

Then, we apply Karatsuba’s idea using the representation of x and y from Equa-

tion (4.3) and (4.5) as follows: We again define intermediate products

D0 = x(l)·y(l)

D1 = (x(l)+x(h))·(y(l)+y(h))

D2 = x(h)·y(h)

and can compute w = x · y as

w = D2b
2m + [D1−D2−D0]bm +D0.
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Observe that now the operands in the intermediate products are not single-precision

integers anymore but multi-precision integers of length approx. n
2 . If we use schoolbook

multiplication for computing these intermediate products, approx. n2

4 single-precision

multiplications are required for each product. Hence, this approach requires approx.
3
4n

2 single-precision multiplications in total, as opposed to n2 when using schoolbook

multiplication for computing x · y. The extra additions usually have little impact on

the performance for sufficiently large n.

We can speed up multiplication even more by applying Karatsuba’s idea recursively

for computing the intermediate products D0, D1, and D2. Assuming we apply the

idea once more for computing these intermediate products, the complexity for one

intermediate product drops to

3

4
·
(n

2

)2
=

3

16
n2

and thus, the whole multiplication requires

3 · 3

16
n2 =

9

16
n2 ≈ 0.56 · n2

single-precision multiplications.

In general, assuming n = 2i, we could apply this approach i times, leading to a theo-

retical complexity of (
3

4

)i
n2 = 3i

( n
2i

)2

= 3log2(n)
( n

2log2(n)

)2

= 3log2(n)

= 2log2(3) log2(n)

= 2log2(nlog2(3))

= nlog2(3)

≈ n1.585

Table 4.4 compares the complexity of schoolbook multiplication, non-recursive Karat-

suba and recursive Karatsuba (with log2(n) = 6 applications) for n = 64 = 26.

Algorithm # Multiplications

schoolbook: 642 = 262 = 212 = 4096

non-recursive Karatsuba: 3
4 · 642 = 3

4 · 4 · 2
10 = 3072

recursive Karatsuba: 64log2(3) = 729

Table 4.4: Complexity comparison for n = 26

Finally, we like to note that in practice it is not easy to determine the optimal re-
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cursion stop for Karatsuba, i.e., the recursion depth (integer length) where applying

Karatsuba’s idea to compute intermediate products is more costly than applying school-

book multiplication for this purpose. However, remember that in any case, recursion

should stop when we face an operand length of n = 3.

4.4 Montgomery Modular Arithmetic

In the previous sections, we considered efficient algorithms for long number arith-

metic, in particular for multiplication. However, for the implementation of virtually

any public-key crypto scheme pure long number arithmetic is not sufficient: we need

modular arithmetic, i.e., long number arithmetic in combination with modular reduc-

tion. For instance, consider the RSA cryptosystem where we perform arithmetic on the

ring Zm (i.e., the integers modulo m = pq) or the ElGamal and ECC crypto systems

involving arithmetic over prime fields GF (p). Note that the moduli used there are

multi-precision integers.

Since classic modular reduction — consisting in a long number division with remainder

— is an expensive operation, one is interested in avoiding this operation (if possi-

ble) when doing modular multiplications and exponentiations. Montgomery reduction,

introduced by Peter Montgomery in 1985, is a technique which allows for efficient im-

plementation of modular multiplication without explicitly carrying out the classical

modular reduction step. There are also alternatives to Montgomery reduction like Bar-

rett reduction and Quisquater reduction, which are, however, not considered here. For

further reading on Montgomery reduction, we refer to [Mon83] and [MvOV97, Sections

14.3.2].

4.4.1 Motivation

For illustrative purposes we use RSA in the following. However, the technique which

we develop is applicable to all public-key algorithms that rely on modular reduction

with long numbers. The core operation of schoolbook RSA consists of computing a

modular exponentiation of the form

xd mod m

where the modulus m and d are multi-precision integers with typical lengths of 1024

to 4096 bits. We note that the public-key algorithms from the discrete logarithm

family like the Diffie-Hellman key exchange, DSA or Elgamal encryption require similar

operations.

Using the square-and-multiply algorithm or any of the advanced exponentiation meth-

ods developed in Section 3, we know that computing an expression such as xd mod m

required the repeated modular squaring and multiplication. Thus, a large number of

modular reductions is required in the course of an exponentiation for typical RSA pa-
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rameters. As already mentioned, classical modular reduction is an expensive operation

since it requires a long number division with remainder. Please refer to [MvOV97, Alg.

14.20] for a multi-precision division algorithm. To get an impression: assuming a k-

bit RSA modulus and a processor word length of s bits, a single classical reduction

of a (2k)-bit integer (remember that we perform a modular reduction typically after

we have squared or multiplied operands which result intermediate values of twice the

bit lenth) requires about (k/s)2 + 3k/s single-precision multiplications and about k/s

single-precision divisions. Especially the divisions are quite costly on CPUs. The Mont-

gomery algorithms perform modular reduction while avoiding integer division almost

entirely.

4.4.2 Principle of Montgomery Reduction

Montgomery modular arithmetic can be viewed as a transformation approach, similar

to how we introduced the Chinese remainder theorem, cf. Section 2.3. Each variable

involved in an algorithm that requires modular reduction is transformed through a

simple operation. If the original variable is denoted by x, the transformed value is

computed as

x̃ ≡ xR mod m

where R is an auxiliary value. As we will see later, choosing a “suited” value for R

will allow us to avoid divisions. In the following, we will use “transform domain” and

“Montgomery domain” interchangably.

Let’s now look at a single modular multiplication of two values, w ≡ x y mod m. Keep

in mind that we can build an entire exponentiation by performing many multiplications

in a row. Our goal is to compute w̃, i.e., the transformed value of the product w, which

should take the value

w̃ ≡ xy R mod m (4.7)

Let’s see how we can achive this. If we perform an integer multiplication (without

modulo reduction) of the two transformed operands in the transform domain we obtain

the intermediate value z:

z = x̃ ỹ

= (xR)(y R)

= xy R2

Unfortunately, z is not the value w̃ we are looking for as shown in Eqn (4.7). In order

to compute w̃ from z we define an operation coined Montgomery reduction:

MRed(z) ≡ z R−1 mod m (4.8)

Here is why the Montgomery reduction will give us the desired result in the transform

71



4.4 Montgomery Modular Arithmetic

domain:

w̃ ≡ MRed(z)

≡ z R−1 mod m

≡ (xy R2)R−1 mod m

≡ xy R mod m

Please note that, thus, w̃ has the desired form.

Trans

x, y, m

Trans
-1

wx , y
z = x y, w = zMRed( )

( ) modx y m
w = y x mmod

Figure 4.3: Principle of Montgomery arithmetic

To summarize, in order to perform a multiplication in the transform domain, we have

to do two things as shown in Figure 4.3. (1) We have to perform a regular integer

multiplication z = x̃ ỹ, followed by (2) a Montgomery reduction MRed(z) ≡ z R−1 mod

m. One might wonder what the advantage is to perform the somewhat odd looking

Montgomery reduction in Eqn (4.8)? The reason is that if we chooseR in an appropriate

way, we can perform the Montgomery reduction in Eqn (4.8) without division even

though it involves reduction modulo m.

By looking at Figure 4.3 we see that we also have to realize the transformation into

the Montgomery domain and the inverse transformation. The transformation itself is

conceptionally simple, it is merely the operation xR mod m. Interestingly, the inverse

transformation can be accomplished by applying the Montgomery reduction to the final

result in the transform domain, i.e., by computing:

w = MRed(w̃)

So far we only considered a single multiplication. But in fact we can compute an entire

exponentiation with all operations taking place in the transform domain. Let’s look at

an example with a small exponent.

Example 4.7 We want to compute x5 = x(101)2 mod m. We apply the

standard square-and-multiply algorithm, i.e., we compute the sequence

x→ x2 → x4 → x5

After we transform the base value x into the transform domain, i.e., we
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compute x̃ ≡ xR mod m, we perform the exponentiation in the transform

domain as follows:

iteration computation operation

1a z = x̃2 = x2R2 Squaring

1b w̃ = MRed(z) ≡ x2R mod m Montogmery Red

2a z = z̃2 = x4R2 Squaring

2b w̃ = MRed(z) ≡ x4R mod m Montogmery Red

3a z = z̃ x̃ = x5R2 Multiplication

3b w̃ = MRed(z) ≡ x5R mod m Montogmery Red

In order to transform the result from Step 3b back into the final result

x5 mod m, we apply the the Montgomery reduction one more time

MRed(w̃) = MRed(x5R) = (x5R)R−1 ≡ x5 mod m

4

The main thing that is left to do is to develop how the operation MRed can be imple-

mented efficiently. But first let’s have look at the mathematics behind the transform

itself, i.e., the mapping x̃ ≡ xR mod m.

m-Residues: Transformation into the Montgomery domain

For an integer x ∈ Zm, the output x̃ of the transformation function Trans is called

m-residue. More precisely, we use the following definition:

Definition 4.4.1 m-Residue

The m-residue of an integer x ∈ Zm = {0, 1, . . . ,m− 1} is defined as

x̃ = Trans(x) ≡ x ·R mod m ,

where R ∈ N such that R > m and gcd(R,m) = 1. R is called the

Montgomery radix.

Note that we require R to satisfy the condition gcd(R,m) = 1 to make the transfor-

mation Trans invertible. The inverse transformation is defined as

x = Trans−1(x̃) ≡ x̃ ·R−1 mod m ,

where R−1 denotes the inverse of R in Zm. The following example shows that choosing

R in this way indeed leads to a “complete residue system”, i.e., all numbers x have a

unique and distinct representation as m-residue:
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Example 4.8 The m-residue system for m = 7 and R = 10.

x 0 1 2 3 4 5 6

x̃ 0 3 6 2 5 1 4

4

4.4.3 The Basic Montgomery Reduction

We first introduce the basic form of the Montgomery algorithm. This is helpful for

understanding how the algorithm works in principle and how it can be used in public-

key cryptography. The subsequent chapters will introduce the bit-level and word-level

Montgomery algorithms, which are widely used in practice.

The Montgomery reduction MRed(z) shown in Algorithm 4.4 allows the computation

of z ·R−1 mod m without performing a classical reduction modulo m. Provided that R

is chosen as a power of b in addition to satisfying the conditions from Definition 4.4.1,

the algorithm works without carrying out multi-precision divisions. Instead, division

is replaced by simple shifting of the number that needs to be reduced.

Algorithm 4.4 Montgomery Reduction MRed(z)

Input: integer z, radix R, modulus m, m′

with 0 ≤ z < R ·m and gcd(R,m) = 1

and m′ such that m′ := −m−1 mod R

Output: z ·R−1 mod m

1. U = z ·m′ mod R

2. t = z+U ·m
R

3. IF t ≥ m
RETURN (t−m)

ELSE

RETURN t

In the following, we assume that all numbers are given in base b representation, for an

arbitrary but fixed b ≥ 2, and the modulus m is an n-digit number with respect to

this base. Note that the algorithm assume that z is an integer with 0 ≤ z < mR. The

value z is typically the product of an integer multiplication of two values smaller than

m, as shown in Figure 4.3 and in the example in the previous section. Hence, it holds

that z < m2. Since R is chosen larger than m according to Definition 4.4.1, it holds

74



Multi-Precision-Arithmetic

that z < mR. A typical choice of R that allows for efficient Montgomery reduction

is R = 2n, where m is assumed to be an n-bit integer. We also have to assure that

gcd(R,m) = 1. This condition is obviously fulfilled for any odd m if R is a power of

2. In public key cryptography, this condition is always fulfilled. In the case of RSA

the modulus is a product of two primes which is, course, and odd number. In the case

of discrete logarithm schemes such as Diffie-Hellman key exchange or elliptic curve

cryptosystems, the modulus is a prime.

Montgomery reduction is a quite interesting (and unusual) algorithm. Here is an in-

terpretation of how it works. First, recall that we want to compute

z ·R−1 mod m

where z is the input operand. As stated above, z is typically the result of a preceding

multiplication of two numbers and has thus often a length of approximately 2n bits.

All other operands in the algorithm, including m, have a bit length of n. The goal

is, thus, to reduce z from 2n bits to n bits. The most crucial part of the algorithm is

Step 2. The upper part of the fraction, z+U ·m, is divided by R. The basic idea is that

(i) the division is exact, i.e., there is no remainder and (ii) since the result has the bit

length of n it does not have to be reduced modulo m any more. Of course, in general

the division z/R results in a rational number that is not an integer. For instance, for

m = 97, z = 133 and R = 100 one obtains

t =
z

R
=

133

100
= 1.333 . . . (4.9)

This number is obviously not in Z97 and we can not use it. What we would need to

do here is to compute R−1 and then multiply z ·R−1 mod m. However, computing the

inverse, e.g., with the extended Euclidean algorithm, is a costly step which we would

prefer to avoid. The situation is different if the result of Equation (4.9) were an integer,

i.e., if the division were exact without remainder. As an example, assume m = 97 and

R = 100 as above but this time z = 2600. The division yields

t =
z

R
=

2600

100
= 26

This is the same result we would have obtained if we had done proper modular arith-

metic, i.e., inverted R modulo m and computed the product in Zm:

t ≡ z

R
mod 97

≡ z ·R−1 mod 97

≡ 2600 · 100−1 mod 97

≡ 2600 · 65 = 169 000 ≡ 26 mod 97

How can we use this observation to compute z/R efficiently? The trick is that we add a
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“correction term” to z such that the division becomes exact. We are allowed to add an

integer value to z without changing the results in Zm if the integer value is a multiple

of m. Thus, we can replace z by

z + i ·m

(Recall that the values z and z+ i ·m are in the same equivalence class in Zm, i.e., they

are equivalent under modulo m arithmetic.) In the algorithm, the correction term is

U ·m. Moreover, U is constructed in Step 2 in such a way that the division in Step 3

becomes exact. Here is the proof for this:

U ≡ z ·m′ mod R

U ·m ≡
(
z ·m′

)
·m mod R

≡ z · (−m−1) ·m mod R

≡ −z mod R

= −z + j ·R , for some integer j ≥ 0

Thus, U ·m is an integer of the form U ·m = −z + j · R. Using this observation, we

obtain

t =
z + U ·m

R
=
z + (−z + j ·R)

R
=
j ·R
R

= j .

Hence, the result t of Step 2 of the algorithm is an integer. What we have showed so

far is that t = z · R−1. What is left to demonstrate is that Step 3 of the algorithm

returns a value in the range 0 ≤ t < m. If this holds, t is actually already reduced

modulo m. Obviously, t can not take any negative values in Step 2 since the dividend

and divisor only involve positive numbers. We derive now the maximum value that t

can be assigned in Step 2. Recall that the algorithm requires that z < m · R. Using

U = (z ·m′ mod R) < R, we obtain

t =
z + U ·m

R
<
m ·R+R ·m

R
= 2m

Hence, t ≤ 2m− 1, and the final IF statement is sufficient to reduce all possible values

to t mod m.

Example 4.9 Let us consider the algorithm MRed(z) for the input param-

eters z = 7 ·19 = 133, R = 100, m = 97 (all in decimal representation). The

parameter m′ needs to be precomputed once for fixed R and m. This can be

done by using the extended Euclidean algorithm. In our example, we obtain

m′ = −97−1 ≡ 67 mod 100. Then, we compute MRed(z) ≡ z ·R−1 mod R:

1. U = z ·m′ = 133 · 67 = 8911 ≡ 11 mod 100

2. t = z+U ·m
R = 133+11·97

100 = 133+1067
100 = 1200

100 = 12
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3. t = 12 < m and thus MRed(133) = 12

Let’s verify that MRed(133) = 12 is indeed equal to z ·R−1 mod m:

1. R−1 = 100−1 ≡ 65 mod 97

2. z ·R−1 mod m = 133 · 65 = 8645 ≡ 12 mod 97

4

We consider now a second example for the basic Montgomery algorithm. This time, we

perform not just one multiplication — but an entire exponentiation — in the transform

domain.

Example 4.10 Let us consider a toy example, where we compute the

modular exponentiation

xe mod m

using the square-and-multiply algorithm with Montgomery reduction. The

parameter choices are x = 50, e = 3, m = 391 and R = 1000.

1. Transformation of the input in the Montgomery domain: We compute

the m-residue of x yielding x̃ = x ·R mod m = 343.

2. We determine the parameter m′ required for the Montgomery reduc-

tion: m′ = −m−1 mod R = 289.

3. Now, we can perform the exponentiation. Since e = 3 only one squar-

ing and one multiplication is required:

(a) Squaring and Montgomery reduction:

z = x̃2 = 117649

U = 561

t = 337

t < m⇒ w̃ = MRed(z) = t = 337

(b) Multiplication and Montgomery reduction:

z = w̃ · x̃ = 115591

U = 799

t = 428

t ≥ m⇒ w̃ = MRed(z) = t−m = 37
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4. Finally, we compute the inverse transformation:

z = w̃ = 37

U = 693

t = 271

t < m⇒ MRed(w̃) = 271 = 503 mod m

Let’s verify the result by performing regular integer arithmetic followed by

explicit modulo reduction:

503 = 125 000

125, 000 ≡ 271 mod 343

As we see, using Montgomery reduction in fact produces the correct result.

4

4.4.4 Bit-Level Montgomery Algorithm

The previous Montgomery reduction algorithm (Algorithm 4.4) is not the most efficient

way to realize Montgomery arithmetic. In practice, either a bit or a word-oriented ver-

sion of the Montgomery method are often employed. Also, it is often advantageous

to combine integer multiplication followed by Montgomery reduction in a single func-

tion. The following bit-oriented algorithm computes the Montgomery product of two

numbers. Please note that MPro(a, b) and MRed(ab) are equivalent.

Algorithm 4.5 Bit-Level Montgomery Product MPro(a, b)

Input: a =
∑n−1

i=0 ai2
i, b =

∑n−1
i=0 bi2

i,

R = 2n, m < R with m odd

Output: abR−1 mod m

1. u← 0

2. FOR i = 0 TO n− 1

2.1 u← u+ aib

2.2 u← u+ u0m

2.3 u← u/2

3. IF u ≥ m
RETURN (u−m)

ELSE

RETURN u
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Let’s discuss the algorithm. The goal is to compute

abR−1 mod m

i.e., we have to compute abR−1 and we have to perform a reduction modulo m. Similar

to the algorithm MRed(ab) from the previous section, the algorithm achieves multipli-

cation by R−1 via division by R that is exact. Since R = 2n, division by R can be

realized as n single divisions by 2. Of course, divisions by 2 are merely right shifts and

are, thus, very efficient. Steps 2.1 and 2.3 compute abR−1 by evaluating the right hand

side of this equation:

abR−1 = a b 2−n

= (an−12n−1 + an−22n−2 + . . .+ a0) b 2−n

=
ban−1

2
+
ban−2

22
+ . . .+

ba0

2n

However, this computation is only correct if the divisions by 2 in Step 2.3 are exact. In

order to achieve this, we conditionally add a correction term to u (which is the result

of Step 2.1) in Step 2.2. In 2.2 we only add m if u is odd, i.e., the least-significant bit

u0 is 1. Since m is odd as well, Step 2.2 computes the sum of two odd values, namely

u+m, so that the u after Step 2.2 will always be even. Because we compute the result

modulo m, we are free to add multiples of m in Step 2.2.

Step 3 assures that the result is truly smaller than m. For this we have to show that

u < b + m when the algorithm reaches Step 3. If that is the case, u is either already

smaller than m or subtracting m once assures this. u < b+m is clearly true initially.

By induction, at the end of each iteration (i.e., after Step 2.3), u is upper bounded by

((b+m) + b+m)/2 = b+m, which concludes the proof.

The bit-level algorithm is especially suited for hardware implementations. In hardware,

Step 2.1 can be implemented with an n × 1 bit multiplier, so that this main part of

the algorithm can be executed in a single clock cycle. For software, a word-oriented

version of the algorithm is well suited. Such an algorithm is presented in Section 4.4.5.

4.4.5 Word-Level Montgomery Multiplication

This software-suited version of the Montgomer algorithm is similar to the bit-level al-

gorithm. It also combines integer multiplication with Montgomer reduction. However,

rather than processing single bits in Steps 2.1 and 2.2, the algorithm operates on words

of length w bits.

Let’s consider the word-level representation of the modulus m in Figure 4.4. The word

size w is typically the register with of the underlying CPU, e.g., w = 32 or w = 64 bits.
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w bits

ms-1 ms-2 m0m:

Figure 4.4: Word-level Montgomery multiplication

The algorithm needs the auxiliary parameter m′0 which is defined such that

−m0 ·m′0 ≡ 1 mod 2w

The algorithms looks as follows.

Algorithm 4.6 Word-Level Montgomery Product

MonPro(a, b)

Input: a, b, m < 2sw = R, m′0,

a =
∑s−1

i=0 ai2
wi, ai ∈ {0, 1, . . . , 2w − 1}

b =
∑s−1

i=0 bi2
wi, bi ∈ {0, 1, . . . , 2w − 1}

Output: abR−1 mod m

1. u← 0

2. FOR i = 0 TO s− 1

2.1 u← u+ aib

2.2 u← u+m′0 · u0 ·m

2.3 u← u
2w

3. IF u > m

RETURN u−m
ELSE

RETURN u

Similar to the bit-level algorithm, Steps 2.1 and 2.3 compute together the expression

a bR−1

using a word-level multiplication in Step 2.1. The main advantage of the algorithm is

that it only needs s = n/w iterations, whereas the bit-level one required n iterations.

(Recall that n is the bit length of the modulus and the operands.) Note that in a typical

software implementation each iteration requires s integer multiplication in Step 2.1.

The division in Step 2.3 is a simple shift by one word (or a shift by w bit positions.)

In software implementation, such a shift is just a re-ordering of array entries or an

adjustment of an array pointer, i.e., we do not have to actually shift data in the array

that holds the operand. However, we must assure that the division in Step 2.3 is exact,
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i.e, that u is an integer when Step 2.3 is reached by the algorithm. As in the two

previous algorithms, we are free to add multiples of m to any intermediate result since

we are only interested in solutions modulo m. We make the division in Step 2.3 exact

by adding (m′0 · u0) ·m to u. To show that the result of Step 2.3 is without remainder,

let’s have a look at the least significant word (LSW) of Step 2.2:

LSW(u+m′0 · u0 ·m) ≡ u0 +m′0 · u0 ·m0 mod 2w

≡ u0 + u0 ·m′0 ·m0 mod 2w

≡ u0 + u0(−1) mod 2w

≡ 0

Since the LSW of u+m′0 · u0 ·m is zero, the division in Step 2.3 is merely a right shift

by w positions. Step 3 of the algorithm assures that the result is in fact smaller than

m. The proof for this is analogous to the proof used for the bit-level algorithm.

What is left to do is a complexity analysis. We are primarily interested in the number

of single-precision integer multiplications. These are multiplications that have as in-

put operands two one-word variables (say, ai and bj) and return the double-precision

product. Such an operation is the regular integer multiplication instruction provided

by most microcomputers. Integer multiplications only occur in Steps 2.1 and 2.2 of the

algorithm. In Step 2.1 we multiply the one-word variable ai with the s-word operand

b. This requires s multiplications. Since the loop executes the step s times, Step 2.1

occurs:

#MUL(Step 2.1) = s2

integer multiplications. In Step 2.2 multiplications are required for computing m′0 ·u0 ·
m = (m′0 ·m) · u0. The product (m′0 ·m) only depends on the modulus m and can be

pre-computed, yielding a product of length s + 1 words. Multiplying this product by

the word u0 requires

#MUL(Step 2.2) = s (s+ 1) = s2 + s

multiplications. The total multiplication complexity of the word-level Montgomery

product is hence:

#MUL = 2 s2 + s

We recall from Section 4.2.2 that plain multi-precision multiplication requires s2 integer

multiplications if the two input operands consists of s words each. If we compare

this with the 2 s2 + s complexity of the Montgomery multiplication, we conclude that

it requires roughly twice as many operations as the multiplication without modular

reduction.
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Chapter 5

Implementation Attacks

The field of cryptographic implementation, sometimes also referred to as crypto engi-

neering, can be divided in two major sub-areas:

Efficient Implementation This refers to techniques for high performance (e.g., high

data throughput or low latency) or very small (e.g., low energy dissipation, small

code size of software implementations or low gate count of hardware implemen-

tations) realizations of cryptographic algorithms. Such techniques were discussed

in the previous chapters, e.g., fast multiplication or exponentiation techniques.

Secure Implementation This refers to methods for protecting the crypto implemen-

tations against attacks. Perhaps somewhat surprisingly, even algorithms which

are very strong from a mathematical point of view, e.g., AES, 3DES, elliptic curve

cryptosystems or RSA, can be vulnerable if they are not implemented carefully.

Whereas the first few chapters dealt with techniques for efficient implementations, this

chapter provides an introduction to the field of secure implementations. We will de-

scribe the most important implementation attacks and discuss some countermeasures.

5.1 Introduction to Implementation Attacks

In this section we will provide a general introduction and classification to implemen-

tation attacks, followed with two easy-to-understand examples for implementation at-

tacks.

5.1.1 Classification of Implementation Attacks

Figure 5.1 gives a high-level classification of methods for attacking a cryptographic

system. Traditionally, an attacker can apply two different methods for attacking crypto

algorithms:

Classical Cryptanalysis aims at finding mathematical weaknesses of an algorithm.

The key is recovered by analyzing the input and output of the cipher: Knowing
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Figure 5.1: Classification of cryptographic attacks

the ciphertexts yi and a few plaintexts xj , the attacker tries to recover the secret

key k used for the encryption or decryption. One example for this was the Enigma

break during World War II by Polish, British and American cryptanalysts. Brute-

force attacks, i.e., trying all possible keys, is a general method which, of course,

only works if the key space is small. Analytical attacks on the other hand exploit

mathematical weaknesses of ciphers.

Social Engineering exploits human behavior or administrative weaknesses. The at-

tacker tries to recover the secret key k for example by bribing, blackmailing or

tricking a person who has knowledge of the key k.

However, (publicly) starting in 1996, entirely new methods were proposed for recover-

ing the key from a cryptographic device. One idea to extract additional information

from an implementation is to exploit so-called side channels. The other approach is

based on physically manipulating the implementation, i.e., by injecting faults during

the computation of the cipher such that key information can be derived from a faulty

output. These methods, commonly referred to as implementation attacks, target weak-

nesses of a concrete realization of a cryptographic algorithm or system, and are covered

in this chapter. Figure 5.2 visualizes the concepts of the two types of implementation

attacks. In almost all cases the attacks require that the adversary has physical access

to the target device. In general, not all details about the implementation need to be

known. In contrast to classical cryptanalysis which often requires pairs of plaintexts

and ciphertexts, for implementation attacks either the knowledge of some plaintexts xi

or some ciphertexts yi is typically sufficient for extracting secret key.

In the following, some examples are given for the passive side-channel which can be

exploited, and for the manipulation techniques that can be used for active attacks.
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Figure 5.2: Passive (side-channel) and active (fault-injection) implementation attacks

Side-Channel (Passive) Fault-Injection (Active)

� time

� power consumption

� noise

� electromagnetic emanation

� passive microprobing

� . . .

� voltage (spikes)

� clock (glitches)

� light (flash, laser)

� temperature

� electromagnetic radiation (pulses)

� active microprobing

� circuit manipulations with

focused ion beams (FIB)

� . . .

Comparing implementation attacks to mathematical attacks, there are numerous dif-

ferences:

Implementation Attack Mathematical Attack

� real implementation

(physical object)

� implementation specific

� require physical access

� require lab equipment

� often only known

plaintext or known ciphertext

� mathematical algorithm

(abstract description)

� general, independent of

actual implementation

� require often pairs of

plaintexts and ciphertexts

It should be stressed that mathematical attacks do not work against modern crypto

algorithms such as AES, 3DES, elliptic curves, RSA or discrete logarithm schemes

like the Diffie-Hellman key-exchange. However, they can easily be broken in a weak

implementation if the attacker has physical access, e.g., a smart card with a crypto
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algorithm. A further classification of implementation attacks is given in Figure 5.3.
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Figure 5.3: Classification of implementation attacks

As one can see from the figure, implementation attacks can be split up into active and

passive methods. The active methods generally imply direct physical manipulations of

the device. Semi-invasive attacks require, e.g., that the chip package is removed before

optical or electric interference techniques can be applied, while the circuit remains

functional. Invasive techniques often result in destroying the device under attack.

Logical attacks exploit flaws in software or hardware design, while timing attacks are

based on varying run-times for different parameters, e.g., the IF statement of the square-

and-multiply algorithm, cf., Algorithm 3.1 on page 25. Power analysis is one of the

most powerful implementation attacks available. They use the fact that electrical cir-

cuits have a different power consumption depending on the data processed and the

instruction executed. In particular, certain key-dependent values in a software or hard-

ware implementation have a certain power consumption which leaks information about

the key.

5.1.2 Example 1 — Fault Injection: A Simple Fault Attack against Devices with
Asymmetric Memory

Here we show a simple attack which can be powerful if the attacker is capable of

introducing faults in a key register at certain locations. For these attacks, the following

model of the target device and fault injection is used:

1. Asymmetric memory: Due to the characteristics of the memory (and the fault in-

jection method), inducing a transition from 0 to 1 is impossible, while a transition

from 1 to 0 is possible.

2. The induced fault is permanent.
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3. A single bit can be attacked.

The first condition can, for instance, be sometimes realized with memory that is exposed

to light of a certain wave length.

Algorithm 5.1 General fault attack with asymmetric

Memory

Input: secret key k, algorithm fk, bit position pos, input x

Output: one key bit at position k[pos]

1. y = fk(x)

2. Induce fault at pos→ k[pos] = 0

3. y′ = fk(x)

4. IF (y = y′) RETURN(0)

ELSE RETURN(1)

After each execution of the attack, one key bit is leaked. Note that according to the

model the queried key bit has been changed to 0 if its previous value had been 0. Since

we assume permanent faults, the flipped key bit keeps its new value 0. That means an

attacker can learn the entire key but the key on the device will be overwritten with the

all-zero key after all key bits have been queried. The attack can nevertheless be very

useful, e.g., for decryption message that had been encrypted with the device prior to

the attack.

5.1.3 Example 2 — Power Analysis: Simple Power Analysis (SPA) against RSA
and other Exponentiation-Based Public-Key Algorithms

This subsection introduces an example for a power analysis attack, i.e., the attacker

records the power trace of a crypto implementation while the algorithm is being exe-

cuted. SPA is an attack class in which a single power trace of an algorithm directly

leaks some information, typically the crypto key used. Sometimes, a visual inspection

of the power trace from an oscilloscope reveals the key. In cases where SPA can be used,

it is quite powerful and at the same time simple. “Unfortunately” from an attackers

point of view, SPA attacks are also easier to prevent than more advanced power attacks

such as DPA.

The most prominent SPA attacks target asymmetric ciphers that use square-and-

multiply exponentiation algorithm (in the case of RSA or discrete log systems) or

the double-and-add algorithm in the case of elliptic curves. SPA attacks are imple-

mentation specific and often exploit code branching, where the decision depends on
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bits of the secret key. A typical example is an implementation of RSA employing the

square-and-multiply algorithm which we repeat here for completeness.

Algorithm 5.2 Square-and-Multiply Algorithm [MvOV97,

Alg. 14.79]

Input: Base element g, modulus n,

exponent d =
∑l

i=0 di2
i, where dl = 1.

Output: gd mod n

1. A← g

2. FOR i = l − 1 DOWN TO 0 DO:

2.1 A← A2 mod n

2.2 IF (di = 1)

2.2.1 A← A · g mod n

3. RETURN A

We consider an SPA attack against the RSA signature scheme, which is also applicable

against RSA encryption. RSA signature generation (at least the schoolbook version)

performs the operation [PP10]:

y ≡ xd mod n

where x is the message, y the signature, n the modulus, and d is the private key.

Let di be the bits of the binary representation of the secret key d with

d =
t∑
i=0

2idi; di ∈ {0, 1}

The attacker will now try to recover the individual bits of the secret key.

In many implementations, the square operation will draw a different power than the

multiply operation. A possible power consumption of a device performing the square-

and-multiply algorithm is shown in Figure 5.4. The multiply operation is only per-

formed if the bit di of the secret key has the value di = 1. If the attacker observes a

squaring operation followed by a multiply, he knows that the key bit set to one, while

each single square reveals a key bit of value zero. Note that in practice a single multi-

plication or a single squaring consists of hundreds of instructions, since all parameters

in modern RSA implementations are 1024–4096 bits long. Also, squaring is typically

implemented with fewer instructions than a multiplication. Both of these facts make

it easier to distinguish squaring and multiplications by looking at a power trace, as

shown in Figure 5.4.

The power trace allows to distinguish between rounds where a squaring and a multipli-
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Testkey: F0 00 81 0F FF A516

t

P

S - Square
M - Multiply
L - Load Key

L SMSMSMSM SMSMSMSM LMSMSMSM SSSS SSSS SSSS SMSSS SSSSM SSSS SMSMSMSM SMSSMS SSMSSM

1111 00002 0000 00002 1000 00012 0000 11112 1111 11112 1010 01012

F016 0016 8116 0F16 FF16 A516

Figure 5.4: SPA attack against the RSA algorithm

cation is performed and rounds where only a squaring is computed. The corresponding

key bits can thus be revealed immediately by visual inspection.

It should be stressed that we are not helpless against implementation attacks. Many

so-called countermeasures exist. We describe some SPA countermeasures below.

SPA countermeasures on the algorithm level Re-writing the code of the crypto

algorithm in a way that reduces leaking of the key is often a powerful countermeasure.

� Re-write code in a way such that all key-dependent branches are eliminated,

e.g., re-write squaring routine of the square-and-multiply algorithm such that it

has the same power trace as the multiplication routine. Also include a dummy

multiplication such that one could not distinguish if the exponent dependent

multiplication is executed.

This countermeasures can also be applied for protecting discrete log-based cryptosys-

tems such as the Diffie-Hellman key exchange.

SPA countermeasures in hardware The countermeasures listed in this section give

an overview of methods typically used in secure smartcard controllers.

� random processor interrupts and dummy instructions

� internal clocks, possible with clock variation

� random masks on all buses

� noise generation on the supply line

� internal capacitors for filtering the leakage signal

� high-end smartcards use special logic styles: dual rail precharge logic
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5.2 Fault Injection Attacks against RSA with the Chinese Remain-
der Theorem

An important class of active attacks are fault injection attacks, also referred to as fault

analysis. The attacker, Oscar, is in possession of a token, e.g., a smart card, which

has a known algorithm and a secret key. Oscar’s goal is to extract this secret key.

If the smart card is, for instance, used as a payment card, Oscar would most likely

be able to commit financial fraud once he has access to the secret key. Because of

this, the key is typically well protected inside the smart card, and a direct read-out or

opening the card and accessing the memory is often very difficult. Fault analysis offers

a possibility to learn the key without opening the device. The assumption is that Oscar

has physical access to the target device. He can feed input values x into the device and

observe the correct output y. Crucially, he can also feed input to the target, introduce

a fault and observe the faulty output y′. For the case of fault attack against RSA, this

situation is shown in Figure 5.5. There are many ways of introducing the fault, e.g.,

by voltage spikes on the power supply or by over-clocking. One distinguishes between

RSA

xd mod n
Kpr = d

x

y    y’

VCC

GND

Figure 5.5: RSA-CRT Attack: Real-world target (left) and cryptographic view (right). The attacker can inject
faults and observe correct outputs y and faulty ones y′.

transient faults and permanent faults. Transient faults are non-permanent. After the

cause of the fault is not longer applied (e.g., a voltage spike), the device continues to

function correctly. Permanent faults, on the other hand, cause a permanent incorrect

functioning of the cryptographic device. In the following, we are always considering

transient faults.

5.2.1 Bellcore Attack

One of the earliest fault injection attacks was discovered in 1996 by Dan Boneh, Richard

Demillo and Richard Lipton and is sometimes also referred to as “Bellcore Attack1”. It

1Bellcore was a successor of the famous Bell Labs, in which important inventions such as the
transistor were made. Claude Shannon wrote his groundbreaking work on information theory while
working at Bell Labs.
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allows to recover the secret key from a device performing RSA with Chinese remainder

theorem (cf. Section 2.5). RSA computations with the CRT is very popular for smart

cards and other devices with computational constraints, because it provides a speed-up

by a factor of 4 relatively to standard RSA (cf. Subsection2.6). The original attack is

described in reference [BDL96].

The model, or setting, in which the attack is applicable is as follows:

1. The attacker has physical access to a device which computes RSA signature using

the CRT with the private key d.

2. The attacker can introduce transient (i.e., non-permanent) faults.

3. The attacker can request

(a) an output y for an input x without faults, and

(b) an output y′ for the same value x which is faulty.

4. The attacker knows the public RSA key (e, n).

This situation is shown in Figure 5.5. We recall the computation of an RSA digital

signature with CRT from Section 2.5: For the attack it is crucial to look at the two

Figure 5.6: RSA signature with the Chinese remainder theorem

exponentiations with dp ≡ d mod (p − 1) and dq ≡ d mod (q − 1). In the last part of

the algorithm, the result y is computed as:

y ≡ [q · cp] · yp + [p · cq] · yq mod n.

Note that the exact values of the coefficients cp ≡ q−1 mod p and cq ≡ p−1 mod q are

not relevant for this attack.

The attacker first obtains a signature y for an arbitrary message x. He then feeds the

same value x into the device again but introduces a random fault during the compu-

tation of yp. (The attack works exactly the same way if the fault is caused during the

computation of yq.) If the faulty value is denoted by y′p, the faulty signature can be

written as:

y′ ≡ [q · cp] · y′p + [p · cq] · yq mod n
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The attacker computes the difference between the (first) correct signature y and the

(second) faulty signature y′:

y − y′ ≡ ([q · cp] · yp + [p · cq] · yq) mod n− ([q · cp] · y′p + [p · cq] · yq) mod n

≡ [q · cp] · yp − [q · cp] · y′p mod n

≡ [q · cp] · (yp − y′p) mod n

= [q · cp] · (yp − y′p) + α · (p · q)
= q[cp · (yp − y′p) + α · p]

where α is some integer which is unknown to the attacker. The last expression is central

for the attack. The attacker computes y − y′ and obtains thus a value that

is a multiple of the secret prime q. Since n is also a multiple of q, he can

compute the secret q using the Euclidean algorithm:

gcd(y − y′, n) = gcd(q[cp · (yp − y′p) + α · p], p · q) !
= q

The last equation holds if (yp − y′p) does not have p as a factor. Note that this is

extremely unlikely for randomly chosen primes p.

From here on, recovering the secret key d is trivial. Once q is obtained, p follows as

p =
n

q

from which the secret key can be computed

d = e−1 mod (p− 1)(q − 1)

using the extended Euclidean algorithm. Let’s look at an example for the attack with

small numbers.

Example 5.1

We use the same parameters used in the RSA computation in Example 2.5

on page 17.

RSA parameters:

p = 11, q = 13, n = p · q = 143

e = 7 (public key)

d = 103 (private signing key, unknown to attacker)

x = 15 (arbitrary input value to be processed)

CRT parameters:

dp = d mod (p− 1) ≡ 3 , dq = d mod (q − 1) ≡ 7

92



Implementation Attacks

xp = x mod p ≡ 4 , xq = x mod q ≡ 2

cp = q−1 mod p ≡ 6 , cq = p−1 mod q ≡ 6

q · cp = 78 , p · cq = 66

(1) CRT-based exponentiation without fault:

yp = x
dp
p ≡ 9 mod p

yq = x
dq
q ≡ 11 mod q

y ≡ [q · cp] · yp + [p · cq] · yq mod n

y = 78 · 9 + 66 · 11 ≡ 141 mod 143

(2) CRT-based exponentiation with fault, where we assume that yp is

changed to some random value (here y′p = 5).

y′p = 5

yq = 11

y′ ≡ [q · cp] · y′p + [p · cq] · yq mod n

y′ = 78 · 5 + 66 · 11 ≡ 115 mod 143

y − y′ ≡ 141− 115 = 26 mod 143

(3) Computing of the “secret” values p and q

gcd(y − y′, n) = (26, 143) = 13 = q

p = n
q = 143/13 = 11

Obtaining the private key d is now easy. The attacker simply computes the

inverse of e = 7 mod (q−1)(p−1) using the extended Euclidean algorithm.

4

5.2.2 Lenstra’s Extension of the Bellcore Attack

Even though this attack looks impressive, it is not applicable in many real-world de-

vices, since in practice a message x is not directly signed as xd mod n, but typically an

“RSA padding scheme” is applied to x which appends some pseudo-random value r to

x. Since the device signs x||r, with r different every time, the classical Bellcore attack

from above does not work.

An improved attack was discovered in 1996 by Arjen Lenstra. It proceeds similar to the

Bellcore attack but requires only the faulty signature. It is also applicable in situations

in which the padding value r is known to the attacker.
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Prerequisites

As above in Section 5.2.1, except that the attacker only needs the faulty signature, and

does not need a correct signature.

Attack

Our goal is to show that y ≡ y′ mod q. First we consider y mod q. We recall that y

was constructed as follows:

y ≡ [q · cp] · yp + [p · cq] · yq mod n

Considering that n = p q, this is equivalent to:

y = [q · cp] · yp + [p · cq] · yq + α(p q)

where α is some integer. Taking the last equation modulo q yields:

y ≡ [p · cq] · yq mod q (5.1)

The same chain of arguments holds for y′:

y′ ≡ [q · cp] · y′p + [p · cq] · yq mod n

y′ = [q · cp] · y′p + [p · cq] · yq + β(p q) , β some integer

y′ ≡ [p · cq] · yq mod q (5.2)

Comparing Eqns (5.1) and (5.2) shows that in fact y ≡ y′ mod q. Hence, it also holds

that

ye ≡ (y′)e mod q (5.3)

But it also holds that ye ≡ x mod n. (This is verifying a signature y using the public

key (e, n)). Since n = p q we also have:

ye = x+ γ(p q) , γ some integer

ye ≡ x mod q

Combining this with Eqn (5.3) we obtain:

(y′)e ≡ x mod q.

This is equivalent to writing

(y′)e = x+ δ · q , δ some integer

94



Implementation Attacks

from which directly follows that

(y′)e − x = δ · q (5.4)

where δ is some integer. Eqn (5.4) is the central observation for the attack: If we raise

the faulty signature to the e-th power (y′)e (which means verifying the faulty

signature) and subtract the original message x, the result is a multiple of

the secret prime q. The actual attack proceeds as follows, given y′, e and x. The

secret q is being computed as:

gcd((y′)e − x, n) = gcd(δ · q, p · q) = q

The likelyhood that δ is a multiple of p is negligible and it thus overwhelmingly likely

that the result of the gcd computation is in fact q. Once q is known, the actual secred

key kpr = d can be computed as:

p =
n

q
, and

d ≡ e−1 mod (p− 1)(q − 1).

Let’s look at an example of the attack with small numbers.

Example 5.2 Lenstra’s fault injection attack against RSA with the Chi-

nese remainder theorem

The RSA parameters are:

p = 11, q = 13, n = p · q = 143

e = 7 (public key)

d = 103 (private signing key, unknown to the attacker)

x = 15 (arbitrary input value to device)

The CRT parameters are:

dp = 3, dq = 7

xp = 4, xq = 2

cp = 6, cq = 6

q · cp = 78

p · cq = 66

95



5.2 Fault Injection Attacks against RSA with the Chinese Remainder Theorem

(1) CRT-based exponentiation without fault:

yp = x
dp
p ≡ 9 mod p

yq = x
dq
q ≡ 11 mod q

y = [q · cp] · yp + [p · cq] · yq mod n

y = 78 · 9 + 66 · 11 ≡ 141 mod 143

(2) For the CRT-based exponentiation with fault we assume that the value

yp = 9 has been changed to y′p = 5:

y′p = 5

yq = 11

y′ = [q · cp] · y′p + [p · cq] · yq mod n

y′ = 78 · 5 + 66 · 11 ≡ 115 mod 143

y − y′ = 141− 115 = 26 mod 143

(3) Verification of the faulty signature

(y′)e = 1157 ≡ 80 mod 143

(4) Computing of the “secret” values p and q

gcd((y′)e − x, n) = gcd(80− 15, 143) = gcd(65, 143) = 13 = q

p = n
q = 143

13 = 11

From which the private key d follows as

d ≡ e−1 mod (p− 1)(q − 1)

d ≡ 7−1 mod 120 ≡ 103

4

Remark: Lenstra’s attack does not need a correct signature. Only one faulty signature

of a known input is sufficient to perform the attack.

5.2.3 Countermeasures

� Sensors, which detect illegal operation environment like voltage peaks or exposure

to light.

� Padding of x with a random number r. When r is known Lenstra’s attack remains

applicable, hence a cryptographic random number generator is advisable.

� Redundant computation and result comparison to prevent faulty outputs.

� After computation of xd mod n, compute

( xd︸︷︷︸
y

)e
?≡ x mod n.
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This is faster than computing the result twice.

5.3 Differential Fault Analysis (DFA)

Differential Fault Analysis is a class of fault injection attacks which can be applied to

symmetric algorithms. This is in contrast to the Bellcore attack and Lenstra’s attack

from the previous sections which target RSA, an asymmetric algorithm. DFA was

invented by Eli Biham and Adi Shamir in 1996, a few months after the Bellcore attack

had been published [BS97]. Biham and Shamir are also the inventors of differential

cryptanalysis, a very powerful and general mathematical attack against block ciphers.

DFA is based on the same principle as differential cryptanalysis. In this chapter we

introduce first DFA against AES and then against DES.

AES

DES
etc.

secret key K

x

y    y’

VCC

GND

Figure 5.7: Real-world target (left) and cryptographic view (right). The attacker can inject faults and observe
correct outputs y and faulty ones y′.

The situation is the same as in the case of the Bellcore attack against RSA: The

attacker, Oscar, is in possession of a token, e.g., a smart card, which has a known

algorithm and a secret key. Oscar’s goal is to extract this secret key. If the smart card

is, for instance, used as a payment card, Oscar would most likely be able to commit

financial fraud once he has access to the secret key. DFA offers a possibility to learn

the key without opening the device.

The assumption is that Oscar has physical access to the target device. He can feed

input values x into the device and observe the correct output y. Crucially, he can

also feed input to the target, introduce a fault and observe the faulty output y′. This

situation is shown in Figure 5.7. There are many ways of introducing the fault, e.g., by

voltage spikes on the power supply or by over-clocking. As we will see in the following

sections, Oscar has to introduce faults at specific locations of the block cipher. This

is in contrast to the RSA-CRT attack, where it was sufficient that one or more errors

occur at any time during the lengthy exponentiations in the CRT domain.
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5.3.1 DFA against AES

For one example of this type of attack, Oscar has to be able to introduce a fault at

the beginning of the last round of AES, as shown on the left-hand side of Figure 5.8.

The right-hand side of the figure shows the part of AES used for the attack. Oscar’s

goal is to recover k10 which is one byte of the last round key. The attack is applicable

to the other 15 bytes of the round key as well. Once he has recovered all 16 bytes,

Oscar can easily compute the original AES key K by reversing the key schedule, cf.,

e.g., [PP10, Sec. 4.4.4]. Oscar must introduce a fault at the beginning of the S-Box, as

shown in the right-hand figure. The attack works identically if he introduces a fault

directly prior to the XOR operation which adds the round key byte k9. In the following

description we assume a fault at this location.

Round 1

Round 9

…

Round 10

Round 2

z z’

S

⨁

⨁

k9

k10

y       y’

X

z z’

8

8

Figure 5.8: Set-up for DFA against AES: The attacker can inject faults and observe correct outputs y and faulty
ones y′.

The attacker model is the following:

1. Oscar can observe the output y of AESK(x) = y.

2. He can introduce a non-permanent fault δ into the byte z during a second compu-

tation of AES with the same input x. The faulty intermediate value is denoted by

z′ = z+ δ, where “+” denotes the bitwise XOR operation of the two bytes. As a

result of the fault injection, a faulty ciphertext AESK(x) = y′ is being computed.

3. Oscar knows the exact value of the byte δ 6= 0.

δ can be considered a “fault byte”. The bits of δ which have the value 1 indicate the

location in which a bit flip of z takes place. For instance, if δ = 1000 0000, the most

significant bit of z is being flipped by the fault.

After the fault has been introduced and Oscar has the value triple y, y′ and δ, the

actual computation of the key proceeds as follows. What the attacker is interested in
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is the input difference into the S-Box from the two different executions. As can be seen

from Figure 5.8, the input differential is:

∆in = (z + k9) + (z′ + k9)

= (z + k9) + (z + δ + k9)

= δ

Note that Oscar knows the input differential even though he does not know the actual

input values to the S-box. The following fact is central to the attack: Given y and y′,

only certain values of k10 will result in the correct input differential ∆in = δ.

For the attack, we have to consider the inverse S-box of AES, which we list in Table 5.1

for completeness.

Table 5.1: Inverse AES S-box: Substitution values in hexadecimal notation for input byte (xy)

y
0 1 2 3 4 5 6 7 8 9 A B C D E F

0 52 09 6A D5 30 36 A5 38 BF 40 A3 9E 81 F3 D7 FB
1 7C E3 39 82 9B 2F FF 87 34 8E 43 44 C4 DE E9 CB
2 54 7B 94 32 A6 C2 23 3D EE 4C 95 0B 42 FA C3 4E
3 08 2E A1 66 28 D9 24 B2 76 5B A2 49 6D 8B D1 25
4 72 F8 F6 64 86 68 98 16 D4 A4 5C CC 5D 65 B6 92
5 6C 70 48 50 FD ED B9 DA 5E 15 46 57 A7 8D 9D 84
6 90 D8 AB 00 8C BC D3 0A F7 E4 58 05 B8 B3 45 06
7 D0 2C 1E 8F CA 3F 0F 02 C1 AF BD 03 01 13 8A 6B

x 8 3A 91 11 41 4F 67 DC EA 97 F2 CF CE F0 B4 E6 73
9 96 AC 74 22 E7 AD 35 85 E2 F9 37 E8 1C 75 DF 6E
A 47 F1 1A 71 1D 29 C5 89 6F B7 62 0E AA 18 BE 1B
B FC 56 3E 4B C6 D2 79 20 9A DB C0 FE 78 CD 5A F4
C 1F DD A8 33 88 07 C7 31 B1 12 10 59 27 80 EC 5F
D 60 51 7F A9 19 B5 4A 0D 2D E5 7A 9F 93 C9 9C EF
E A0 E0 3B 4D AE 2A F5 B0 C8 EB BB 3C 83 53 99 61
F 17 2B 04 7E BA 77 D6 26 E1 69 14 63 55 21 0C 7D

Let’s look at an example for the attack.

Example 5.3 We assume Oscar can flip the MSB bit of the intermediate

value z, i.e., the fault value is

δ = 0x80 = 1000 0000

He observes an undisturbed output y = 0xFA = 1111 1010 and a faulty one

y′ = 0x14 = 0001 0100. Because k10 is a byte, there are 28 = 256 possible

candidate values for it, i.e., k10 ∈ {0x00, 0x01, . . . , 0xFF}. Oscar tries now

all of these key candidates. He does that by checking whether each of them

gives the desired input differential ∆in = δ = 0x80 to the S-box. This

process can be described by:

δ
?
= S−1(y + k10) + S−1(y′ + k10)
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Somewhat surprisingly, most of the key values do not yield the correct input

differential. Let’s start with k10 = 0x00.

S−1(y + 0x00) + S−1(y′ + 0x00) = S−1(0xFA) + S−1(0x14)

= 0x14 + 0x9B

= 0x8F 6= δ

Thus, k10 = 0x00 is certainly not the key byte used by the AES. Let’s try

the next key candidate k10 = 0x01.

S−1(y + 0x01) + S−1(y′ + 0x01) = S−1(0xFB) + S−1(0x15)

= 0x63 + 0x2F

= 0x4C 6= δ

Hence k10 = 0x01 can also be ruled out as the key byte. It turns out that

there are only two key bytes which result in the correct input differential,

namely k10 = 0x4E and k10 = 0xA0. Let’s first verify that k10 = 0x4E is

a correct key candidate:

S−1(y + 0x4E) + S−1(y′ + 0x4E) = S−1(0xB4) + S−1(0x5A)

= 0xC6 + 0x46

= 0x80 = δ

And now we verify k10 = 0xA0:

S−1(y + 0xA0) + S−1(y′ + 0xA0) = S−1(0x5A) + S−1(0xB4)

= 0x46 + 0xC6

= 0x80 = δ

Due to the construction of the AES S-Box, it is likely that there are only

two key candidates remaining. However, there are also cases where there

are four remaining candidate keys.

4

Oscar has now two or four candidates for one of the key bytes. The question arises:

How does he obtain the correct AES key K? The first thing he does is to repeat the

attack for the remaining 15 S-boxes. This requires that he introduces some differential

in each of the remaining 15 bytes z. Note that the differentials do not have to be

identical. Any value for δ will work as long as Oscar knows the value. Depending how

many S-boxes are computed in parallel, it is sometimes possible to introduce faults in

multiple S-boxes at the same time. Please keep in mind that it is easy for Oscar to
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Figure 5.9: Last round of the DES (left) and DFA-relevant part of the last round (right)

observe which S-box had a faulty input by simply watching the entire 128 bit output of

AES. Once Oscar has run the attack against all 16 S-boxes, he has 2 or 4 key candidate

per S-box. In total, he has now between

216 and 416 = 232

key candidates for the 128 bit subkey K10. He can reverse the AES key schedule so

that every candidate K10 will result in one (main) key for the AES algorithm. Hence,

Oscar has now also between 216 · · · 232 candidates for the AES key K. He knows that

the one correct key which is actually used by the AES implementation is among those.

In order to obtain the correct key Oscar can do two things.

(1) If Oscar knows a single pair of plaintext/ciphertext (x, y), he can simply check all

AES key candidates by performing a brute-force search through all key candidates. 216

key can be checked in less than one second on a modern PC or laptop. Even 232 keys

can be brute-forced in a matter of minutes.

(2) The other approach to recovering all key bits is that Oscar introduces a second

fault in the S-Box he just considered. This will lead again to two (or possible four)

key candidates for the byte k10. With a high probability there will only be one value

k10 which is a candidate for both faults. Hence, this will be the correct key byte k10.

This way, the correct key byte can be recovered for each S-box, leading to the correct

128 bits of the subkey K10. By reversing the AES key schedule Oscar can then compute

the AES key K.

5.3.2 DFA against DES

Differential fault analysis was first introduced as an attack against DES. It is quite

similar to the DFA attack on AES from the previous section. The attack assumes that

Oscar can introduce a fault during the computation of DES as shown in Figure 5.9.
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Similar to the AES-DFA attack Oscar needs to introduce a fault at the beginning of

the last round of DES, i.e., at Round 16. This can be seen on the left-hand side of the

figure. We make the following assumption on the attacker (“attacker model”):

1. Oscar can observe the output y of DESK(x) = y.

2. He can introduce a non-permanent fault δ into the register R15 during a second

computation of DES with the same input x. He can also observe the resulting

faulty ciphertext DESK(x) = y′.

We note that Oscar can observe the fault that he introduces since the value of R15

shows up on the DES output as value L16. This is because DES is a Feistel cipher.

This fact is useful for practice. The adversary can repeatedly introduce faults until he

observes the desired fault value in L16.

For simplicity, we assume in the following that Oscar introduces a one-bit fault in R15 in

such a way that S-box S1 is being affected. (Since the bits from register R15 run through

the expansion box inside the f -function — not shown here but cf., e.g., [PP10, Sec. 3.3]

— there is a chance that this single bit flip will affect two S-boxes which makes the

attack more effective because this way more bits of the 48-bit subkey K16 are revealed.

In the following we will only describe how to recover the key bits that are interacting

with S1.)

The flipped bit is XORed with the round key K16 inside the f -function. In the right-

hand part of Figure 5.9 we consider the six bits of R15 which form the input to S-box

S1, denoted by r15. The six key bits added to r15 are denoted by the (lower case)

variable k16. The faulty input bits to S1 are

r′15 = r15 + δ.

Unlike the AES attack for which the input differential to the S-Box was important, we

are looking here at the output differential. This can be computed as:

∆out = (r16 + l15) + (r′16 + l15)

= r16 + r′16

We note that the unknown (!) internal value l15 is not needed for computing the

output differential. The core observation for the attack is — analogues to the DFA

attack against AES — as follows: Given l16, l
′
16 and ∆out only certain values of

k16 will result in the correct output differential ∆out.

We consider now an example for the DFA attack against DES. We provide S1 in Ta-

ble 5.2 which helps when following the example.
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Table 5.2: The DES S-box S1

S1 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

0 14 04 13 01 02 15 11 08 03 10 06 12 05 09 00 07
1 00 15 07 04 14 02 13 01 10 06 12 11 09 05 03 08
2 04 01 14 08 13 06 02 11 15 12 09 07 03 10 05 00
3 15 12 08 02 04 09 01 07 05 11 03 14 10 00 06 13

Example 5.4 The undisturbed and the faulty register values are:

l16 = r15 = 110 011 and l′16 = r′15 = 110 001

As one can see, the fault causes the second bit from the right to be flipped,

i.e., δ = 000 010. Oscar observes the following two outputs

r16 = 0011 and r′16 = 0101

The output differential of the S-Box is thus:

∆out = (r16 + l15) + (r′16 + l15)

= r16 + r′16

= 0110

Let’s start with the key k16 = 000 000. We check whether this key yields

the correct output differential:

S1(r15 + k16) + S1(r′15 + k16) = S1(110 011) + S1(110 001)

= 1011 + 0101

= 1110 6= ∆out

Thus, k16 = 000 000 is certainly not the key byte used by DES. Let’s try

the next key candidate, k16 = 000 001.

S1(r15 + k16) + S1(r′15 + k16) = S1(110 010) + S1(110 000)

= 1100 + 1111

= 0011 6= ∆out

For k16 = 000 001 we again obtain a non-matching output differential and

this key can hence be ruled out. Oscar unsuccessfully continues testing key

candidates until he finds that k16 = 010 101 is a valid key candidate because
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it produces the correct differential:

S1(r15 + k16) + S1(r′15 + k16) = S1(100 110) + S1(100 100)

= 1000 + 1110

= 0110 = ∆out

Oscar will detect more key candidates. In fact, all of the following key

candidates yield the correct output differential ∆out = 0110.

k16 ∈ {010 101, 010 111, 011 100, 011 110}

4

On average, a one-bit fault will result in four key candidates. Expressed differently, a

one-bit fault will allow the attacker to learn on average four bits of the six-bit key. In

order to learn all six bits, the attack should be repeated with a different fault in r15.

There will be again on average four key candidates k16 left but with a high likelihood

only one of those will be a key that works correctly with both faults.

Once Oscar has recovered the six key bits interacting with S1 he repeats the attack with

the other S-Boxes S2, . . . , S8. This will eventually allow him to compute 8 × 6 = 48

bits of the 56 bits that form the DES key. The remaining 8 bits can be recovered

by a simple search assuming Oscar knows at least one plaintext-ciphertext pair (x, y).

Alternatively, he can introduce a fault in Round 15 of DES in such a way that the

remaining 8 bits can be computed. This is possible since Oscar knows all 48 key bits

used in Round 16 and he can thus “peel off” the last round, i.e., compute the output

values of Round 15. This latter method can also be used for attacks against 3DES.

5.4 Timing Attacks

Somewhat surprisingly, it can be possible to recover the private key of public-key al-

gorithms by observing the timing behavior of an implementation. Attacks against

embedded systems that are equipped with a public-key implementation, e.g., smart

cards, are vulnerable if they are not protected. The attack works against RSA and

discrete logarithm schemes like Diffie-Hellmann key exchange or DSA [Koc96]. Elliptic

curve crypto systems (ECC) are also vulnerable. The side-channel is formed by the

timing behavior of (part of) the crypto algorithm. A distinct feature of timing attacks

is that they are also applicable to remote systems by measuring the response time of

a crypto protocol over a network. Remote attacks are not feasible when using other

types of side channels, because it is typically impossible to measure features such as

the power consumption over a distance. There have been successful remote attacks

against SSL implementations [BB03]. In all cases the private exponentiation key, or in

the case of ECC the private scalar, are recovered by the attack. Figure 5.10 shows the
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two principle scenarios for timing attacks.

y=xd mod nxj

yj

xj

yj

y=xd mod n

Tj

Tj

Figure 5.10: Timing attack against embedded (top) and remote (bottom) targets

5.4.1 Introduction

The attack makes the following assumptions. The target-under-attack performs a mod-

ular exponentiation with a private key:

Y ≡ Xd mod n

The adversary can provide several input value Xj and can measure the total time

for an exponentiation T (Xj). The goal is to recover all bits of the secret exponent

d = dn−1, dn−2, . . . , d0.

We assume that the device applies the square-and-multiply algorithm as shown below

to perform the exponentiation.

Algorithm 5.3 Square-and-Multiply Algorithm [MvOV97,

Alg. 14.79]

Input: Base element X, modulus n,

exponent d = (dn−1, dn−2, . . . , d0)2.

Output: Xd mod n

1. R← X

2. FOR i = l − 1 DOWN TO 0 DO:

2.1 R← R2 mod n

2.2 IF (ei = 1)

2.2.1 R← R ·X mod n

3. RETURN (R)
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It should be kept in mind that the time ti for processing one bit di depends not only

on the value of di, but also on the actual values of the operands A and R inside the

square-and-multiply algorithm, i.e., ti = f(di, A,R). This is the case especially for

software implementations, where the multiplication time varies slightly depending on

the input values. For instance, if Montgomery multiplication (cf. Sec 4.4) is used, the

attacker can predict whether the IF statement at the end of the algorithm is executed

if he knows the input operands. Even if the adversary does not know any other detail

about the implementation of the Montgomery algorithm, he can exploit his knowledge

that certain multiplications takes slightly longer than others. Note that the square-

and-multiply algorithm operates typically with very long operands, often with 2048 or

more bits. Especially performance-optimized software and hardware implementations

take advantage if the processed data is of special form, e.g., leading zeros.

5.4.2 Steps of the Attack

We assume that the attacker, Oscar, can predict these timing variations. In cases

where he has access to an identical implementation — e.g., if he has an OpenSSL

crypto library or a copy of the smart card — he can even perform a detailed profiling.

That means the attacker can exactly measure multiplication and squaring times for

given operands. However, less accurate knowledge about the timing behavior is also

sufficient for the attack. We use the following notations: T (Xj) denotes the time for

an entire exponentiation with the square-and-multiply algorithm. tn−1...i(Xj) is the

time for a partial exponentiation with input Xj , i.e., the algorithm has processed bits

dn−1, dn−2, . . . , di. The attack is iterative: First, the secret bit dn−1 is recovered, then

bit dn−2, and so on. In the following, we describe one iteration of the attack, for which

we assume that the attacker has already recovered the bits dn−1, . . . , di+1 of the secret

exponent. In the described iteration, he attempts to determine the secret bit di.

Step 1 Oscar chooses a (random) input Xj , provides it as input to the target device,

and measures the total exponentiation time T (Xj).

Step 2 Oscar emulates the time tn−1...i+1(Xj) by using the identical implementation

to which he has access.

Step 3 Oscar constructs two hypotheses, namely di = 0 and di = 1. For both hypoth-

esis, he emulates the time ti on his identical implementation. This means he has

a prediction t
(0)
i (Xj) (zero-hypothesis) for the time it takes the target to process

bit di = 0, and another prediction t
(1)
i (Xj) if the secret bit has the value di = 1

(one-hypothesis).

Step 4 He repeats Steps 1–3 many times with different values Xj and collects (for

every input) the values T (Xj) and tn−1...i+1(Xj) as well as the two hypothetical
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timings t
(0)
1 (Xj) and t

(1)
1 (Xj). He then computes two hypothetical overall timings

(up to step i) as:

t
(0)
n−1...i(Xj) = tn−1...i+1(Xj) + t

(0)
i (Xj)

and

t
(1)
n−1...i(Xj) = tn−1...i+1(Xj) + t

(1)
i (Xj)

.

Step 5 Using the data set from Step 4, he identifies the hypothesis for which the

observed timings T (Xj) better match the predicted timings t
(0/1)
n−1...i(Xj). Here,

two metrics can be used. In the initial paper on timing attacks [Koc96], Kocher et

al. propose to look at the variance of the difference between the observed timing

and the predicted timings. More precisely, the attacker computes:

v(0) = var(T (Xj)− t(0)
n−1...i(Xj))

and

v(1) = var(T (Xj)− t(1)
n−1...i(Xj))

He then compares v(0) and v(1) to find the bit that lead to the lower variance.

This bit is likely the correct key bit, since the prediction (based on this bit) leads

to a lower variance of the difference between hypothetical and observed timing

— in other words, the prediction better matches the reality.

Alternatively, the attacker may also use the correlation coefficient (cf. Sec-

tion A.2.6) to find the “better matching” prediction. He computes two correlation

coefficients — the first one as:

ρ(0) = cor(T (Xj), (tn−1...i+1(Xj) + t
(0)
i (Xj)))

computes the correlation between the “bit is zero”-hypothesis and the mea-

sured timing, while the second correlation coefficients looks at the “bit is one”-

hypothesis:

ρ(1) = cor(T (Xj), (tn−1...i+1(Xj) + t
(1)
i (Xj)))

The correlation coefficient with the larger value is the correct one, i.e., if ρ(0) >

ρ(1), bit di has most likely the value 0, and if ρ(0) < ρ(1) bit di has most likely the

value 1. The rationale behind this is similar to that for the above example using

the variance2: The higher the correlation, the more likely the observed timing

was caused by the hypothetical prediction.

Let’s look at a toy example:

2Only this time, one checks for higher correlation and not lower variance
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Example 5.5 We consider an artificially small number of only four mea-

surements, i.e., j = 1–4. The attacker obtains real-world timings T (Xj)

from the target-under-attack and emulates timings for the predicted partial

exponentiation t
(0)
n−1...1(Xj) and t

(1)
n−1...1(Xj) shown in the table below.

j T (Xj) t
(0)
n−1...1(Xj) T (Xj)− t(0)

n−1...1(Xj) t
(1)
n−1...1(Xj) T (Xj)− t(1)

n−1...1(Xj)

1 820 808 12 815 5
2 815 802 13 813 2
3 815 803 12 814 1
4 830 819 11 826 4

Table 5.3: Example for a timing attack: recovering the secret bit d1

The expected value of the “bit is zero”-hypothesis is

E(T (Xj)− t(0)
n−1...1(Xj)) = 1/4(12 + 13 + 12 + 11) = 12

The variance of the “bit is zero”-hypothesis is

v(0) = var(T (Xj)− t(0)
n−1...1(Xj)) = 1/4(02 + 12 + 02 + 12) = 1/2 = 0.5

The expected value of the “bit is one”-hypothesis is

E(T (Xj)− t(1)
n−1...1(Xj)) = 1/4(5 + 2 + 1 + 4) = 3

The variance of the “bit is one”-hypothesis is

v(1) = var(T (Xj)− t(0)
n−1...1(Xj)) = 1/4(22 + 12 + 22 + 12) = 10/4 = 2.5

Since the “bit is zero”-hypothesis has the smaller variance, Oscar concludes

that bit d1 = 0.

4

5.5 Key-Filter Attack Based on Simple Power Analysis — A Step
towards DPA

The attack introduced in this section requires a relatively strong attacker model. The

adversary must be able to distinguish small run time differences in a power trace.

We recommend working through this attack because it will aid with understanding

differential power analysis, or DPA, which will be developed in subsequent sections.

DPA is a very powerful attack but understanding it is a bit tricky.
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AES K

X0, X1, … , Xn-1

Y0, Y1, … , Yn-1

Figure 5.11: Simplified set-up for a power attack which extracts the AES key from an embedded token

The goal of the attack at hand is to extract an AES key from an implementation by

merely observing the power traces. This situation is depicted in Figure 5.11. Typically,

this attack, like all power analysis attacks, is directed towards embedded devices such as

smart cards, ID cards or perhaps smart phones with encryption, because the adversary

must be able to perform power measurement which requires direct physical access to

the device-under-attack. We note that power attacks are typically not feasible remotely,

e.g., over a network. We assume the following attacker model:

1. Given is an (embedded) device which has an AES implementation with an un-

known key. AES is implemented in software.

2. Oscar, the attacker, can observe the power consumption of the AES implemen-

tation for several different input values x that he knows.

3. Oscar can recognize small runtime differences in the power traces during the

MixColumns computation.

The attack targets the MixColumns operation of the first round of AES. Figure 5.12

shows the details of the algorithm which are needed for the attack. The MixColumns

step performs a matrix-vector multiplication. There are four MixColumns operations

per round. We consider the “leftmost” one from the first round which performs the

operation: 
C0

C1

C2

C3

 =


02 03 01 01

01 02 03 01

01 01 02 03

03 01 01 02




B0

B5

B10

B15

 .
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Round 1

Round 9

…

Round 10

Round 2

C0

X

S S S S

MixColumns

C1 C2 C3

B0 B5 B10 B15

k0 k5 k10 k15

x0 x5 x10 x15
K0

Figure 5.12: The AES algorithm (left) and the part relevant for the key-filter attack (right)

The inputs are the four bytes (B0, B5, B10, B15) and the outputs are the bytes (C0, C1, C2, C3),

cf. Figure 5.12. The entries of the matrix 01, 02 and 03 are constants. Note that

the matrix operation is defined over GF (28) with the irreducible polynomial P (x) =

x8 + x4 + x3 + x+ 1.

Intuition for the attack: The attacker exploits that in a straightforward

software implementation the runtime of the matrix computation depends

on the input data, i.e., on the actual values Bi. Since the Bi’s also depend

on the key value, there is hope that we can learn something about the key

bytes from observing the runtime.

To derive the attack, let’s start with looking how C0 is being computed:

C0 = 02B0 + 03B5 + 01B10 + 01B15

More concretely, we’ll look at the multiplication 02B0. Note that “02” is a constant

in the Galois field GF (28). It is the polynomial “x”. (To see this, consider the binary

representation of the constant 02 = 0000 00102). B0 is also an element of GF (28), i.e.,

it is a polynomial of (maximum) degree 7 with coefficients from GF (2) = {0, 1}:

B0 = b7x
7 + b6x

6 + · · ·+ b0

The multiplication with the constant 02 yields:

02B0 = b7x
8 + b6x

7 + · · ·+ b0x mod P (x)

Crucial for the attack is now the reduction modulo P (x) which still has to be performed.

The only term which has to be reduced is b7x
8. Because P (x) = x8 + x4 + x3 + x+ 1
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Figure 5.13: Recorded power consumption during multiplication by 02 of the AES MixColumns operation,
without an additional reduction (left) and with a reduction by an exclusive-or by 1 0001 10112.

it holds that

x8 ≡ x4 + x3 + x+ 1 mod P (x)

Thus, the constant multiplication can be expressed as:

02B0 mod P (x) ≡ (b6x
7 + · · ·+ b0x) + b7(x4 + x3 + x+ 1) (5.5)

Recall that b7 ∈ {0, 1}. This means that the polynomial (x4 + x3 + x+ 1) in Eqn (5.5)

is either added (b7 = 1) or not (b7 = 0). A corresponding pseudo-code for a straight-

forward software implementation of the operation 02B0 mod P (x) (assuming 8-bit reg-

isters) might look like this:

Require: B0 and tmp are 8-bit registers

tmp← B0 � 1

if MSB (B0) = 1 then

tmp← tmp⊕ 0001 1011 {reduction w/ x8 + x4 + x3 + x+ 1}
end if

return tmp

where “⊕” denotes the bitwise XOR operation. For the attack we assume that Oscar

can observe from the power trace whether the IF statement is executed or not, i.e.,

whether b7 = 1 or b7 = 0. Figure 5.13 depicts exemplary the recorded power consump-

tion for both traces: On the left is the situation without any reduction while on the

right, one can clearly see an additional clock cycle for the reduction. Sometimes Oscar

has access to another copy of the device he is attacking which is under his control, so

that he can select keys. In this situation he is able to perform a so-called profiling. He

observes (many) power traces where b7 = 1 and then traces with b7 = 0. From this he

can often learn how to distinguish to two cases when he attacks an actual device with

an unknown key.

The major question still remains: How can Oscar learn the key byte k0 from the mere

observation of the value of one bit of B0? First we note from Figure 5.12 that B0 is a

function of the key byte k0. This gives some hope since the bit that is leaked, namely

MSB(B0), contains some information about the key. In order to learn the entire key

byte Oscar proceeds as follows.
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1. Oscar observes x0 and by looking at the power trace he sees (literally, by looking

at his oscilloscope) whether MSB(B0) = 0 or MSB(B0) = 1.

2. He runs through all 256 possible values of the key byte, k0 ∈ {0x00, 0x01, . . . , 0xFF}.
For every key value he computes

MSB(B0) = MSB(S(x0 + k0))

It turns out that only half of the possible key bytes result in the correct MSB

value. Hence, Oscar can discard 50% of the key candidates. In the first iteration

there are in fact exactly 128 key candidates that remain.

3. In order to obtain the exact value of k0 Oscar repeats the attack with different

input values x0. Of course, in Step 2 of the attack he now only has the check the

remaining key candidates. In every iteration, he can rule out about 50% of the

keys. Hence, he needs about log2 256 = 8 input values until only 1 key candidate

remains. This must be the key used by the AES.

After Oscar has recovered the key byte k0 he still needs to learn the other 15 bytes

which form the AES key K0. This can be accomplished by repeating the attack for the

other key bytes. We note that every key is multiplied by the value 02 in the matrix

operation.

Let’s look at an example of the attack.

Example 5.6 Oscar wants to obtain the secret key of an embedded device

and we assume that he is able to precisely monitor the power consumption

during the encryption. While sending random plaintexts to the device, he

notices small runtime differences at certain locations of the power trace. He

hypothesizes that the differences are caused by the modulo reduction within

the MixColumns operation. Oscar assumes that the first occurrence of the

difference is caused by the modulo reduction of 02 B0 during the first Mix-

Columns computation in the first round. Hence, Oscar can observe whether

MSB(B0)=0 or 1 in the first round. In order to obtain k0, Oscars sends the

following nine plaintexts to the device and by investigating the power trace

each time, Oscar extracts the corresponding MSBs:

i 0 1 2 3 4 5 6 7 8

x0 0xA0 0xE0 0x3B 0x4D 0xAE 0x2A 0xF5 0xB0 0xC8

MSBi(B0) 1 0 1 0 1 0 1 1 0

In the first iteration of the attack, Oscar uses x0 = 0xA0 and tests, since

the first recorded MSB(B0) is 1, for which of the 256 key candidates k0 a

reduction should have occurred. All other key candidates can be ruled out.
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Because of the construction of the S-Box, exactly 128 candidates remain.

For example, he starts with k0 = 0x00 and computes S(0xA0 + 0x00) =

0xE0 = 1110 0000. After the multiplication with 02, this value has to be

reduced and k0 = 0x00 is therefore a valid key candidate. Oscars find that

the following candidates are all valid:

Iteration i = 0: x0 = 0xA0, MSB(B0) = 1, #key candidates left = 128:

0x00, 0x08, 0x09, 0x0A, 0x0C, 0x0D, 0x0E, 0x10, 0x11, 0x14

0x15, 0x17, 0x1A, 0x1B, 0x1E, 0x20, 0x23, 0x25, 0x28, 0x29

0x31, 0x33, 0x36, 0x37, 0x39, 0x3A, 0x3C, 0x3F, 0x40, 0x41

0x42, 0x45, 0x46, 0x47, 0x48, 0x4A, 0x4B, 0x4C, 0x4F, 0x50

0x51, 0x52, 0x54, 0x55, 0x59, 0x5C, 0x5E, 0x60, 0x65, 0x66

0x67, 0x68, 0x69, 0x6D, 0x6E, 0x6F, 0x72, 0x76, 0x7B, 0x7C

0x7D, 0x7F, 0x80, 0x81, 0x82, 0x86, 0x87, 0x89, 0x8A, 0x8B

0x8D, 0x91, 0x93, 0x95, 0x97, 0x9A, 0x9B, 0x9C, 0x9E, 0xA4

0xA7, 0xAC, 0xAD, 0xAE, 0xB0, 0xB1, 0xB2, 0xB4, 0xB7, 0xB8

0xB9, 0xBA, 0xBB, 0xBC, 0xBD, 0xBF, 0xC0, 0xC1, 0xC2, 0xC3

0xC7, 0xC9, 0xCE, 0xCF, 0xD1, 0xD3, 0xD4, 0xD5, 0xD7, 0xD8

0xD9, 0xDA, 0xDD, 0xDE, 0xDF, 0xE1, 0xE7, 0xEA, 0xEB, 0xED

0xEF, 0xF1, 0xF3, 0xF5, 0xF6, 0xF9, 0xFA, 0xFF

In the second iteration, Oscar only has to test the remaining candidates from

Step 1. This time, the plaintext was x1 = 0xE0 and he observed in the cor-

responding power trace that the MSB was 0, i.e., MSB1(B0) = 0. Again, he

starts with k0 = 0x00 and computes: S(0xE0+0x00) = 0xE1 = 1110 0001.

For this candidate, an additional reduction should have occurred after the

multiplication by 0x02. However, since the observed MSB1 was 0 in this

case, k0 = 0x00 is ruled out as a candidate.

Iteration i = 1: x0 = 0xE0, MSB(B0) = 0, #key candidates left = 62:

0x09, 0x0D, 0x0E, 0x17, 0x1A, 0x1B, 0x23, 0x31, 0x33, 0x37

0x39, 0x3A, 0x41, 0x42, 0x45, 0x46, 0x47, 0x4B, 0x4F, 0x52

0x59, 0x5C, 0x66, 0x67, 0x6D, 0x6E, 0x6F, 0x72, 0x7B, 0x7D

0x86, 0x8A, 0x8B, 0x8D, 0x9B, 0x9C, 0xA4, 0xAC, 0xAE, 0xB0

0xB2, 0xB4, 0xB7, 0xB8, 0xBB, 0xBC, 0xBD, 0xC3, 0xCE, 0xCF

0xD4, 0xD8, 0xD9, 0xDD, 0xDF, 0xE1, 0xEA, 0xEB, 0xEF, 0xF3

0xF5, 0xF6

Iteration i = 2: x0 = 0x3B, MSB(B0) = 1, #key candidates left = 31:
0x0E, 0x1A, 0x1B, 0x23, 0x37, 0x41, 0x42, 0x45, 0x46, 0x4F

0x52, 0x59, 0x5C, 0x6D, 0x6E, 0x8A, 0x8B, 0x9B, 0xA4, 0xAC

0xB2, 0xB8, 0xBB, 0xCE, 0xCF, 0xD4, 0xD9, 0xDD, 0xF3, 0xF5

0xF6

Iteration i = 3: x0 = 0x4D, MSB(B0) = 0, #key candidates left = 14:
0x0E, 0x1A, 0x42, 0x45, 0x46, 0x4F, 0x6E, 0xA4, 0xB2, 0xBB

0xCF, 0xD9, 0xDD, 0xF5
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Iteration i = 4: x0 = 0xAE, MSB(B0) = 1, #key candidates left = 11:
0x0E, 0x1A, 0x42, 0x45, 0x46, 0x4F, 0x6E, 0xB2, 0xCF, 0xD9

0xDD

Iteration i = 5: x0 = 0x2A, MSB(B0) = 0, #key candidates left = 9:

0x0E, 0x1A, 0x42, 0x46, 0x4F, 0x6E, 0xB2, 0xD9, 0xDD

Iteration i = 6: x0 = 0xF5, MSB(B0) = 1, #key candidates left = 4:

0x1A, 0x42, 0x4F, 0xB2

Iteration i = 7: x0 = 0xB0, MSB(B0) = 1, #key candidates left = 2:

0x1A, 0x42

Iteration i = 8: x0 = 0xC8, MSB(B0) = 0, #key candidates left = 1:

0x42

Since there is only a single key candidate left, 0x42 must be the correct

key for k0. Oscar can continue similarly with the remaining 15 keys to

obtain the full 16 byte of the AES key.

4

5.6 Differential Power Analysis (DPA)

(We recommend that the reader works through the previous Section 5.5 before starting

the current one, because it aids with understanding how the somewhat intricate DPA

works.)

DPA is arguably one of the most powerful implementation attack that exists. Even

though cryptographers had known for a long time that crypto algorithms can leak infor-

mation about the key via electronic radiation “somehow”, little was known — at least

in the open literature — about the kind of leakage that occurs and how an attacker

can exploit it. The situation changed drastically in 1998 when Paul Kocher, Joshua

Jaffe and Benjamin Jun proposed DPA. Since then, hundreds of research papers have

been written which refined and improved the basic DPA, developed a solid theoretical

basis and, perhaps most importantly, developed countermeasures which protect imple-

mentations against DPA. Both symmetric and asymmetric algorithms can be attacked

with DPA. However, it is considerably easier to protect asymmetric ciphers against

DPA through mathematical means such as masking and randomization. On the other

hand, implementing countermeasures for block ciphers that can withstand sophisticated

DPA-like attacks has turned out to be quite difficult.

In practice, DPA is most often based on observing either the power consumption of a

cryptographic implementation or the electromagnetic radiation, cf. Fig 5.14, where we
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use AES as an example. The former is what is properly called DPA, whereas the latter

is sometimes referred to as DEMA, or differential electromagnetic analysis. For DEMA,

a small antenna is put in the vicinity, typically at a distance of a few millimeters, of the

integrated circuit that executes the AES. Thus, DEMA can be viewed as a “wireless”

measurement of the power consumption. Even though one might expect that the two

methods are quite different, they provide the attacker with fairly similar information.

The advantage of power analysis is that it is sometimes easier to perform the actual

measurement. On the other hand, the power signal contains not only the contribution

of the cryptographic algorithm but noise of all other circuit elements on the target

device as well. Also, the internal power supply circuitry on the chip effectively works

like a low-pass filter which eliminates some useful information about the crypto key.

However, in practice both attack types are often applicable.

AES K

x

y   

VCC

GND

Figure 5.14: Simplified set-up for differential power analysis (DPA, left) and differential electromagnetic analysis
using an EM probe (DEMA, right)

5.6.1 Classical DPA — Difference of Means

In this section we introduce the original DPA. A refinement of the attack, which can

yield better results, the so-called correlation power analysis (CPA), will be developed

subsequently. We will consider a DPA attack against AES. However, the attack is

applicable against all block ciphers as well as against public-key algorithms.

Detecting Internal Values

The starting situation is the same as in the previous Section 5.5 where we developed

the key-filter attack. The adversary is in possession of a device with AES and his goal

is to recover the secret k, while he can provide input values and measures the power

consumption or the electromagnetic radiation, cf. Figure 5.14. The key-filter attack

was based on the fact that the attacker was able to observe differences in the program

flow caused by the most significant bit (MSB) of the internal byte b0 in the first round
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of AES. For DPA, we also consider the first round of the AES and the internal byte b0,

as shown in Figure 5.15.

Note that in this section, we always denote bytes as lowercase letters, which is contrast

to Section 5.5, where bits were lower-case and bytes upper-case letters. Hence, the

S-box output byte called B0 in Section 5.5 is b0 in the following.

Round 1

Round 9

…

Round 10

Round 2

X

b0

x0

K0

S

⨁ k0

8

Figure 5.15: The AES algorithm (left) and the part relevant for differential power analysis (right)

However, in most cases it is not possible to observe any bit directly by looking at the

power trace. For example, the key filter attack is not applicable if the program flow

is constant. DPA uses a much more subtle approach: It makes use of the fact that

the power consumption of the device at a certain point in time is proportional to the

currently processed data. For instance, when a smartcard processes the value 0xFF ,

it needs a tiny bit more power than when processing 0x00. Even a difference in the

least significant bit (LSB) of b0 = S(x0 ⊕ k0) within the AES has some impact on the

power consumption, i.e., processing b0 consumes a tiny bit more power if LSB(b0) = 1

than for the case when LSB(b0) = 0 (note that the same of course also holds for other

bits, not only the LSB).

Still, an attacker will not be able to see this effect directly because the differences in the

power consumption are so small that they will be hidden by noise. The “noise” is not

only the inherent noise caused by any electronic circuit, but the power contributions of

all other parts of the implementation, i.e., the entire CPU. However, if we average over

many executions of the algorithm, only the power consumption that truly depends on

the algorithm become more prominent because additional noise values tend to average

out. Assume we record multiple power traces of an algorithm that always processes

0x01 or 0x00 at a certain time, i.e., only the LSB is altered. If we split the captured

traces depending on whether the currently processed value was 1 or 0 and calculate

the average of both heaps, we will start to see such small differences in the power

consumption as depicted in Fig. 5.16. Both averaged sets consist of 100 traces each.

Eventually, as shown on the right, the magnification of the highlighted area shows that

the processing of 0x01 consumed slightly more energy the processing 0x00.
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Figure 5.16: Averaged power traces of an 8-bit microcontroller: Traces divided into two groups, depending on
whether the value 0x01 (red) or 0x00 (black) is processed. Left: Multiple clock cycles of the microcontroller,
the highlighted area depicts where the data values are processed. On the right: Detailed view of this area.

Key Recovery with DPA

We established so far that an attacker can distinguish between the cases LSB(B0) = 1

and LSB(B0) = 0 by looking at the power traces if he averages over many runs of the

algorithm. The question now is: how can the attacker learn the key? The idea behind

this is somewhat similar to the key-filter attack in Section 5.5. The attack proceeds as

follows.

Phase 1: On-line measurement phase The attacker, Oscar, feeds n inputs

(X0, X1, . . . , Xn−1)

into the device-under-attack (for AES, each Xi is 128 bit or 16 byte). We denote a

particular byte of Xi as a lowercase letter with a second index, i.e., the first byte of

input Xi is denoted as xi,0 and so on.

For every input Xi, he records the power trace Pi(t) of the device, cf. the left-hand

part of Figure 5.17. For an unprotected implementation which leaks a “good” DPA

signal (from Oscar’s perspective, that is), n can be as low as a few dozen measurements.

However, more noisy implementations or devices which countermeasures built in might

require several 100,000 or even millions of power traces. Of course, there are also cases

in practice where DPA does not succeed, for instance because it is technically not

feasible to capture the needed number of traces. As a remark, we note that the attack

does not require the output values of the algorithm, i.e., the values AES(Xi) are not

needed3.

Phase 2: Key hypothesis phase Oscar attempts now to recover the full AES key

K. Similar to the key-filter attack, Oscar starts with the first key byte k0, cf. the

right-hand part of Figure 5.17. Note that there are 28 = 256 values that the key can

take, i.e., k0 ∈ {0x00, 0x01, . . . , 0xFF}. Oscar tests every possible key value as follows.

First, he assumes that k0 = 0x00. This is what’s called the first key hypothesis. For

3However, the attack can also be mounted if only the outputs AES(Xi) are known
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AES K

X0 , X1 , … , Xn-1

P0(t)

P1(t)

…

Pn-1(t)

b0,0 , b1,0, …, bn-1,0

x0,0 , x1,0 , …, xn-1,0

S

⨁ k0

8

…

128

128

Figure 5.17: On-line measurement phase of a differential power analysis attack against AES (left) and key-
hypothesis phase (right)

every input value Xi, he takes the “first”, leftmost byte xi,0, and computes

LSB(bi,0) = LSB(S(xi,0 ⊕ 0x00)) ∈ {0, 1} , i = 0, 2, . . . n− 1

This means Oscar predicts the LSB of the S-Box output for all input values. In order

to learn whether his prediction of the key byte is correct, Oscar uses the power traces

which he had recorded. We recall from the previous section that one can distinguish

the cases LSB(bi,0) = 1 and LSB(bi,0) = 0 by looking at the power traces if we average

over many power traces with b0 = xxxxxxx1 and b0 = xxxxxxx0, respectively. Oscar

sorts all power traces (P0, P1, . . . , Pn−1) into two sets according to the LSB(bi,0) values

that he has computed. The set S1 contains all traces for which LSB(Bi,0) = 1, and S0

consists of all traces where LSB(bi,0) = 0. The sets can be formally expressed as:

S1 = {Pi(t)|LSB(bi,0) = 1} and S0 = {Pi(t)|LSB(bi,0) = 0}

For random inputs Xi, there is a 50:50 chance that the LSB of the S-Box output is 0 or 1

due to the properties of the AES S-Box. Hence, S1 and S0 should have approximately

the same cardinality, i.e., |S1| ≈ |S0|. Note that the power traces are signals, i.e.,

functions of the time t.

Next, Oscar computes the point-wise mean (or average) of all traces in S1 and S0,

respectively:

S1(t) =

∑
Pi(t) ∈ S1

|S1|
and S0(t) =

∑
Pi(t) ∈ S0

|S0|

Note that S1(t) and S0(t) are time functions, whereas S1 and S0 are sets. Oscar
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subtracts now the mean power trace S0(t) from the mean trace S1(t):

DPA(t) = S1(t)− S0(t)

This expression is at the heart of the attack. If Oscar predicted the incorrect key

value, the DPA should be a time function which is fairly close to zero along the time

axis, as shown in Figure 5.18 (right). The reason for this is as following: When one

considers many different power traces which stem from different inputs xi, computing

the averages S1(t) and S0(t) should lead to two power traces which are fairly similar,

as can be seen in Figure 5.18 (center). When we subtract the two curves, we obtain

the curve which is centered around the zero line, cf. Figure 5.18 (right).
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Figure 5.18: Power traces (left), means of power traces (center) and difference of means for incorrect key guess
(right)

If the first key hypothesis, i.e., the key guess k0 = 0x00, was incorrect, Oscar will repeat

the procedure described above for the subsequent keys, i.e., k0 = 0x01, 0x02, . . . , 0xFF

Crucially, for every key hypothesis, he obtains a different sorting of the traces Pi(t).

This means that he forms different sets S1 and S0 for each guess. If the key guess

is incorrect, the difference-of-means curve DPA(t) will look similar to the one in Fig-

ure 5.18.

The interesting case, of course, occurs when he uses the correct key hypothesis, i.e., he

guesses the key byte that is actually processed by the AES. In this case, he computes the

value LSB(bi,0) correctly for every input value Xi. Consequently, the set S1 contains

all power traces in which b0 has the value b0 = xxxxxxx1, and the set S0 consists

of the power traces with b0 = xxxxxxx0. This will lead to a DPA curve as shown

in Figure 5.19. If we subtract the two curves, i.e., DPA(t) = S1(t) − S0(t), this will

result in a curve that is close to zero for most of the time but shows a clearly visible

peak. This peak indicates the correct key has been predicted. The point in time where
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the peak occurs indicates the time when b0 is being processed in the target device, cf.

Figure 5.19 (right).
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Figure 5.19: Power traces (left), means of power traces (center) and difference of means for correct key guess
(right)

Oscar knows now the value of the first key byte k0. In order to obtain the other 15

bytes k1, . . . , k15 he repeats the attack. For instance, for recovering k1, he uses the

second input byte xi,1 and computes

LSB(bi,1) = LSB(S(xi,1 ⊕ k1)) ∈ {0, 1} , i = 0, 2, . . . n− 1

where he tries all key hypotheses for k1, i.e., k1 ∈ {0x00, 0x01, . . . , 0xFF}. For every

key guess, he again forms the sets S1 and S0, computes the means curves S1(t) and

S0(t) as well as DPA(t) = S1(t) − S0(t). The correct key hypothesis will again show

in the DPA curve. Interestingly, Oscar does not need to perform the measurements

again. Recovering k1, . . . , k15 is entirely done as an off-line process on the same set of

measurements. Note also that at any time during the attack, Oscar does not require

the corresponding output of the algorithm, i.e., the ciphertext, to successfully extract

the key. In general, DPA and CPA as described in the following require either input

or output of the algorithm. Further, attacking the decryption instead of an encryption

can be done in a very similar way.

5.6.2 Correlation Power Analysis — CPA

CPA can be viewed as generalization of DPA. It uses a more analytical approach for

exploiting the information leaked about the key. It was proposed in 2004 by Eric

Brier, Christophe Clavier and Francis Olivier [BCO04]. In the following, we start

with a high-level description of CPA and introduce an exact mathematical formulation
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subsequently.

High-level Description

In the classical DPA, i.e., the difference-of-means DPA from Section 5.6.1, the attacker

predicts a single bit of a value that is key dependent. In our notation, this value

was called b0. In order to validate his predictions, he looks at the change in power

consumption that the bit causes. This approach taken by DPA is not optimum because

the other bits of b0 also contain information about the key but they are not used. The

underlying idea behind CPA is that the value of an entire byte (or even more, e.g.,

a 16-bit word) is correlated with the power consumption. More exactly, the attacker

makes predictions about the power consumption based on the key hypotheses that he

computes, and checks how well they correlate with the power that he actually measures.

We must answer two questions if we want to use this approach.

Question 1: How is the power consumption and the byte value related? Luck-

ily, the relationship between an internal value of a digital system, such as a smart card

or microcontroller, and the power consumption it causes is relatively simple, at least if

we are only interested in an approximation. As seen in Section 5.6.1, the difference-of-

means attack exploits differences in the power consumption caused by a single bit, i.e.,

the power consumption is higher when the bit is set. If we extend this idea to a full

byte, all eight bits are contributing to the power consumption together at the single

point in time that value is processed.

The most basic model is the Hamming weight: In certain software implementations (for

instance, on microcontrollers), the power consumption is proportional to the Hamming

weight of the value, i.e., to the number of ones in its binary representation. Consider

the following examples for Hamming weights:

0xFF = 1111 11112 , HW(0xFF ) = 8

0xAA = 1010 10102 , HW(0xAA) = 4

0x00 = 0000 00002 , HW(0x00) = 0

As discussed earlier, processing the value 0xFF with a Hamming weight of HW(0xFF ) =

8 will cause a somewhat higher power consumption than 0x00. Also, the power con-

sumption of 0xAA = 1010 10102 with a Hamming weight of HW(0xAA) = 4 will be

somewhere in between. If the value considered is a byte like the S-Box output b0 in

the case of AES, there are nine different Hamming weights possible: 0, 1, . . . , 8. Thus,

there are nine predicted levels of power consumption possible. This effect can be seen

in Figure 5.20: On the left, numerous power traces are plotted over each other. At

each power trace at around 4µs, a random byte value is processed. The magnified area

shows a Gaussian-like distribution of the power consumption. The figure on the right

depicts the average power consumption according to a specific Hamming weight. For

121



5.6 Differential Power Analysis (DPA)

example, when a value with a Hamming weight of 3 is processed, the corresponding

averaged power consumption is about 117 mW. In an ideal case, connecting these av-

erages results in a straight line, i.e., the dependency between Hamming weight and

power consumption is linear. The already mentioned noise caused by the measurement

setup, the mismatch of the model, and other active circuitry is visible as well: the gray

bars depict the standard deviation of the measured power consumption. In hardware
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Figure 5.20: Connection between processed values and their Hamming weight visible in power traces: On the
left, power traces recorded for random values are plotted over each other, the magnified area shows differences
in the power consumption. The figure on the right depicts the average and the standard deviation of the power
consumption for each possible Hamming weight.

implementations — a popular example is a smart card with an AES co-processor —

the power consumption is proportional to the Hamming distance, i.e., the number of

bits that are flipped. That means that if a register has a value bl at iteration l of the

algorithm, its power consumption is proportional to HW(bl ⊕ bl−1), where bl−1 is the

previous value that was in the register.

As a side note, Hamming distance is also very often the more precise model for software

implementations running on microcontrollers. However, Hamming weight works “rea-

sonably well” because it correctly predicts half of the bytes of the Hamming distance

on average.

Question 2: How do we measure how “similar” the predicted power consump-
tion and the measured one is? If one assumes that there is a linear relationship

between the predicted power (coming from either the Hamming weight or the Ham-

ming distance model) and the actual measured one, the correlation coefficient is a good

metric for the “similarity” of the two values. Here is how CPA works in a nutshell:

We predict not only one but a set of n Hamming weights or distances of b0, let’s

call them (h0, h1, . . . , hn−1), stemming from the n different inputs (x0, x1, . . . , xn−1).

The attacker computes the point-wise correlation coefficient for these predicted power

consumptions with the measured power traces (P0(t), P1(t), . . . , Pn−1(t)):

ρ(t) = corr[(h0, h1, . . . , hn−1), (P0(t), P1(t), . . . , Pn−1(t))]

As in DPA, the attacker forms key hypotheses and every key guess yields a different set

of hi’s. The correct key guess will yield n predicted power values that are the closest
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to the measured Pi’s. Hence, the correlation coefficient ρ with the highest value will be

the one with the correct key hypothesis. More about this approach, including a more

detailed description of the correlation coefficient, will be given in the next section.

Mathematical Description of CPA

From the discussion above we conclude that we need expressions for both the measured

power and the predicted power based on the 256 key hypotheses. We’ll develop a matrix

notation for both. We start with the measured power traces P0(t), P1(t), . . . , Pn−1(t),

cf. Figure 5.17. Each trace Pi(t) is a time series consisting of T samples:

P0(t) = (p0,0, p0,1, . . . , p0,T−1)

P1(t) = (p1,0, p1,1, . . . , p1,T−1)

...

Pn−1(t) = (pn−1,0, pn−1,1, . . . , pn−1,T−1)

The pi,j ’s are physically measured values, for instance expressed in Volt if we perform

a DPA as shown in Figure 5.14. We arrange the samples in a matrix:

P =


p0,0 · · · p0,T−1

p1,0 · · · p1,T−1

...
. . .

...

pn−1,0 · · · pn−1,T−1



T time samples

n traces

The matrix P completely describes the n power traces measured during the attack.

Each column contains for example the voltage at a given point in time, i.e., column 0

contains the values from sample time 0, column 1 from sample time 1, and so on. This

observation will be later relevant.

We will now derive the matrix H which contains the predicted, or hypothetical (hence

the choice of the letter “H”) power consumption. For this, similar to DPA, we first fix

the subkey k0 = 0x00. Then, for each trace, we get one (hypothetical) output of the

S-Box — let’s write down these values (for fixed k0 = 0x00 and all n traces):

b0, 0x00, b1, 0x00, . . . , bn−1, 0x00

This yields n hypothetical S-Box outputs for one subkey. Of course, we actually want

to determine k0, hence, we have to go through all 256 candidates 0x00 . . . 0xFF. Thus,
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we get 256 · n hypothetical S-Box outputs in total:

b0, 0x00, b1, 0x00, . . . , bn−1, 0x00

b0, 0x01, b1, 0x01, . . . , bn−1, 0x01

. . .

b0, 0xFF, b1, 0xFF, . . . , bn−1, 0xFF

Again, it comes naturally to organize these values in a matrix B with n rows and 256

columns (one column per key candidate):

B =


b0, 0x00 · · · b0, 0xFF

b1, 0x00 · · · b1, 0xFF

...
. . .

...

bn−1, 0x00 · · · bn−1, 0xFF



256 key candidates

n traces

One interpretation of the matrix is the following. The matrix contains predictions

for the S-Box output byte. Each column represents one of the 256 key candidates.

The attacker’s goal is to identify the column which gives the best predictions about the

power consumption. To achieve this goal, we have to match the values bi,j in the matrix

B — which are only S-box output values — to predictions of the power consumptions.

We call these hypothesized power values hi,j . As discussed in the previous section, the

relationship between S-Box output bi,j and power consumption hi,j , i.e.:

f(bi,j) = hi,j

depends on the power model. In the case of the Hamming weight model, the relationship

is simply:

HW(bi,j) = hi,j

i.e., the Hamming weight of the S-Box output is considered an approximation for the

power consumption. In the case of a Hamming distance model, we need to know the

previous value in the register that holds bi,j in order to compute hi,j . In any case,

based on our power model, it is usually straightforward to compute the hypothesized

(predicted) power values. We put all of them in the matrix H.
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H = HW (B) =


h0, 0x00 · · · h0, 0xFF

h1, 0x00 · · · h1, 0xFF

...
. . .

...

hn−1, 0x00 · · · hn−1, 0xFF



256 key candidates

n traces

Again, each of the columns of H represent one key guess and the attacker wants

to know which column of the predicted power values match the measured one in the

matrix P best. Finding this “best match” is the crucial part of the CPA: The attacker

computes the correlation coefficient between each column of the matrix H and each

column of P. That means he computes (256 · T ) correlation coefficients of the form:

ρi,j = corr([column i of H], [column j of P]) (5.6)

or in a more explicit form, where h̄i and p̄j are the average values of the i’th column

of H and the j’th column of P, respectively:

ρi,j =

∑n−1
l=0 (hl,i − h̄i) · (pl,j − p̄j)√(∑n−1

l=0 (hl,i − h̄i)2
)(∑n−1

l=0 (pl,j − p̄j)2
) i = 0, . . . , 255 ; j = 0, . . . , T − 1

(5.7)

with h̄i = 1
n

∑n−1
l=0 hl,i and p̄j = 1

n

∑n−1
l=0 hl,j .

Let the correlation coefficients with the highest value be:

ρa,b = max(ρi,j) i = 0, . . . , 255 ; j = 0, . . . , T − 1 (5.8)

The maximum ρc,d—if the power model and all other assumption are correct—gives

the key byte k0 used in the AES. The key has the value:

k0 = c

where c is the first index of the maximum coefficient in Eqn (5.8). Let’s discuss why

this is the case. For the correct key with value c (column number c in the matrix

H), the column vector (h0,c, . . . , hn−1,c), contains “good” predictions for the power

consumption of the target device while the register with b0 is being processed. Of

course, the attacker typically does not know when b0 is being processed. But this does

not matter since we compute the correlation coefficient for every point in time by going

through all columns of the matrix P. For the correct key, there will be one (or a few)

column(s) of P that correlate(s) well with the column (h0,c, . . . , hn−1,c) of H. The

column(s) of P for which this occurs has index d in Eqn (5.8). As a side benefit, the

attacker knows now also the point in time in which b0 is being processed, namely at

the sample d.
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We now briefly discuss the computation of the crucial Eqn. (5.7). What’s being com-

puted in the equation is the Pearson correlation coefficient. It returns a value between

-1 and 1, and is a measure of the linear correlation between two data sets. A value of 1

refers to a perfect linear relationship and -1 to a perfect inverse linear relationship. A

coefficient of 0 indicates that the two data sets are totally independent. The data sets

we consider are always a column of the matrix H and a column of P. For the correct

key, the predicted and the measured power are linearly related, i.e., the predicted val-

ues and the measured one are roughly related by a constant factor and possibly a fixed

offset. See also the Appendix regarding discussion about the correlation coefficient,

including an example.

Figure 5.21 depicts an example of an outcome of a CPA attack performed on an 8-bit

AES implementation using 200 power traces. The correct key candidate in black clearly

stands out with a maximum correlation of about 0.9. In contrast, all other key candi-

dates show a “noisy” correlation below 0.3. Note that for software implementations,

it is highly likely that multiple time instances show a correlation. Depending on the

architecture of the processor and the actual implementation, the targeted intermediate

value might be copied from a working register to SRAM etc. Further, in the example of

AES, the S-Box output b0 is used again in the ShiftRows operation without altering the

value and has to be fed into MixColumns later. On the right, the absolute maximum

correlation for each candidate is plotted over the amount of processed traces. Again,

the correct key candidate in black clearly stands out. For the attacked implementation,

a very low number of less than 40 power traces Pi(t) is sufficient to identify the correct

candidate.

Figure 5.21: Result of a successful CPA attack: The correct key candidate (black) shows the highest correlation
and clearly stands out of the wrong candidates (gray); on the left, the correlation for each key candidate over
the time and on the right, the absolute maximum correlation for each candidate for the number of processed
traces.

Note that the difference-of-means DPA can be expressed as a special case of CPA. By

substituting the Hamming weight power model with a model that returns for instance

only the LSB of bi,j , i.e., hi,j = LSB (hi,j), one obtains results that are (up to constant

normalization) identical to those of “normal” DPA.

For CPA, there are a few rules of thumb that come handy in practice. First, it is

possible (for n large enough) to determine a “noise level”, i.e., a threshold below which
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values of the correlation coefficient are “meaningless”. This “noise level” is

ρnoise =
4√
n

Let’s take the example of Fig. 5.21. For n = 200, ρnoise = 0.28, which is very close to

the “noisy” correlation below 0.3 for the wrong key candidates. The correct key has

a maximum correlation of about 0.9, which is far higher than 0.28—hence, the correct

key can be identified without doubt.

In contrast, consider a hypothetical example of n = 10000 traces where the maximum

correlation is 0.041—this value is very close to ρnoise = 0.04 for this case. Hence, in

this situation, the key cannot be uniquely determined, and more traces would have to

be recorded.

As a second rule of thumb, the amount of required traces can also be estimated from

the maximum correlation ρ for the correct key candidate as 28
ρ2

. This formula, however,

only applies for |ρ| ≤ 0.2, i.e., cannot be used for the example of Fig. 5.21.
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Appendix A

Mathematical Background

The power analysis attacks discussed in this book are based on statistic analysis. There-

fore in this appendix a short review of some basic concepts is given to refresh the

required math.

A.1 Entropy

Entropy is a measure of information provided by an observation, or, equivalently the

amount of uncertainty of a value before that observation.

For n different states following formula gives the entropy.

H(x) = −
n∑
i=1

pi · lg pi

where lg is the logarithm of base 2 and pi is the appearance probability and complies

the following law
n∑
i=1

pi = 1 0 ≤ pi ≤ 1

It also gives the average number of bits needed to encode the information.

Example A.1 8 different balls (all same chance)

H(x) = −8 ·
[

1

8
· lg 1

8

]
= 8 · 3

8
= 3

4

These logarithm laws can often be helpful:

lg x =
lnx

ln 2
=

log x

log 2
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and

lg x = − lg
1

x

Example A.2 Entropy of a 2-bit value

Each of the the following possibilities can appear by a probability of p = 1
4 .

002, 012, 102, 112

H(x) = −4 ·
[

1

4
· lg
(

1

4

)]
= −4 ·

[
1

4
· (−1) · lg(4)

]
= 4 ·

[
1

4
· 2
]

= 2

4

Generally an n-bit variable has an entropy of H(x) = n.

Facts, for a random variable with n different values:

1. 0 ≤ H(x) ≤ lg n

2. H(x) = 0⇔ pi = 1 for some i (always the same outcome)

3. H(x) = lg n⇔ pi = 1
n (equally likely)

A.1.1 Conditional Entropy

Conditional Entropy measures the amount of uncertainly remaining about X after Y

has been observed and is described by H(X|Y = y).

H(X|Y = y) = −
∑
x

P (X = x|Y = y) · lg(P (X = x|Y = y))

The entropy is greater than the conditional entropy or equal if X and Y are indepen-

dent.

H(X|Y ) ≤ H(x)

Example A.3 Observe the size of the eight balls, where six are big and

two small.

P (y = big) = 6
8

P (y = small) = 2
8
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H(X|Y = big) = −
∑6

i=1
1
6 · lg(1

6) ≈ 2.58

H(X|Y = small) = −
∑2

i=1
1
2 · lg(2) = 1

Medial Entropy : H(X|Y ) = 3
4 · 2.58 + 1

4 · 1 = 2.158

Loss of Entropy : ∆H = H(x)−H(X|Y ) = +0.815

4

Example A.4 2-bit random number and p = 0.8 for bit 0 hence p = 0.2

for bit 1.

With this changed probabilities the four values are no longer equally likely:

002 : p = 0.64

012 : p = 0.16

102 : p = 0.16

112 : p = 0.04

H(x) = −[0.64 · lg(0.64) + 0.16 · lg(0.16) + 0.16 · lg(0.16) + 0.04 · lg(0.04)]

= −[0.64 · (−0.64) + 2 · 0.16 · (−2.64) + 0.04 · (−4.64)]

= 1.44

4

A.2 Statistics

An experiment gave the following measurement results for a value T :

T1 = 5.1, T2 = 4.7, T3 = 5.0, T4 = 5.2, T5 = 5.5

Now, how can we characterize the value T?

A.2.1 Arithmetic Mean

The arithmetic mean is the most commonly-used type of average and is often referred

to simply as the average:

T =
1

n
·
n∑
i=1

Ti
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In the given example:

T =
1

5
·

5∑
i=1

Ti

=
5.1 + 4.7 + 5.0 + 5.2 + 5.5

5

=
25.5

5
= 5.1

A.2.2 Variance

Whereas the mean is a way to describe the location of a distribution, the variance

is a way to capture how much “it spreads”. For a given distribution the variance

s2 = var(T ) can be computed as:

s2 =
1

n− 1
·
n∑
i=1

(Ti − T )2

An interpretation of this formula is that the variance is the average of the squared

distances between each sample point Ti and the mean T of the variable. If the random

variable takes physical values with units, e.g., mA, the unit of the variance is the square

of the unit of the original variable, e.g., mA2. (Remark: In physics, the square of a

signal is a measure for its energy.)

Let’s compute the variance of our example:

s2 =
1

4
· [(5.1− 5.1)2 + (4.7− 5.1)2 + (5.0− 5.1)2 + (5.2− 5.1)2 + (5.5− 5.1)2]

=
1

4
· [(0)2 + (−0.4)2 + (−0.1)2 + (0.1)2 + (0.4)2]

=
1

4
· [0.16 + 0.01 + 0.01 + 0.16]

=
1

4
· 0.34 = 0.085

A.2.3 Standard Deviation

The standard deviation σ of a random variable is the positive square root of the vari-

ance:

σ =
√
s2

The unit of the variance is the square of the unit of the original variable.

In our example we obtain a standard deviation of:

σ =
√

0.085

= 0.29
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A.2.4 Median

The median is an alternative to the mean value estimate the expected value. It is less

susceptible to disturbances in a distribution.

First we sort and list all n measurements, even when there are doubled values:

Tπ(1) = 4.7 ≤ Tπ(2) = 5.0 ≤ Tπ(3) = 5.1 ≤ Tπ(4) = 5.2 ≤ Tπ(5) = 5.5

where π is a permutation function.

Second, if there are an odd number of values the one in the middle is taken. If there

are an even number of values the both in the middle are taken, summed up and divided

by 2.

T̂ =

Tπ(m+1), if n = 2m+ 1

1
2 · (Tπ(m) + Tπ(m+1)), if n = 2m

A.2.5 Covariance

The covariance cov(X,Y ) indicates the strength of a linear relationship between two

random variables. It is computed as follows:

c =
1

n

n∑
i=1

(xi − x) · (yi − y)

Positive values indicate an increasing relationship, while negative values indicate a

decreasing relationship. If the values are linearly independent, then the covariance is

0.

If the two variables are identical, i.e., X = Y , the covariance cov(X,X) is equal to the

variance var(X). The same relationship holds for their estimated values c(X) = s2(X).

A.2.6 Correlation Coefficient

The correlation coefficient can be considered the normalized version of the covariance.

The correlation coefficient ρ is a dimensionless measure and indicates the strength of

a linear relationship between two or more random values. It takes values between 1

and −1. A value of 1 implies that a linear equation describes the relationship between

X and Y , i.e., if we consider the data as points (xi, yi) and plot them, all points lie

on a straight line with positive slope. This means as X increases Y increases perfectly

proportionally. If the correlation coefficient has a value of -1, all points still are on a

line, but the slope of the line is negative.

The correlation is calculated by

ρ =

∑n
i=1(xi − x) · (yi − y)√∑n

i=1(xi − x)2 ·
√∑n

i=1(yi − y)2
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An equivalent expression for the correlation coefficient can be written using the defini-

tion of the Variance and the Covariance:

ρ =
cov(X,Y )√

var(X) ·
√
var(Y )

=
(
∑n

i=1 xiyi)− nx̄ȳ
(n− 1)sxsy

where sx and sy are the square roots of the sample variances as introduced in section

A.2.2.

Figure A.1 gives a scatter plot of the set of points used for the following example:

y

x

1.0

0.2

1.6

5 10 15 20

0.8

1.2
1.4

Figure A.1: Scatter plot showing the linear dependency between x and y

Example A.5 Assume the following points (x, y) are a result of a mea-

surement.

(5.8, 0.8); (6.9, 0.7); (13.3, 1.1); (17.1, 1.5); (18.4, 1.3)

Let’s begin with the calculation of the mean values x and y.

x =
1

5
· [5.8 + 6.9 + 13.3 + 17.1 + 18.4]

=
1

5
· 61.5 = 12.3

y =
1

5
· [0.8 + 0.7 + 1.1 + 1.5 + 1.3]

=
1

5
· 5.4 = 1.08
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First the numerator is calculated:
∑n

i=1(xi − x) · (yi − y).

5∑
i=1

(xi − x) · (yi − y) = [(5.8− 12.3) · (0.8− 1.08)

+(6.9− 12.3) · (0.7− 1.08)

+(13.3− 12.3) · (1.1− 1.08)

+(17.1− 12.3) · (1.5− 1.08)

+(18.4− 12.3) · (1.3− 1.08)]

= 1.82 + 2.052 + 0.02 + 2.016 + 1.342 = 7.25

The next target is calculating the denominator
√∑n

i=1(xi − x)2·
√∑n

i=1(yi − y)2.

We start with
√∑n

i=1(xi − x)2:√√√√ 5∑
i=1

(xi − x)2 = [(5.8− 12.3)2 + (6.9− 12.3)2

+(13.3− 12.3)2 + (17.1− 12.3)2

+(18.4− 12.3)2]
1
2

=
√

42.25 + 29.16 + 1 + 23.04 + 37.21

=
√

132.66 ≈ 11.52

The other factor in the dominator is
√∑n

i=1(yi − y)2:√√√√ 5∑
i=1

(yi − y)2 = [(0.8− 1.08)2 + (0.7− 1.08)2

+(1.1− 1.08)2 + (1.5− 1.08)2

+(1.3− 1.08)2]
1
2

=
√

0.0784 + 0.1444 + 0.0004 + 0.1764 + 0.0484

=
√

0.448 ≈ 0.67

Hence the correlation coefficient is

c = 7.25
11.52·0.67 ≈ 0.94

4

A.3 Probability Distributions

A.3.1 Discrete Probability Distribution

A probability distribution describes the values that may result from a random experi-

ment and the probability of the values occurrences. It covers all possible outcomes of
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the experiment, and is normalized such that the sum over all elements sums up to 1.

Discrete distributions only have a countable number of discrete outcomes xi (x1, x2, . . . , xn)

which may occur with the positive probabilities pi.

Figure A.2 is a graphical representation of a discrete probability distribution.

P(x)

x
x2 xnx1 . . .x3

Figure A.2: Histogram for Discrete Probability Distribution

A.3.2 Continuous Distributions

A continuous distribution describes events over a continuous range, where the proba-

bility of a specific outcome is zero.

P (a) =

∫ a

a
f(x) dx = 0

Probabilities greater than zero can only be given for intervals of x:

P (a ≤ x ≤ b) =

∫ b

a
f(x) dx ; a, b, x ∈ R

The integral over the whole distribution is again 100% or 1:

F (x) =

∫ ∞
−∞

f(x) dx = 1 ; x ∈ R

In these formulas f(x) is the probability density function (pdf), characterizing the

distribution. Figure A.3 shows a density function of a continuous random variable.

A.3.3 Uniform Distribution

In a discrete uniform distribution, all events are equiprobable. In a continuous uniform

distribution all intervals of the same length on the distribution’s support are equally

probable. Figure A.4 shows the pdf of a continuous uniform distribution. Its probability

density function can be written as
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P(x)

x
a b

f(x)

P(a x b)

Figure A.3: Graph for Continuous Probability Distribution

f(x) =


1
b−a for x ∈ [a, b]

0 otherwise

P(x)

x
a b

Figure A.4: Graph for Uniform Distribution

A.3.4 Normal Distribution (Gaussian Distribution)

The normal distribution, also called the Gaussian distribution, is an important family

of continuous probability distributions, applicable in many fields. Each normal distri-

bution is defined by two parameters, location and scale: the mean µ and variance σ2,

respectively.

The Figure A.5 visualizes the pdf of a normal distribution:

f(x) = N(µ, σ2) =
1√

2π · σ
· e−

1
2
· (x−µ)

2

σ2
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f(x)

x

Figure A.5: Normal Distribution N(µ, σ2)

The standard normal distribution is the normal distribution with a mean of zero and

a variance of one (N(0, 1)).

The general normal distribution uses the transformation/normalization

u→ x− µ
σ

which transforms the pdf of a normal distribution to

ϕ(u) =
1√
2π
· e−

u2

2

and hence

F (x) =

∫ x

−∞
ϕ(u) du

Since of symmetry of the curve

F (0) =

∫ 0

−∞
ϕ(0) du = 0.5

and in particular

F (x) =

∫ x

−∞
ϕ(u) du = 1−

∫ ∞
x

ϕ(u) du

Note that there are precalculated tables for the integral where the result can be looked

up. The pdf for the following example is given in Figure A.6.

Example A.6 N(500, 100)

µ = 500, σ2 = 100, σ = 10

u→ x−500
10

What is the probability to measure a value greater than 510?

x = 510
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u

(u)

10

10

Figure A.6: pdf of the Normal Distribution N(500, 100)

u = 510−500
10 = 10

10 = 1.0

From table for N(0, 1):

F (x) = 1−
∫∞

1.0 ϕ(u) du = 0.15866 = 15.87%

An additional example, a 5 percent probability is given by following integral∫ 1.645
−∞ ϕ(u) du

4

A.3.5 Binomial Distribution (discrete)

The binomial distribution is the discrete probability distribution of the number of

successes in a sequence of N independent yes/no experiments, each of which yields

success with probability p. Such a success/failure experiment is also called a Bernoulli

experiment or Bernoulli trial. The binomial distribution gives the probability that an

event happens by

P (x = k) =

(
n

k

)
· pk · (1− p)n−k ; k = 0, 1, . . . , n

where n is the amount of tries and k amount for the wanted event.

The binomial coefficient is calculated as(
n

k

)
=

n!

(n− k)! k!

Example A.7
(

8
2

)(
8
2

)
= 8!

6! 2! = 8·7
2 = 28

4
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Example A.8 An urn contains N balls, M white and N −M black balls.

One ball is drawn randomly from the urn and its color is observed.

What is the probability P to draw exactly three white balls when repeating

the experiment five times putting back the ball after every draw?

P =
(

5
3

)
· (MN )3 · (1− M

N )2

4

Example A.9 If the bits 1 and 0 are uniformly distributed such that

both values occur with equal probability p = 1
2 . Calculate the probability

of getting eight times the same bit in an eight bit value.

P =

(
8

8

)
· (1

2
)8 · (1− 1

2
)0 +

(
8

8

)
· (1

2
)0 · (1− 1

2
)8

= 2 · 8!

(8− 8)! 8!
· (1

2
)8

= 2 · (1

2
)8 =

2

256

4
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